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This supremely organized reference packs hundreds of timesaving solutions, troubleshooting
tips, and workarounds for Windows Server 2012 R2 - with a focus on infrastructure, core
services, and security features.Coverage includes:TCP/IP networkingManaging DHCPDNS
infrastructure and managementImplementing and managing DNS and WINSActive Directory
architecture, sites, replication, domain servicesRead-only domain controllersManaging users,
groups, and computersManaging Group PolicyActive Directory site administrationDeploying and
managing print services

Featured Recipes from Southern Comfort Review“Allison and Slade are two of the most
talented chefs I know. Their understanding of New Orleans’s vast food history allows them to
cook food that broadens culinary boundaries, but is still delicious and accessible. Their
commitment to local farmers, fishermen, and producers has helped create a new market for
fresh ingredients that benefits all of New Orleans. I really enjoy eating Allison and Slade’s food,
and this cookbook—with its rich photography and innovative recipes—is a great extension of
their sense of taste and Southern hospitality.” —Stephen Stryjewski, chef/co-owner of Cochon
restaurant“The book for the young, hip, and hungry.”—Charlotte Observer “A welcome addition
to cookbooks on contemporary Southern cuisine.”—Library Journal “With their Oysters
Rockefeller “Deconstructed,” Allison and Slade have imbued a staid classic with fresh, light
inventiveness. With their Muscadine Wine Jell-O, they have lifted plain gelatin to unprecedented
heights of deliciousness. These two are masters, as well-versed in the home recipes of the
South as they are in the fine dining techniques of New York and New Orleans restaurant
kitchens. If you want to master great food, learn from them.” —Lolis Eric Elie, writer for
HBO’s Treme and author of Smokestack Lightning “In Southern Comfort, Allison and Slade
vividly convey what they do best: combiningelements of high- and lowbrow cooking to create
unique, easy-to-prepare dishes that reflect their love of all things Southern. I laughed at all the
stories of them as young’uns, and gained some insight into how they came to be the fun, funny,
and talented team they are today. This is a delightful book, packed with recipes you will want to
use every day.” —Susan Spicer, chef/owner of Bayona restaurant and author of Crescent City
CookingAbout the AuthorALLISON VINES-RUSHING and SLADE RUSHING burst onto the
culinary scene in 2003 as chefs of Jack’s Luxury Oyster Bar, which the New York Times called
“one of the most distinctive new restaurants to come along in years” and earned Allison the 2004
James Beard Rising Star award. In 2005, the couple returned to Louisiana to open Longbranch
followed by MiLa in New Orleans in 2007. Excerpt. © Reprinted by permission. All rights
reserved. We met in the kitchen of a restaurant called Gerard’s Downtown in New Orleans. It
was the fall of 2000, we were both cooks and we fell in love. Six months later, we purchased two



one-way tickets to New York City on the City of New Orleans train and away we went. We each
landed jobs and rented a tiny one-room basement apartment in Brooklyn complete with a patch
of dirt in the back. We planted a garden and felt like the two luckiest people on Earth. Working
in New York was more mentally and physically exhausting than we had imagined, but our
Southern stubbornness prevented us from giving up. We also had our little Brooklyn refuge,
where on late nights after work (Slade was at March and I was at Ducasse), wine revived our
tired bodies, and we created dishes and wrote menus sprinkled with comforting memories from
home. Funny how soon those ideas would come in handy. After only a few years in New York, we
became head chefs of a tiny restaurant in the East Village called Jack’s Luxury Oyster Bar.
Finding ourselves at Jack’s was serendipitous to say the least. At the time, Slade was chef de
cuisine at a little French restaurant in the Flatiron District called Fleur de Sel, and I had just left
Ducasse to take a break from the stress and plan our wedding. I applied for a job as a barista at
the recently opened Blue Goose Café, armed with a ridiculous résumé that included all of my
restaurant experience from the last ten years—starting with Kenny Roger’s Roasters in Coral
Springs, Florida, and ending with Alain Ducasse. Jack Lamb, the owner of the Blue Goose,
checked out my résumé and said he wanted to hire me as the chef of a new restaurant he was
opening. I was a bit taken aback, but saying no was never my strong suit. I said yes, but told him I
was getting married in August—to which he replied, “Then we will open the restaurant in
September.” I immediately called Slade to tell him I had gotten a job, but as a chef. He asked me
if I had lost my mind. On the opening night of Jack’s Luxury Oyster Bar (which was also my
twenty-eighth birthday), Slade took the night off from Fleur de Sel to cook by my side. A few
months later, on Valentine’s Day of 2004, he joined me as the co-chef at Jack’s. There, our
menus were riffs on classic New Orleans dishes, mingled with French-inspired soul food.
Customers walked through the kitchen to get into the upstairs dining room, while we scrubbed
our own pots and pans in a little sink after we served each table. Our tiny seven by seven-foot
kitchen with a Sub-Zero fridge and four-burner stove was about as far away from a commercial
restaurant kitchen as you could get. There was no walk-in cooler and no real prep space to
speak of, so we packed the small fridge every day before service and emptied it out before the
end of the night. The spiral staircase in the middle of the kitchen became our cooling rack. It was
a job no chef in their right mind would agree to take on, but lucky for us we did and we made it
work. Pretty soon the customers walking through the unconventional kitchen were chefs like
David Bouley, Jeremiah Towers, Alain Ducasse, Eric Ripert, François Payard, and many others.
Lines formed outside to wait for tables. We realized that something special was going on. But
too quickly, it all got much bigger than us. The media attention was constant and hugely flattering
—and, well, tricky. All of the positive press resulted in customers’ increasing expectations, plus
our egos grew, things became complicated with our boss, and the honeymoon was definitely
over for our brand-new marriage. We decided to get the hell out of town. The article in the New
York Times read “Two Rising Stars Opt Out of Manhattan.” What a way to go. We unpacked
our bags in Abita Springs, right outside of New Orleans, three months before the most



disastrous hurricane ever hit this area. Our family had bought us an amazing, dreamy property,
which would become our first restaurant, Longbranch. We had the “we made it in New York, we
can make it anywhere” attitude. And then all hell broke loose. A week before the restaurant was
set to open, we packed up our truck to evacuate before Katrina hit. We took a couple of changes
of clothes, beer, foie gras and sweetbreads that we didn’t want to go bad, and two dogs that
weren’t ours. We headed to Tylertown, Mississippi, and didn’t return home for over a week. Even
in Mississippi we were not completely out of Katrina’s path, and the power was not restored
there until after we had headed back home. Luckily, Slade’s sister Kim had a natural spring well
in her backyard, so we rigged up a shower where we could also wash dishes and clothes. To
keep ourselves busy, we raided all the freezers on our street and then cooked friends, family,
and neighbors three meals a day on a gas grill. Upon returning to Abita Springs, we hadn’t a
clue what would be waiting for us. We had given friends in town who did not evacuate the key to
the restaurant in case the worse happened. They had cleaned out the walk-in cooler of food to
sustain themselves and their neighbors for the week, so thankfully we didn’t have to deal with
rotten, moldy food. We found that most of the trees on the property had fallen, and the cottage
we were living in was in very bad shape. The restaurant building, however, looked mostly
unscathed. The energy company was there to turn back on the electricity, so we began cleaning
up. Longbranch quietly opened one week later.For dinner, we served the same food that
garnered us attention at Jack’s. Our Sunday brunches were an instant success, and we even
had a two-piece jazz band come play. (They had lost their steady gig at Commander’s Palace in
New Orleans, which had not yet reopened after the storm.) We hoped what we were offering at
Longbranch would give our recently scarred customers a momentary escape away from it all.
But a fine diningrestaurant with no history in the area and very high overhead eventually got the
better of us. We closed the doors after a turbulent year-and-a-half-long run. Before we closed
Longbranch, a customer, Frank Zumbo, asked if we would be interested in opening a restaurant
in a Marriott hotel in New Orleans. MiLa—named for our respective home states, Mississippi and
Louisiana—was born in November of 2007 in the Renaissance Pere Marquette. We are still
serving our Southern-flecked cuisine, although the menu is considerably bigger than that first
menu at Jack’s (which had one entrée and one dessert). The dishes we created back then, such
as Oysters Rockefeller “Deconstructed” and New Orleans–Style Barbecue Lobster, have
traveled with us from Jack’s to Longbranch, then to MiLa, and now to this book. For simplicity’s
sake, in the book we have broken down a lot of the dishes we serve at the restaurant into
separate components. We’ve also sprinkled some favorite childhood recipes in between. We
hope the food in this book represents who we are, where we are from, and the places we have
been. Five years after opening MiLa, life is sweet again. We have four beautiful bloodhounds,
an old fishing boat with lots of character, a home where we can lay down some roots, and a
brand new baby girl. The delicate balance of work and play has become a reality. And the food
tastes better, too. Sweet Potato Gnocchi with Pecans and Brown ButterServes 4Admittedly, we
will try to incorporate sweet potato into just about any recipe. It is such a versatile vegetable, and



one of the most healthy and inexpensive available. Even though they are potatoes, they do not
have the starch content of russets, therefore you need both kinds for this recipe. The aroma of
the brown butter and toasted pecans from this dish will mingle perfectly on a table with your
other holiday sides. 3/4 cup kosher salt3/4 pound russet potatoes (about 3)1/2 pound sweet
potato (about 1 large)11/2 teaspoons fine sea salt1 large egg yolk3/4 cup all-purpose flour, plus
more for dusting11/2 tablespoons extra-virgin olive oil3 tablespoons unsalted butter1/2 cup
pecan halves, chopped Preheat the oven to 375°F. Spread the kosher salt on a baking sheet. Set
all of the potatoes (russet and sweet potato) on the salt and bake until tender, about 1 hour. Let
cool and discard the salt.To make the dough, peel the baked potatoes. Work them through a
potato ricer, or press through a flour sifter, into a large bowl. Mix in 1 teaspoon of the sea salt,
the egg yolks, and the flour. Turn the dough onto a lightly floured work surface and knead it
gently 3 or 4 times, adding more flour if necessary to keep the dough from sticking. Cut the
dough into six equal pieces and cover with a clean, barely damp kitchen towel.Bring a large pot
of water to a boil over high heat. Fill a bowl with ice water and have ready.Lightly flour a baking
sheet and also flour a dinner fork. To form the gnocchi, working with one piece at a time, roll the
gnocchi dough on a lightly floured work surface into a 3/4-inch-thick rope. Cut the rope into 1/2-
inch pieces. To form each gnocchi, using your thumb, roll each piece along the back of the tines
of the fork to make indentations, then gently roll the dough off the fork. Transfer the gnocchi to
the prepared baking sheet. Repeat until all the gnocchi are formed.To cook the gnocchi, salt the
boiling water. Once it reaches a boil, decrease the heat to a strong simmer. Add half of the
gnocchi and stir gently until they begin to rise to the surface, about 2 minutes. Using a slotted
spoon, transfer the gnocchi to the ice water to cool down, then drain well on paper towels.
Repeat with the remaining gnocchi.To finish the dish, in a large bowl, toss the gnocchi with the
olive oil, and spread them out on a large baking sheet.In a very large skillet, melt 2 tablespoons
of the butter. Cook the butter over moderate heat until it begins to brown, about 1 minute. Add
one-third of the pecans and cook, stirring, until the nuts are toasted, about 2 minutes. Add half of
the gnocchi and cook until they are golden brown and warmed through, about 2 minutes.
Season with one-third of the remaining sea salt and transfer the gnocchi to a bowl. Repeat with
the remaining butter, pecans, and gnocchi.Serve immediately.Read more
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our books and learning resources for you. To participate in a brief survey, please
visit:IntroductionWelcome to Windows Server 2012 R2 Inside Out: Services, Security, &
Infrastructure. As the author of many popular technology books, I’ve been writing professionally
about Microsoft Windows and Windows Server since 1994. Over the years I’ve gained a unique
perspective—the kind of perspective you can gain only after working with technologies for a long
time. The advantage for you, the reader, is that my solid understanding of these technologies
allowed me to dig into Windows Server 2012 R2 architecture, internals, and configuration to see
how things really work under the hood and then pass this information on to you throughout this
book.Anyone transitioning to Windows Server 2012 R2 from Windows Server 2012 might be
surprised at just how much has been updated as changes both subtle and substantial have
been made throughout the operating system. For anyone transitioning to Windows Server 2012
R2 from Windows Server 2008 R2 or an earlier release of Windows Server, I’ll let you know right
up front that Windows Server 2012 and Windows Server 2012 R2 are substantially different from
earlier versions of Windows Server. Not only are there major changes throughout the operating
system, but also this just might be the first version of Windows Server that you manage using a
touch-based user interface. If you do end up managing it this way, mastering the touch-based UI
and the revised interface options will be essential for your success. For this reason, I discuss
both the touch UI and the traditional mouse and keyboard techniques throughout this
book.When you are working with touch UI–enabled computers, you can manipulate onscreen
elements in ways that weren’t previously possible. You can enter text using the onscreen
keyboard and manipulate onscreen elements in the following ways:• Tap. Tap an item by
touching it with your finger. A tap or double-tap of elements on the screen is generally the
equivalent of a mouse click or double-click.• Press and hold. Press your finger down and leave it
there for a few seconds. Pressing and holding elements on the screen is generally the equivalent
of a right-click.• Swipe to select. Slide an item a short distance in the opposite direction from
how the page scrolls. This selects the items and also might bring up related commands. If
pressing and holding doesn’t display commands and options for an item, try swiping to select
instead.• Swipe from edge (slide in from edge). Starting from the edge of the screen, swipe or
slide in. Sliding in from the right edge opens the Charms panel. Sliding in from the left edge
shows open apps and allows you to easily switch between them. Sliding in from the top or
bottom edge shows commands for the active element.• Pinch. Touch an item with two or more
fingers and then move those fingers toward each other. Pinching zooms out.• Stretch. Touch an
item with two or more fingers and then move those fingers away from each other. Stretching
zooms in.In this book I teach you how server roles, role services, and features work; why they
work the way they do; and how to customize them to meet your needs. Regardless of your job
title, if you’re deploying, configuring, managing, or maintaining Windows Server 2012 R2, this
book is for you. To pack in as much information as possible, I had to assume that you have basic
networking skills and a basic understanding of Windows Server and that you are familiar with
Windows commands and procedures. With this in mind, I don’t devote entire chapters to basic



skills or to why you want to use Windows Server. Instead, I focus on essential services,
infrastructure servers, and security.ConventionsThe following conventions are used in this
book:• Abbreviated menu commands. For your convenience, this book uses abbreviated menu
commands. For example, “Tap or click Tools, Track Changes, Highlight Changes” means that
you should tap or click the Tools menu, select Track Changes, and then tap or click the Highlight
Changes command.• Boldface type. Boldface type is used to indicate text that you enter or
type.• Initial Capital Letters. The first letters of the names of menus, dialog boxes, dialog box
elements, and commands are capitalized. Example: the Save As dialog box.• Italicized type.
Italicized type is used to indicate new terms.• Plus sign (+) in text. Keyboard shortcuts are
indicated by a plus sign (+) separating two key names. For example, Ctrl+Alt+Delete means that
you press the Ctrl, Alt, and Delete keys at the same time.How to reach the authorEmail:
williamstanek@aol.comWeb:Facebook:Twitter:Errata and book supportWe’ve made every effort
to ensure the accuracy of this book and its companion content. You can access updates to this
book—in the form of a list of submitted errata and their related corrections—at:If you discover an
error that is not already listed, please submit it to us at the same page.If you need additional
support, email Microsoft Press Book Support at mspinput@microsoft.com.Please note that
product support for Microsoft software and hardware is not offered through the previous
addresses. For help with Microsoft software or hardware, go to .We want to hear from youAt
Microsoft Press your satisfaction is our top priority and your feedback our most valuable asset.
Please tell us what you think of this book at:We know you’re busy, so we’ve kept it short with just
a few questions. Your answers go directly to the editors at Microsoft Press. (No personal
information will be requested.) Thanks in advance for your input!Stay in touchLet’s keep the
conversation going! We’re on Twitter: .Chapter 1. Using Remote Desktop for
ManagementRemote Desktop essentialsConfiguring Remote DesktopSupporting Remote
Desktop Connection clientsSystems that run Microsoft Windows Server 2012 R2 are the heart
of any Windows network. These are the systems that provide the essential services and
applications for users and the network as a whole. As an administrator, your job is to keep these
systems running, and to do this you must be able to connect to them no matter where they are
located and no matter where you might be. Your front-line defenses in managing systems
running Windows Server 2012 R2 are the administration and the support tools, many of which
have built-in features for working remotely.To run most of the administration tools, you must have
Administrator privileges. If these aren’t included with your current account, you need to provide
the credentials for the administrator account when you see the User Account Control
prompt.The one tool you’ll use the most for system administration tasks is Server Manager.
Server Manager provides setup and configuration options for the local server and options for
managing roles, features, and related settings on any remotely manageable server in the
enterprise. On servers, Server Manager is pinned to Start and the desktop taskbar by default.
This means that you can open Server Manager by tapping or clicking the related Start tile or by
tapping or clicking the related taskbar button.Many other utilities are available for administering



Windows Server 2012 R2 systems. The tools you’ll use the most include the following:• Control
Panel. A collection of tools for managing system configuration. You can organize Control Panel in
different ways according to the view you’re using. A view is simply a way of organizing and
presenting options. Category view is the default view, and it provides access to tools by
category, tool, and key tasks. Icons view is an alternative view that lists each tool separately by
name.• Graphical administrative tools. The key tools for managing network computers and their
resources. You can access these tools by choosing them individually from the Tools menu in
Server Manager.• Administrative wizards. Tools designed to automate key administrative tasks.
You can access many administrative wizards in Server Manager—the central administration
console for Windows Server 2012 R2.• Command-line utilities. You can launch most
administrative utilities from the command line. In addition to these utilities, Windows Server 2012
R2 provides others that are useful for working with Windows Server 2012 R2 systems.•
Windows PowerShell cmdlets. Windows PowerShell is a full-featured command shell that can
use built-in commands called cmdlets, built-in programming features, and standard command-
line utilities. Use Windows PowerShell for additional flexibility in your command-line
scripting.Remote support also is an important part of administration. Although Server Manager
and related Microsoft Management Consoles (MMCs) enable you to perform remote
management, you might prefer to connect and work with remote systems as if you were logged
on locally, and Remote Desktop enables you to do this. Remote Desktop has traditionally been
the administrator’s primary method of remote support, and the technology is the subject of this
chapter.Remote Desktop essentialsUsing Remote Desktop, you can use a local area network
(LAN), a wide area network (WAN), or an Internet connection to manage computers remotely
with the Windows graphical interface. Because all the application processing is performed on
the remote system, only the data from devices such as the display, keyboard, and mouse are
transmitted over the network.Remote Desktop is part of Remote Desktop Services. Microsoft
has separated Remote Desktop Services into two operating modes:• Remote Desktop mode•
Remote Desktop Server modeYou enable and configure Remote Desktop using the System
utility in Control Panel. You set up a Remote Desktop Server by installing and configuring the
appropriate role services for the Remote Desktop Services role.To be operational, the Remote
Desktop and Remote Desktop Server modes both depend on the Remote Desktop Services
service being installed and running on the server. By default, the Remote Desktop Services
service is installed and configured to run automatically. Both features use the same client,
Remote Desktop Connection (RDC), for connecting to remote systems.NoteRemote Desktop
isn’t designed for application serving. Most productivity applications, such as Microsoft Office
Word, Outlook, and Excel, require specific environment settings that are not available through
this feature. If you want to work with these types of applications (rather than with server
applications), you should install and use the Remote Desktop Services role.No Remote Desktop
Client Access License (RD CAL) is required to use Remote Desktop. Windows Server 2012 R2
allows two active administration sessions:• One administrator can be logged on locally, and



another administrator can be logged on remotely.• Two administrators can be logged on
remotely.Most remote sessions run in admin mode. The reason for this is that the admin session
provides full functionality for administration. Standard Remote Desktop Services connections
are created as virtual sessions.Why is this important? Using admin mode, you can interact with
the server just as if you were sitting at the keyboard. This means that all notification area
messages directed to the console are visible remotely. For security, only two sessions are
allowed. If a third administrator tries to log on, the administrator will be prompted to end an
existing session so that the administrator can log on.Although it’s recommended that
administrators use admin sessions, you can use virtual sessions—hey, that’s what they’re there
for! When working with a virtual session, you can perform most administration tasks and your
key limitation is in your ability to interact with the console session itself. This means that users
logged on using a virtual session don’t see console messages or notifications, can’t install some
programs, and can’t perform tasks that require console access.You’ll want to formalize a general
policy on how Remote Desktop should be used in your organization. You don’t want multiple
administrators trying to perform administration tasks on a system because this could cause
serious problems. For example, if two administrators are both working with Disk Management,
this could cause serious problems with the volumes on the remote system. Because of this,
you’ll want to coordinate administration tasks with other administrators.Additionally, it’s important
to point out that you can’t change display settings remotely. The reason for this is that you are
working in a virtual display session whether you are running Remote Desktop in admin mode or
virtual session mode, and in a virtual display session the display settings are locked.Configuring
Remote DesktopThe two components of Remote Desktop you need to support and configure
are Remote Desktop Services for the server portion and the Remote Desktop Connection
(RDC) for the client portion.Enabling Remote Desktop on serversEnabling the Remote Desktop
mode on all servers on your network is recommended, especially for servers in remote sites that
have no local administrators. To view the current status of Remote Desktop on the server, select
Local Server in Server Manager and then check the enabled or disabled status for the Remote
Desktop entry. Just because Remote Desktop is enabled doesn’t mean that the feature is fully
configured. With that in mind, tap or click the Enabled or Disabled link for the Remote Desktop
entry. This opens the System Properties dialog box to the Remote tab, as shown in Figure
1-1.Figure 1-1 Enable Remote Desktop.You have two configuration options for enabling Remote
Desktop. You can do either of the following:• Select Allow Remote Connections To This
Computer, which allows connections from any version of Windows.• Select Allow Remote
Connections To This Computer and also select the Allow Connections Only From Computers
Running Remote Desktop With Network Level Authentication check box to allow connections
only from Windows Vista or later and from other computers with secure network
authentication.Keep in mind the following details about using Remote Desktop:• All remote
connections must be established using accounts that have passwords. If a local account on the
system doesn’t have a password, you can’t use the account to connect to the system remotely.•



If the computer is running Windows Firewall, the operating system automatically creates an
exception that allows Remote Desktop Protocol (RDP) connections to be established. The
default port used is TCP port 3389. The registry value HKEY_LOCAL_MACHINE\System
\CurrentControlSet\Control\TerminalServer\WinStations\RDP-Tcp\PortNumber controls the
actual setting.• If you are running a different firewall on the computer, you must open a port on
the firewall to allow incoming RDP connections to be established. Again, the default port used is
TCP port 3389.Inside OUTAuthentication certificate validationBefore establishing an RDP
connection, your computer validates the remote computer’s identify by default. If the remote
computer’s authentication certificate is invalid or has expired, you won’t be allowed to connect
and will see a warning prompt stating, “The authentication certificate received from the remote
computer has expired or is not valid.” Because a date/time disparity between the two computers
can make it appear that the authentication certificate is invalid, you should check the current
date and time on both computers.If you don’t want your computer to authenticate the remote
computer’s identity, you can disable this feature by setting the Server Authentication option to
Connect And Don’t Warn Me. To set the Server Authentication option, tap or click Options to
display the additional configuration tabs, tap or click the Advanced tab, and then use the
selection list on the Server Authentication panel to set the option as desired. However, disabling
authentication is significantly less secure because you can no longer be certain that you are
actually connecting to the server you think you are. A DNS exploit, for example, could retarget
your RDP session. Although session retargeting isn’t a big risk when you are working on a LAN,
it could be a more significant concern when you are connecting to a server over a WAN or an
Internet connection.Permitting and restricting remote logonBy default, all members of the
Administrators group can log on remotely. The Remote Desktop Users group has been added to
Active Directory to ease managing Remote Desktop Services users. Members of this group are
allowed to log on remotely.If you want to add a member to this group, select Local Server in
Server Manager and then tap or click the Enabled or Disabled link for the Remote Desktop entry.
This opens the System Properties dialog box to the Remote tab. In the Remote tab, tap or click
Select Users. As shown in Figure 1-2, any current members of the Remote Desktop Users group
are listed in the Remote Desktop Users dialog box. To add users or groups to the list, tap or click
Add. This opens the Select Users Or Groups dialog box.Figure 1-2 Configure Remote Desktop
users.In the Select Users Or Groups dialog box, type the name of a user in the selected or
default domain and then tap or click Check Names. If multiple matches are found, select the
name or names you want to use and then tap or click OK. If no matches are found, either you
entered an incorrect name part or you’re working with an incorrect location. Modify the name and
try again or tap or click Locations to select a new location. To add users or groups, type a
semicolon (;) and then repeat this procedure. When you tap or click OK, the users and groups
are added to the list in the Remote Desktop Users dialog box.In Group Policy, members of the
Administrators and Remote Desktop Users groups have the user right Allow Log On Through
Remote Desktop Services by default. If you modified Group Policy, you might need to double-



check to ensure that this user right is still granted to these groups. Typically, you will want to do
this through local policy on a per-machine basis. You can also do this through site, domain, and
organizational policy. Access the appropriate Group Policy Object and select Computer
Configuration, Windows Settings, Security Settings, Local Policies, and User Rights
Assignments. To see a list of users and groups currently granted this right, double-tap or double-
click Allow Log On Through Remote Desktop Services.Inside OUTRestrict remote logon through
Group PolicyIf you want to restrict users or groups from remotely administering a server, access
the appropriate Group Policy Object and expand Computer Configuration\Windows Settings
\Security Settings\Local Policies\User Rights Assignments. Double-tap or double-click Deny Log
On Through Remote Desktop Services. In the policy Properties dialog box, select Define These
Policy Settings and then tap or click Add User Or Group. In the Add User Or Group dialog box,
tap or click Browse. This displays the Select Users, Computers, Or Groups dialog box. Type the
name of the user or group for which you want to deny logon through Remote Desktop Services
and then tap or click OK. You can also change the default permissions for groups in the Remote
Desktop Services Configuration tool. For instance, you could remove Administrators from having
Full Control of the Remote Desktop Services objects.Configuring Remote Desktop through
Group PolicyRemote Desktop is part of Remote Desktop Services, and you can use Group
Policy to configure Remote Desktop Services. Microsoft recommends using Group Policy as the
first choice when you are configuring Remote Desktop Services for use with Remote Desktop.
The precedence hierarchy for Remote Desktop Services configuration is as follows:• Computer-
level Group Policy• User-level Group Policy• Local computer policy using the Remote Desktop
Services Configuration tool• User policy on the Local User And Group level• Local client
settingsYou can configure local policy on individual computers or on an organizational unit (OU)
in a domain. You can use Group Policy to configure Remote Desktop Services settings per
connection, per user, per computer, or for groups of computers in an OU of a domain. You
modify the Group Policy settings for Remote Desktop Services by using the Group Policy Object
Editor. These settings are located in Computer Configuration\Administrative Templates\Windows
Components\Remote Desktop Services and in User Configuration\Administrative Templates
\Windows Components\Remote Desktop Services.Create a separate OU for Remote Desktop
ServicesTypically, Remote Desktop is used throughout an organization, but Remote Desktop
Services servers are isolated to a particular group of servers operating in a separate OU. So if
you plan to also use Remote Desktop Services servers in the organization, you should consider
creating a separate OU for the Remote Desktop Services servers. This way you can manage
Remote Desktop Services servers separately from Remote Desktop.Tracking who’s logged
onWhen you deploy Remote Desktop Services, you can use the Remote Desktop Services
Manager to view and manage logon sessions. With Remote Desktop, you can use this as well,
but you typically don’t need all the additional options and details. A more basic way to keep track
of who is logged on to a server is to use the QUSER command. Type quser to see who is logged
on to the system on which you are running the command prompt, or type quser /



server:ServerName to see who is logged on to a remote server. Consider the following
example:Click here to view code imageUSERNAME SESSIONNAME ID STATE IDLE
TIME LOGON TIMEtedg rdp-tcp#1 1 Active . 5/04/2014 11:42 AMWrstanek
console 2 Active 2:27 5/04/2014 09:43 AMHere, there are two active sessions:•
TEDG is logged on to an active RDP session. The session ID is 1, meaning it is Session 1.•
WRSTANEK is logged on locally to the console. The session ID is 2, meaning it is Session 2.You
can also use Task Manager to view user sessions. If you want to examine user sessions on a
computer to which you are logged on locally, press Ctrl+Alt+Delete and then tap or click Task
Manager. If you want to examine user sessions on a computer to which you are logged on
remotely, press and hold or right-click the Windows button in the lower-left corner of the desktop
or Start screen and then select Task Manager.In the Task Manager dialog box, if details are not
displayed, select More Details and then tap or click the Users tab. Here, each user connection is
listed by default with user name, status, CPU utilization, and memory usage. You can add other
columns by pressing and holding or right-clicking any column header and then tapping or
clicking the columns to add. If you double-tap or double-click a user’s name, there’s an entry for
each running process. Processes are listed by name, CPU usage, and memory usage.You can
also use Task Manager to manage remote user sessions:• To disconnect a user session, select
the user entry, tap or click Disconnect, and then, when prompted to confirm the action, tap or
click Disconnect User.• To log off a user, select the user entry, tap or click Logoff, and then,
when prompted to confirm the action, tap or click Log Off User.The difference between
disconnecting a session and logging off a session is important. When you disconnect a session,
the session goes into a disconnected state and continues executing current processes. If you
log off a user, you end that user’s session, closing any applications the user was running and
ending any foreground processes the user was running as well. A foreground process is a
process being run by an active application as opposed to a background or batch process being
run independently from the user session.When you are working remotely, you can use the
Shutdown Or Sign Out options to disconnect a remote session or shut down a remote server. To
do this, press and hold or right-click the Windows button in the lower-left corner of the desktop
or Start screen. On the shortcut menu, select Shutdown Or Sign Out and then select either
Disconnect or Shutdown as appropriate.Although you can’t use the Shutdown Or Sign Out
options to shut down a remote desktop computer running Windows 8 or later, you can use the
Shutdown utility to shut down a remote desktop computer. At a prompt, enter shutdown /s to
shut down the computer or shutdown /r to shut down and restart the computer.Supporting
Remote Desktop Connection clientsThe Remote Desktop Connection client is the Remote
Desktop Services client. It uses the Microsoft Remote Desktop Protocol (RDP) version 6.0 or
later. Clients can use the Remote Desktop Connection client to connect to a remote server or
workstation that has been set up to be administered remotely.Remote Desktop Connection
clientMost current versions of Windows include the Remote Desktop Connection client. The
features you should be aware of when supporting RDC are the following:• Custom display



resolutions allow for high-color and full-screen viewing. Resolutions of 1680 × 1920, 1920 ×
1200, and higher are fully supported. To set the resolution from a command prompt or from the
Search box, add the /w and /h options, such as mstsc /w:1920 /h:1200. In an RDP file, you can
set the screen size using desktopwidth and desktopheight, such as desktopwidth:i:1920 or
desktopheight:i:1200.• Monitor spanning settings enable you to display remote sessions across
multiple monitors. All monitors must be horizontally aligned and use the same resolution. The
maximum resolution across all monitors shouldn’t exceed 4096 × 2048. To enable monitor
spanning from a command prompt or from the Search box, add the /span option, such as mstsc /
span. In an RDP file, you can enable spanning by typing Use Span:i:1.• As an alternative to
monitor spanning, you can enable multiple monitor support to expand a remote session across
all the monitors on your local computer regardless of the monitor configuration. To enable
multiple monitor support from a command prompt or from the Search box, add the /multimon
option, such as mstsc /multimon. In an RDP file you can enable spanning by typing Use
Multimon:i:1. You also can just select the Use All Monitors For The Remote Session check box
in the Display tab.• By default, data sent between the client and the server is encrypted at the
maximum key strength supported by the client. If you configure RDP on your Remote Desktop
Services server to require high encryption, a client can make a connection only if it supports 128-
bit or higher encryption.• If a connection is interrupted or lost while you are performing a task,
the client software attempts to reconnect to the session and, in the interim, processing continues
on the server so that any running processes can be finished without interruption. If for some
reason you are unable to log on remotely after you are disconnected, you can access your logon
session by logging on locally.Enhanced experience settings include font smoothing and display
data prioritization. Font smoothing ensures that computer fonts appear clear and smooth (as
long as the desktop has ClearType enabled). Display data prioritization gives priority to display,
keyboard, and mouse data over other types of data, such as printing or file transfers. The default
bandwidth ratio is 70:30. This means that display and input data is allocated 70 percent of the
bandwidth and all other traffic, such as file transfers or print jobs, is allocated 30 percent of the
bandwidth.You can adjust the data prioritization settings by making changes to the registry of
the Remote Desktop Services server. Change the value of the following entries under the
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\TermDD subkey:•
FlowControlDisable• FlowControlDisplayBandwidth• FlowControlChannelBandwidth•
FlowControlChargePostCompressionWhen working with flow control, keep the following in
mind:• If these entries don’t appear, you can create them. To do this, press and hold or right-click
TermDD, point to New, and then tap or click DWORD (32-bit) Value.• You can disable display
data prioritization completely by setting the value of FlowControlDisable to 1. If you do this, all
requests are handled on a first-in-first-out basis and other registry settings are ignored.• You can
set the relative bandwidth priority for display and input data by setting the
FlowControlDisplayBandwidth value. The default value is 70. The maximum allowed value is
255.• You can set the relative bandwidth priority for other data, such as file transfers or print jobs,



by setting the FlowControlChannelBandwidth value. The default value is 30. The maximum
allowed value is 255.• The bandwidth ratio for display data prioritization is based on the values
you set. For example, if you set FlowControlDisplayBandwidth to 200 and
FlowControlChannelBandwidth to 50, the ratio is 200:50 (or 4:1), so display and input data is
allocated 80 percent of the bandwidth.• The FlowControlChargePostCompression value
determines whether the bandwidth allocation is based on the precompression or
postcompression data size. The default value is 0, which means that the calculation is based on
the size of the data before it’s compressed. This is the value you’ll usually want to use. This
setting ensures that the client doesn’t have to wait or perform compression calculations prior to
sending data.• If you make any changes to the registry values, you need to restart the Remote
Desktop Services for the changes to take effect.Resource redirection enables the client
computer to handle audio, mapped drives, ports, printers, and certain key combinations. If an
application generates audio feedback, such as an error notification, this can be redirected to the
client. Key combinations that perform application functions are passed to the remote server,
except for Ctrl+Alt+Delete, which is handled by the client computer. Local devices such as
drives, printers, and serial ports are also available. Because both local and network drives are
available on the client, users can easily access local drives and transfer files between the client
and the server.Plug and Play device redirection extends the resource redirection features to
enable locally connected and supported Plug and Play devices to be installed on and used with
a remote computer. You can now redirect media players that support Media Transfer Protocol
(MTP) and digital cameras that support Picture Transfer Protocol (PTP). Plug and Play
notifications will appear in the taskbar on the remote computer. When you start a remote session
for the first time after connecting a supported device locally, you should see the device become
installed automatically on the remote computer. After the redirected device is installed on the
remote computer, the device is available for use in your session with the remote computer. For
example, if you are redirecting a Windows Portable Device (WPD), such as a digital camera, you
can access the device directly from a remote application.You can control Plug and Play device
redirection in the Client Settings tab in the Remote Desktop Services Configuration tool
(tsconfig.msc). Use the Supported Plug And Play Devices options. You can also control Plug and
Play device redirection by using Group Policy. To do this, you can use the Do Not Allow
Supported Plug And Play Device Redirection policy setting in the Administrative Templates for
Computer Configuration under Windows Components\Remote Desktop Services\Remote
Desktop Session Host\Device and Resource Redirection. You can find several related policy
settings under Computer Configuration\Administrative Templates\System\Device Installation
\Device Installation Restrictions.Running the Remote Desktop Connection clientAs discussed
previously, you now can open two administrator sessions on computers that run Windows
Server 2012 R2 without needing an RD CAL. The use of an admin or console session greatly
enhances your capabilities as an administrator to successfully execute programs, applications,
and processes that will not run in a virtual session.There are several ways to start the Remote



Desktop Connection client:• Run in admin mode. Admin mode is used by administrators to
enable full interaction with the console of the remote system. To run the client in admin mode,
type mstsc/admin at the command prompt or in the Apps Search box.• Run in virtual session
mode. Virtual session mode is used by administrators and users to start a virtual session on a
remote system. To run the client in virtual session mode, type mstsc at the command prompt or
in the Apps Search box.After the client is started, enter the name or Internet Protocol (IP)
address of the computer to which you want to connect, as shown in Figure 1-3. If you don’t know
the name of the computer, you may be able to use the drop-down list. This list displays
computers to which you’ve previously connected.Figure 1-3 Specify the remote computer with
which to establish a connection.By default, Windows uses your current user name and domain
to log on to the remote computer. If you want to use different account information, tap or click
Options and then enter your user name in the field provided. (See Figure 1-4.) To set the
domain, you can enter your user name in the DOMAIN\USERNAME format, such as ADATUM
\WILLIAMS. Select the Allow Me To Save Credentials check box to enable automatic logon if
desired.Figure 1-4 Set RDC options.NoteEven if you select the Allow Me To Save Credentials
check box, you might be prompted to enter your password during the logon process. This
depends on your network’s policies and the configuration of the Remote Desktop Services
server.There are six tabs you can use to change the client settings:• General. You might want to
use these options to save keystrokes by adding logon information. Rather than typing in your
settings each time, you can save the connection settings and load them when you want to make
a connection.To save the current connection settings, tap or click Save As and then use the
Save As dialog box to save the .rdp file for the connection.To load previously saved connection
settings, tap or click Open and then use the Open dialog box to find and open the previously
saved connection settings.• Display. The default settings for RDC are full-screen and high-color.
You can modify these settings here.Use the Display Configuration option to set the screen size.
The size options available depend on the display size on the local computer.Use the Colors
option to choose the preferred color depth. The default is 32-bit highest-quality color, but
settings on the remote computer might override this setting.• Local Resources. You can modify
the way the resource and device redirection work, including audio redirection, keystroke
combination redirection, and local device and resource redirection.By default, remote computer
sound is redirected to the local computer. Using the Remote Audio option, you can change the
default setting by selecting Do Not Play or Play On Remote Computer.By default, when you are
working in full-screen mode, key combinations such as Alt+Tab and Ctrl+Esc are redirected to
the remote system and Ctrl+Alt+Delete is handled locally. Using Apply Windows Key
Combinations, you can change this behavior so that key combinations are sent to the local
computer or the remote computer only. However, if you send key combinations to the remote
computer only, you could get into a situation in which you can’t log on locally.By default, local
printers are connected automatically when users are logged on to the remote computer. This
makes it easy to print to your currently configured printers when you are working with a remote



system.By default, anything you copy to the remote computer’s Clipboard is copied to the local
computer’s Clipboard. This makes it easy to copy from a remote source and paste into a local
source.To see additional options, tap or click More on the Local Devices And Resource panel.
By default, the additional options ensure that smart cards connected to a remote computer are
available for use in your remote session. You can also connect serial ports, local disk drives, and
supported Plug and Play devices to make them available for use. Drives and supported devices
can be selected by name, or you can just select the Drives and Supported Plug And Play
Devices options to make all drives and devices available for use. Selecting drives allows you to
easily transfer files between the local computer and the remote computer. Selecting Plug and
Play devices allows you to work with supported devices, including media players and digital
cameras.• Programs. From this dialog box, you can configure the execution of programs when a
session starts. Select the Start The Following Program On Connection check box and then set
the program path or file name and the start folder for the program.• Experience. You can select
the connection speed and other network performance settings. For optimal performance,
choose the connection speed you are using, such as Modem (56 Kbps) or LAN (10 Mbps or
higher), and allow only bitmap caching.Other options you can allow include Desktop
Background, Font Smoothing, Desktop Composition, Show Window Contents While Dragging,
Menu And Window Animation, and Visual Styles. If you select these additional check boxes, you
cause additional processing on the remote system and additional network traffic, which can slow
down performance. Desktop composition creates an enhanced desktop as long as you installed
the Desktop Experience feature on the Remote Desktop Services servers and clients that are
using Windows Vista or later. Font Smoothing allows the client to pass through ClearType fonts
as long as Clear Type is enabled (which is the default setting).By default, Reconnect If
Connection Is Dropped is selected. If the session is interrupted, the RDC will try to reconnect it
automatically. Getting disconnected from a connection doesn’t stop processing. The session will
go into a disconnected state and continue executing whatever processes the session was
running.• Advanced. You can select these options to control the use of server authentication and
the Remote Desktop Gateway feature. By default, the RDP client is configured to warn you if the
authentication protocols fail and automatically detect RD Gateway settings.When you tap or
click Connect, you are connected to the remote system. Enter your account password if
prompted and then tap or click OK. If the connection is successful, you’ll see the Remote
Desktop window on the selected computer and you’ll be able to work with resources on the
computer. In the case of a failed connection, check the information you provided and then try to
connect again.When you are working in full-screen mode, a connection bar is displayed at the
top of the screen. On the left side of the connection bar is a push pin. If you tap or click the push
pin, it unpins the connection bar so that the bar disappears when you move the mouse away. To
make the bar reappear, you need to point the mouse to the top part of the screen. On the right
side of the connection bar are several other buttons. The first button switches you to the local
desktop. The second button switches between full mode and tile display mode. The third button



disconnects the remote session.Disconnecting from a session does not end a session. The
session continues to run on the server, and this uses resources and can prevent other users
from connecting because only one console session and two virtual sessions are allowed. The
proper way to end a session is to sign off the remote computer just as you would a local
computer. In the Remote Desktop Connection window, press and hold or right-click the Windows
button in the lower-left corner of the desktop or Start screen. On the shortcut menu, select
Shutdown Or Sign Out and then select Sign Out.CautionDon’t try to log off the remote session
by pressing Ctrl+Alt+Delete and tapping or clicking Logoff. Doing this will log you off the console
session on your local client but still leave the remote session running on the Remote Desktop
Server.Connecting to a virtual machine in Windows AzureFor a virtual machine that is running
the Windows Server operating system in a Windows Azure environment, you use the Connect
button in the Windows Azure Management Portal to start a Remote Desktop Connection. When
you set up a new virtual machine using the Windows Azure Management Portal, you specify the
TCP port for Remote Desktop connections and the TCP port for remote Windows PowerShell
connections.By default, TCP port 3389 is used for Remote Desktop connections to virtual
machines and TCP port 5986 is used for remote Windows PowerShell connections to virtual
machines. Although these ports may be open on your company’s firewall, any nonstandard ports
that you configure as alternatives will need to be accessible through your company’s firewall to
access external virtual machines.You can establish a Remote Desktop connection to a virtual
machine in a Windows Azure environment by completing the following steps:1. In a web
browser, enter in the Address box.2. Sign in to Windows Azure by entering the email address
and password of an authorized Microsoft account and then selecting Sign In.3. In the Windows
Azure Management Portal, click Virtual Machines and then select the virtual machine you want
to work with.4. The main pane provides options for working with the selected virtual machine.
Choose Dashboard.5. On the command bar, click Connect. When prompted by the web
browser, click Open to open the remote desktop protocol file for the virtual machine in Remote
Desktop Connection (mstsc.exe).6. You’ll see a warning prompt that the publisher of the remote
connection can’t be identified. Click Connect to proceed.7. In the Windows Security dialog box,
enter the credentials for an account authorized to log on to the virtual machine. For your first
logon, enter the user name and password of the administrator account that was created when
you deployed the new virtual machine.8. You’ll see a warning prompt that the identity of the
remote connection can’t be verified. Click Yes to proceed.9. Use Remote Desktop Connection to
work with the virtual machine just as you would any other remote server.Chapter 2. Networking
with TCP/IPNavigating networking in Windows Server 2012 R2Using TCP/IPUnderstanding IPv4
addressingSpecial IPv4 addressing rulesUsing subnets and subnet masksGetting and using
IPv4 addressesUnderstanding IPv6Understanding name resolutionTCP/IP is a protocol suite
consisting of Transmission Control Protocol (TCP) and Internet Protocol (IP). TCP is a
connection-oriented protocol designed for reliable end-to-end communications. IP is an
internetworking protocol that is used to route packets of data called datagrams over a network.



An IP datagram consists of an IP header and an IP payload. The IP header contains information
about routing the datagram, including source and destination IP addresses. The IP payload
contains the actual data being sent over the network.TCP/IP is the backbone for Microsoft
Windows networks. It is required for internetwork communications and for accessing the
Internet. Before you can implement TCP/IP networking, you should understand IP addressing
conventions, subnetting options, and name-resolution techniques—all of which are covered in
this chapter.Navigating networking in Windows Server 2012 R2The networking features in
Windows Server 2012 R2 are different from those in early releases of Windows. Windows Server
2012 R2 has a suite of networking tools, including the following:• Network Explorer. Provides a
central console for browsing computers and devices on the network• Network And Sharing
Center. Provides a central console for viewing and managing a computer’s networking and
sharing configuration• Windows Network Diagnostics. Provides automated diagnostics to help
diagnose and resolve networking problemsBefore discussing how these networking tools are
used, we must first look at the features on which these tools rely:• Network Discovery. Controls
the ability to see other computers and devices• Network Location Awareness. Reports changes
in network connectivity and configurationImportantNetwork Location Awareness also enables a
computer with multiple network interfaces to select the best route for a particular data transfer.
As part of selecting the best route, Windows chooses the best interface (either wired or
wireless) for the transfer. This mechanism improves the selection of wireless over wired
networks when both interfaces are present.The network discovery settings of the computer you
are working with determine the computers and devices you can browse or view in networking
tools. Discovery settings work in conjunction with a computer’s Windows Firewall to either block
or allow the following:• Discovery of network computers and devices• Discovery of your
computer by othersNetwork discovery settings are meant to provide the appropriate level of
security for each of the various categories of networks to which a computer can connect. Three
categories of networks are defined for servers:• Domain Network. Intended as a designation for
a network in which computers are connected to the corporate domain to which they are joined•
Private Network. Intended as a designation for a network in which computers are configured as
members of a homegroup or workgroup and are not connected directly to the public Internet•
Public Network. Intended as a designation for a guest network in a public place, such as a coffee
shop or airport, rather than for an internal networkIn domains, you can enable discovery on
domain controllers to view member computers. On member computers, you can enable
discovery to see other member computers. With computers running nonserver versions of
Windows, both homegroups and workgroups are available on private networks. Homegroups
have special sharing settings that are not available in workgroups.TroubleshootingCorrecting the
network categoryIf Windows detects the wrong type of network, you should check the TCP/IP
configuration settings for the related network adapter. If the public category is incorrectly
assigned and the TCP/IP settings are correct, you can change the network category to private
(or domain, if appropriate) using Network Explorer. Open Network Explorer, tap or click the



warning message in the notification area, and then tap or click Turn On Network Discovery And
File Sharing. In the dialog box provided, tap or click No, Make The Network That I Am
Connected To A Private Network. This sets the network category as private while leaving
network discovery disabled.Another way to change the network category is to use Windows
PowerShell. Enter Get-NetConnectionProfile to list information about the networks to which the
computer is currently connected, including the name and interface alias for these networks. At
an elevated Windows PowerShell prompt, use Set-NetConnectionProfile to change the category
for a specific network adapter. The basic syntax isClick here to view code imageSet-
NetConnectionProfile -Name NetworkName -NetworkCategory Categorywhere NetworkName
is the network name and Category is Private for a private network or Public for a public network,
such asClick here to view code imageSet-NetConnectionProfile –Name Network –
NetworkCategory PrivateAfter you use Network Explorer or Set-NetConnectionProfile to change
the network category to private, computers on domain networks should eventually be listed as
such. If the network type doesn’t change automatically, you can disable and then enable the
related network connection to force Windows to reevaluate the network category. One way to
disable and then enable a network adapter is to use Disable-NetAdapter and Enable-
NetAdapter. The basic syntax for each isClick here to view code imageDisable-NetAdapter -
Name NetworkNameEnable-NetAdapter -Name NetworkNamewhere NetworkName is the
network name, such asClick here to view code imageDisable-NetAdapter –Name
NetworkEnable-NetAdapter –Name NetworkBecause a computer saves settings separately for
each category of network, you can use different block and allow settings for each network
category. When you connect to a network for the first time, Windows automatically sets the
network category based on the computer’s network settings. If the computer has multiple
network adapters, the adapters can be connected to different networks and, therefore, can be
assigned different network categories.Based on the network category, Windows Server 2012 R2
automatically configures settings that turn discovery either on or off. You can manage these
settings as well. Regardless of whether network discovery was managed automatically and
configured manually, the On (Enabled) state means the following:• The computer can discover
other computers and devices on the network.• Other computers on the network can discover the
computer.The Off (Disabled) state means the following:• The computer can’t discover other
computers and devices on the network.• Other computers on the network can’t discover the
computer.Network Explorer, shown in Figure 2-1, displays a list of discovered computers and
devices on the network. In any File Explorer view, you can access Network Explorer by tapping
or clicking the leftmost option button in the address list and then tapping or clicking Network.
The computers and devices listed in Network Explorer depend on the network discovery
settings of the computer.Figure 2-1 Use Network Explorer to browse network resources.If
discovery is blocked, you’ll see a note about this. When you tap or click the warning message,
you can enable network discovery by selecting Turn On Network Discovery And File Sharing.
This opens the appropriate Windows Firewall ports so that network discovery is allowed. If no



other changes have been made with regard to network discovery, the computer will be in the
discovery-only state. You need to manually configure the sharing of printers, files, and media, as
discussed in Chapter 18, “Managing file sharing,” in Windows Server 2012 R2 Inside Out:
Configuration, Storage, & Essentials (Microsoft Press, 2014).When you attempt to enable
network discovery for a network identified as public, you’ll see an additional prompt with options
for making the network a private network or turning on network discovery and file sharing for all
public networks. Generally, you don’t want to turn on network discovery and file sharing on public
networks because this can open the computer to attack. Therefore, if the computer is actually
connected to a public (open) network, click Cancel and do not turn on network discovery.
Otherwise, if the computer is connected to an unidentified private network, select the option for
making the network a private network.Network And Sharing Center, shown in Figure 2-2,
provides the current network status and an overview of the current network configuration. In
Control Panel you can access Network And Sharing Center by tapping or clicking View Network
Status And Tasks under the Network And Internet heading. In Network Explorer, tap or click
Network on the toolbar and then tap or click Network And Sharing Center.Figure 2-2 View and
manage network settings with Network And Sharing Center.Network And Sharing Center lists
the current network by name and provides an overview of the network, including the category of
the current network as Domain Network, Private Network, or Public Network. The Access Type
field specifies whether and how the computer is connected to its current network as No Internet
Access or Internet Access. The Connections field shows the name of the Local Area Connection
being used to connect to the current network. If you tap or click the connection, you can view the
connection status in the related Status dialog box.Windows assigns the public category to any
unidentified network, even on domain-joined computers. In Network And Sharing Center, the
network adapter used to connect to the domain should identify the domain and show the
network category as Domain Network. However, if a computer’s TCP/IP settings aren’t set
correctly, Windows might misidentify a network as public or private rather than as a domain
network. To resolve this, change the network adapter’s TCP/IP settings. When you enter the
correct TCP/IP settings, Windows attempts to identify the network again and should set the
network category correctly.Windows might occasionally identify multiple networks on a
computer with only one network adapter. Often the quickest solution for this mixed-state problem
is to disable and then enable the network adapter. In Network And Sharing Center, tap or click
Change Adapter Settings. Next, tap or click the network adapter and then tap or click Disable
This Network Device. Finally, tap or click Enable This Network Device.NoteYou also can use
Windows PowerShell to work with network adapters. Use Get-NetAdapter to list details for
network adapters, including the network name. Next, use Disable-NetAdapter to disable the
network adapter and then use Enable-NetAdapter to reenable the network adapter.If a computer
has multiple network adapters connected to different networks, Windows Server might
incorrectly identify the connected networks as either public or private instead of domain as well.
Often the quickest solution for this mixed-state problem is to disable the network adapter that



isn’t connected to the corporate network. For example, during development testing, I often run
Windows Server on laptops with both wired and wireless connections. To get Windows Server to
correctly identify the domain-connected adapter, I disable the wireless adapter.Windows Server
does allow multiple network adapters to be used. You can aggregate bandwidth using network
adapter teaming. You can configure up to 32 network adapters to work together.Using TCP/
IPThe TCP and IP protocols make it possible for computers to communicate across various
networks and the Internet using network adapters, including network-interface cards, USB-
attachable network adapters, PC Card network adapters, or built-in adapters on the
motherboard. Since the introduction of Windows Vista and Windows Server 2008, Windows has
had a dual IP layer architecture in which both Internet Protocol version 4 (IPv4) and Internet
Protocol version 6 (IPv6) are implemented and share common Transport and Frame layers.IPv4
and IPv6 are used in very different ways. IPv4 has 32-bit addresses and is the primary version of
IP used on most networks, including the Internet. IPv6 has 128-bit addresses and is the next-
generation version of IP.When networking hardware is detected during installation of the
operating system, both IPv4 and IPv6 are enabled by default in Windows Vista and later and you
don’t need to install a separate component to enable support for IPv6. The modified IP
architecture is referred to as the Next Generation TCP/IP stack. Table 2-1 summarizes the key
TCP/IP enhancements implemented in the Next Generation TCP/IP stack. Table 2-2 summarizes
the key TCP/IP enhancements that are specific to IPv6.Table 2-1 Key TCP/IP enhancements in
the Next Generation TCP/IP stackTable 2-2 Key TCP/IP enhancements for IPv6Windows 8.1
and Windows Server 2012 R2 have several enhancements in their built-in DNS clients that
improve name resolution on IPv4 and IPv6 networks, including the following:• Adaptive query
timeout. With adaptive query timeout, the DNS client adapts the timeout interval based on the
time required for previous queries. Thus, instead of waiting 1000 milliseconds (ms) before timing
out a query, the timeout is adjusted based on past performance for the network, resulting in
timeouts between 25 ms and 1000 ms.• Query coalescing. With query coalescing, the DNS
client combines multiple DNS queries for the same name. This results in only one query and
optimizes performance.• Parallel queries. With parallel queries, the DNS client issues IPv4 and
IPv6 queries for A and AAAA records in parallel when both IP interfaces are enabled, which
streamlines the query process and improves performance. Link-local multicast name resolution
(LLMNR) and NetBIOS queries also are issued in parallel for IPv4 and IPv6.• Persistent caching.
With a persistent cache, the DNS client maintains the DNS cache across changes that occur on
the same network. For example, the DNS client now persists the cache after address change
notifications and when the computer is resuming from the sleep or standby state.Windows
PowerShell 3.0 includes the NetTCPIP module for working with TCP/IP from the command line
and in scripts. This module is imported automatically when you open a Windows PowerShell
prompt. Cmdlets you might want to use for TCP/IP troubleshooting include the following:• Get-
NetIPAddress. Lists information about IP address configuration• Get-NetIPInterface. Provides
summary information about IP interface properties• Get-NetIPv4Protocol. Provides summary



information about the IPv4 protocol configuration• Get-NetIPv6Protocol. Provides summary
information about the IPv6 protocol configuration• Get-NetNeighbor. Displays information about
the neighbor cache for IPv4 and IPv6• Get-NetOffloadGlobalSetting. Lists the status of the
global TCP/IP offload settings, including receive-side scaling, receive-segment coalescing, and
TCP/IP chimney• Get-NetRoute. Lists the IP routing table• Get-NetTCPConnection. Lists details
about current TCP connection statistics• Get-NetTCPSetting. Displays TCP settings and
configurationTo list all of the available NetTCPIP cmdlets, type Get-Command –Module
NetTCPIP at a Windows PowerShell prompt. Alternatively, you can get a sorted list of commands
by entering the following:Click here to view code imageGet-Command –Module Net-TCPIP |
Sort Noun,Verb | ft -auto Verb,NounUnderstanding IPv4 addressingThe most important thing
IPv4 gives you is the IPv4 address. It’s the existence of IPv4 addresses that enables information
to be routed from point A to point B over a network. An IPv4 address is a 32-bit logical address
that has two components: a network address and a node address. Typically, IPv4 addresses are
divided into four 8-bit values called octets and are written as four separate decimal values
delimited by a period (referred to as a dot). The binary values are converted to decimal
equivalents by adding the numbers represented by the bit positions that are set to 1. The general
way to write this value is in the form w.x.y.z, where each letter represents one of the four
octets.IPv4 addresses can be used in three ways:• Unicast. Unicast IPv4 addresses are
assigned to individual network interfaces that are attached to an IPv4 network and are used in
one-to-one communications.• Multicast. Multicast IPv4 addresses are addresses for which one
or multiple IPv4 nodes can listen on the same or different network segments and are used in
one-to-many communications.• Broadcast. Broadcast IPv4 addresses are designed to be used
by every IPv4 node on a particular network segment and are used in one-to-everyone
communications.Each of these IPv4 addressing techniques is discussed in the sections that
follow.Unicast IPv4 addressesUnicast IPv4 addresses are the ones you’ll work with the most.
These are the IPv4 addresses that are assigned to individual network interfaces. In fact, each
network interface that uses TCP/IPv4 must have a unique unicast IPv4 address. A unicast IPv4
address consists of two components:• A network ID. The network ID or address identifies a
specific logical network and must be unique within its boundaries. Typically, IPv4 routers set the
boundaries for a logical network and this boundary is the same as the physical network defined
by the routers. All nodes that are on the same logical network must share the same network ID. If
they don’t, routing or delivery problems occur.• A host ID. The host ID or address identifies a
specific node on a network, such as a router interface or server. As with a network ID, it must be
unique within a particular network segment.Address classes are used to create subdivisions of
the IPv4 address space. With unicast IPv4 addresses, the classes A, B, and C can be applied.
Each describes a different way of dividing a subset of the 32-bit IPv4 address space into
network addresses and host addresses.NoteClasses D and E are defined as well. Class D
addresses are used for multicast, as discussed in the next section of this chapter. Class E
addresses are reserved for experimental use. Class D addresses begin with a number between



224 and 239 for the first octet. Class E addresses begin with a number between 240 and 255 for
the first octet. Although Windows Server 2012 R2 supports the use of Class D addresses, it
does not support Class E addresses.Class A networksClass A networks are designed for when
you need a large number of hosts but only a few network segments, and they have addresses
that begin with a number between 1 and 127 for the first octet. As shown in Figure 2-3, the first
octet (the first 8 bits of the address) defines the network ID, and the last three octets (the last 24
bits of the address) define the host ID. As you’ll learn shortly, the Class A address 127 has a
special meaning and isn’t available for your use. This means that there are 126 possible Class A
networks and each network can have 16,277,214 nodes. For example, a Class A network with
the network address 100 contains all IPv4 addresses from 100.0.0.0 to 100.255.255.255.Figure
2-3 IPv4 addressing on Class A networks.Class B networksClass B networks are designed for
when you need a moderate number of networks and hosts, and they have addresses that begin
with a number between 128 and 191 for the first octet. As shown in Figure 2-4, the first two
octets (the first 16 bits of the address) define the network ID, and the last two octets (the last 16
bits of the address) define the host ID. This means that there are 16,384 Class B networks and
each network can have 65,534 nodes.Figure 2-4 IPv4 addressing on Class B networks.Class C
networksClass C networks are designed for when you need a large number of networks and
relatively few hosts, and they have addresses that begin with a number between 192 and 223 for
the first octet. As shown in Figure 2-5, the first three octets (the first 24 bits of the address)
define the network ID and the last octet (the last 8 bits of the address) defines the host ID. This
means that there are 2,097,152 Class C networks and each network can have 254 nodes.Figure
2-5 IPv4 addressing on Class C networks.Loopback, public, and private addressesWhen using
any of the IPv4 address classifications, you need to follow certain rules. The network ID can’t
begin with 127 as the first octet. All IPv4 addresses that begin with 127 are reserved as
loopback addresses. Any packets sent to an IPv4 address beginning with 127 are handled as if
they’ve already been routed and have reached their destination, which is the local network
interface. This means that any packets addressed to an IPv4 address of 127.0.0.0 to
127.255.255.255 are addressed to and received by the local network interface.In addition, some
addresses in the ranges are defined as public and others are defined as private. Public IPv4
addresses are assigned by Internet service providers (ISPs). ISPs obtain allocations of IPv4
addresses from a local Internet registry (LIR), from a national Internet registry (NIR), or from
their appropriate regional Internet registry (RIR). Private addresses are addresses reserved for
organizations to use on internal networks. Because they are nonroutable, which means they are
not reachable on the Internet, they do not affect the public Internet and do not have to be
assigned by an addressing authority.The private IPv4 addresses defined are as follows:• Class
A private IPv4 addresses. 10.0.0.0 through 10.255.255.255• Class B private IPv4 addresses.
172.16.0.0 through 172.31.255.255• Class C private IPv4 addresses. 192.168.0.0 through
192.168.255.255Because you shouldn’t connect hosts on an organization’s private network
directly to the Internet, you should indirectly connect them using the Network Address



Translation (NAT) protocol or a gateway program such as a proxy. When NAT is configured on
the organization’s network, a device, such as a router, is responsible for translating private
addresses to public addresses, allowing the nodes on the internal network to communicate with
the nodes on the public Internet. When proxies are configured on the organization’s network, the
proxy acts as the go-between. It receives requests from nodes on the internal network and
sends the requests to the public Internet. When the response is returned, the proxy sends the
response to the node that made the original request. In both cases the device providing NAT or
proxy services has a private IP address on its internal network interface and a public address on
its Internet interface.Multicast IPv4 addressesMulticast IPv4 addresses are used only as
destination IPv4 addresses and allow multiple nodes to listen for packets sent by a single
originating node. In this way, a single packet can be delivered to and received by many hosts.
Here’s how it works: a sending node addresses a packet using a multicast IPv4 address. If the
packet is addressed to the sending node’s network, nodes on the network that are listening for
multicast traffic receive and process the packet. If the packet is addressed to another network, a
router on the sending node’s network forwards the packet as it would any other packet. When it’s
received on the destination network, any nodes on the network that are listening for multicast
traffic receive and process the packet.The nodes listening for multicast packets on a particular
IPv4 address are referred to as the host group. Members of the host group can be located
anywhere—as long as the organization’s routers know where members of the host group are
located so that the routers can forward packets as appropriate.One address class is reserved for
multicast: Class D. Class D addresses begin with a number between 224 and 239 for the first
octet.Multicast IPv4 addresses in the range of 224.0.0.0 through 224.0.0.255 are reserved for
local subnet traffic. For example, the address 224.0.0.1 is an all-hosts multicast address and is
designed for multicasting to all hosts on a subnet. The address 224.0.0.2 is an all-routers
multicast address and is designed for multicasting to all routers on a subnet. Other addresses in
this range are used as specified by the Internet Assigned Numbers Authority (IANA), which is a
function of the Internet Corporation for Assigned Names and Numbers (ICANN). For details, see
the IANA website at .Broadcast IPv4 addressesBroadcast IPv4 addresses are used only as
destination IPv4 addresses, and they allow a single node to direct packets to every node on the
local network segment. When a sending node addresses a packet using a broadcast IPv4
address, every node on that network segment receives and processes the packet.To understand
how broadcasts are used, you must understand the difference between classful networks and
nonclassful networks. A classful network is a network that follows the class rules as defined,
meaning a Class A, B, or C network is configured with network addresses and host addresses
as described previously. A nonclassful network is a network that doesn’t strictly follow the class
rules. Nonclassful networks might have subnets that don’t follow the normal rules for network
and host IDs. You’ll learn more about subnets later in this chapter in the section entitled “Using
subnets and subnet masks.”NoteA nonclassful network can also be referred to as a classless
network. However, classless inter-domain routing (CIDR) and all it implies are specifically



spelled out in Request For Comments (RFCs), such as RFC 1812. RFC 1812 provides rules that
supersede those of some previous RFCs, such as RFC 950, which prohibited the use of all-
zeros subnets.All nodes listen for and process broadcasts. Because IPv4 routers usually do not
forward broadcast packets, broadcasts are generally limited by router boundaries. The
broadcast address is obtained by setting all the host bits in the IPv4 address to 1 as appropriate
for the broadcast type. Three types of broadcasts are used:• Network broadcasts. Network
broadcasts are used to send packets to all nodes on a classful network. For network broadcasts,
the host ID bits are set to 1. For a nonclassful network, there is no network broadcast address,
only a subnet broadcast address.• Subnet broadcasts. Subnet broadcasts are used to send
packets to all nodes on a nonclassful network. For subnet broadcasts, the host ID bits are set to
1. For a classful network, there is no subnet broadcast address, only a network broadcast
address.• Limited broadcasts. Limited broadcasts are used to send packets to all nodes when
the network ID is unknown. For a limited broadcast, all network ID and host ID bits are set to
1.DHCP uses limited broadcastsLimited broadcasts are sent by nodes that have their IPv4
address automatically configured, as is the case with Dynamic Host Configuration Protocol
(DHCP). With DHCP, clients use a limited broadcast to advertise that they need to obtain an
IPv4 address. A DHCP server on the network acknowledges the request by assigning the node
an IPv4 address, which the client then uses for normal network communications.NotePreviously,
a fourth type of broadcast was available, called an all-subnets-directed broadcast. This
broadcast type was used to send packets to all nodes on all the subnets of a nonclassful
network. Because of the changes specified in RFC 1812, all-subnets-directed broadcasts have
been deprecated, meaning they are no longer going to be supported.Special IPv4 addressing
rulesAs you’ve seen, certain IPv4 addresses and address ranges have special uses:• The
addresses 127.0.0.0 through 127.255.255.255 are reserved for local loopback.• The addresses
10.0.0.0 through 10.255.255.255, 172.16.0.0 through 172.31.255.255, and 192.168.0.0 through
192.168.255.255 are designated as private and, as such, are nonroutable.• On classful
networks, the Class A addresses w.255.255.255, the Class B addresses w.x.255.255, and the
Class C addresses w.x.y.255 are reserved for broadcasts.• On nonclassful networks, the
broadcast address is the last IPv4 address in the range of IPv4 addresses for the associated
subnet.NoteCertain IPv4 addresses are also reserved for other purposes. For example, the IPv4
addresses 169.254.0.1 to 169.254.255.254 are used for Automatic Private IPv4 Addressing
(APIPA) as discussed in the section entitled “Configuring TCP/IP networking” in Chapter 3,
“Managing TCP/IP networking.”On classful networks, all the bits in the network ID can’t be set to
0 because this expression is reserved to indicate a host on a local network. Similarly, on a
classful network all the bits in the host ID can’t be set to 0 because this is reserved to indicate
the IPv4 network number.Table 2-3 lists the ranges of network numbers based on address
classes. You can’t assign the network number to a network interface. The network number is
common to all network interfaces attached to the same logical network. On a nonclassful
network, the network number is the first IPv4 address in the range of IPv4 addresses for the



associated subnet—as specified in RFC 1812.Table 2-3 Network IDs for classful networksWhen
you apply all the rules for IPv4 addresses, you find that hosts on a network can’t use many IPv4
addresses. This means that the first available host ID and last available host ID are different from
the range of available IPv4 addresses. Table 2-4 shows how these rules apply to classful
networks. On a nonclassful network, the same rules apply—you lose the first and last available
host IDs from the range of available IPv4 addresses.Table 2-4 Available host IDs on classful
networksInside OUTRouters, gateways, and bridges connect networksA router is needed for
hosts on a network to communicate with hosts on other networks. It is standard convention for
the network router to be assigned the first available host ID. On Windows systems, you identify
the address for the router as the gateway IPv4 address for the network. Although the terms
“gateways” and “routers” are often used interchangeably, technically the two are different. A
router is a device that sends packets between network segments. A gateway is a device that
performs the necessary translation so that communication between networks with different
architectures is possible. When working with networks, you might also hear the term “bridge.” A
bridge is a device that directs traffic between two network segments using physical machine
addresses (Media Access Control, or MAC, addresses). Routers, gateways, and bridges can be
implemented in hardware as separate devices or in software so that a system on the network
can handle the role as a network router, gateway, or bridge as necessary.Using subnets and
subnet masksAnyone who works with computers should learn about subnetting and what it
means. A subnet is a portion of a network that operates as a separate network. Logically, it exists
separately from other networks, even if hosts on those other networks share the same network
ID. Typically, such networks are also physically separated by a router. This ensures that the
subnet is isolated and doesn’t affect other subnets.Subnetting is designed to make more
efficient use of the IPv4 address space. Thus, rather than having networks with hundreds,
thousands, or millions of nodes, you have a subnet that is sized appropriately for the number of
nodes you use. This is important, especially for the crowded public IPv4 address space, where it
doesn’t make sense to assign the complete IPv4 address range for a network to an individual
organization. Thus, instead of getting a complete network address for the public Internet, your
organization is more likely to get a block of consecutive IPv4 addresses to use.Subnet
masksYou use a 32-bit value known as a subnet mask to configure nodes in a subnet to
communicate only with other nodes on the same subnet. The mask works by blocking areas
outside the subnet so that they aren’t visible from within the subnet. Because they are 32-bit
values, subnet masks can be expressed as an address for which each 8-bit value (octet) is
written as four separate decimal values delimited by a period (dot). As with IPv4 addresses, the
basic form is w.x.y.z.The subnet mask identifies which bits of the IPv4 address belong to the
network ID and which bits belong to the host ID. Nodes can see only the portions of the IPv4
address space that aren’t masked by a bit with a value of 1. If a bit is set to 1, it corresponds to a
bit in the network ID. If a bit is set to 0, it corresponds to a bit in the host ID.Because a subnet
mask must be configured for each IPv4 address, nodes on both classful and nonclassful



networks have subnet masks. On a classful network, all the bits in the network ID portion of the
IPv4 address are set to 1 and can be presented in dotted decimal, as shown in Table 2-5.Table
2-5 Standard subnet masks for classful networksInside OUTBlocks of IPv4 addresses on the
public InternetFor internal networks that use private IPv4 addresses, you’ll often be able to use
the standard subnet masks. This isn’t true, however, when you need public IPv4 addresses.
Most of the time you’ll be assigned a small block of public IPv4 addresses to work with. For
example, you might be assigned a block of eight (six usable) addresses. In this case you must
create a subnet that uses the subnet mask to isolate your nodes as appropriate for the number
of nodes you’ve been assigned. I say there are six usable addresses out of eight because the
lowest address is reserved as the network number and the highest address is reserved as the
broadcast address for the network. This is always the case, as any good Cisco Certified Network
Associate (CCNA) will tell you.Network prefix notationWith subnetting, an IPv4 address alone
doesn’t help you understand how the address can be used. To be sure, you must know the
number of bits in the network ID. As discussed, the subnet mask provides one way to determine
which bits in the IPv4 address belong to the network ID and which bits belong to the host ID. If
you have a block of IPv4 addresses, writing out each IPv4 address and the subnet mask is
rather tedious. A shorthand way to do this is to use network prefix notation, which is also referred
to as the classless inter-domain routing (CIDR) notation.In network prefix notation, the network
ID is seen as the prefix of an IPv4 address and the host ID is seen as the suffix. To write a block
of IPv4 addresses and specify which bits are used for the network ID, you write the network
number followed by a forward slash and the number of bits in the network ID, as in the
following:Click here to view code imageNetworkNumber/# of bits in the network IDThe slash and
the number of bits in the network ID are referred to as the network prefix. Following this, you
could rewrite Table 2-5 in the way shown in Table 2-6.Table 2-6 Standard network prefixes for
classful networksYou now have two ways of detailing which bits are used for the network ID and
which bits are used for the host ID. With the network number 192.168.1.0, you could use either
of the following to specify that the first 24 bits identify the network ID:• 192.168.1.0,
255.255.255.0• 192.168.1.0/24With either entry, you know that the first 24 bits identify the
network ID and the last 8 bits identify the host ID. This, in turn, means that the usable IPv4
addresses are 192.168.1.1 through 192.168.1.254.SubnettingWhen you use subnetting, nodes
no longer follow the class rules for determining which bits in the IPv4 address are used for the
network ID and which bits are used for the host ID. Instead, you set the 32 bits of the IPv4
address as appropriate to be either network ID bits or host ID bits based on the number of
subnets you need and then number nodes for each subnet. There is an inverse relationship
between the number of subnets and the number of nodes per subnet that can be supported. As
the number of subnets goes up by a factor of two, the number of hosts per subnet goes down by
a factor of two.Because Class A, B, and C networks have a different number of host ID bits to
start with, borrowing bits from the host ID yields different numbers of subnets and hosts. The
technique is the same, however. Each bit represented as a 1 in the subnet mask corresponds to



a bit that belongs to the network ID. This means the value of each bit can be represented as
shown in Figure 2-6.Figure 2-6 Represents the value of each bit when it’s set to 1.You start with
the high-order bits and work your way to the low-order bits. When you borrow 1 bit of the host ID,
you increase the number of possible subnets by a factor of two and reduce the number of
possible hosts by a factor of two.Subnetting Class A networksThe network entry mask for a
standard Class A network can be defined as follows:If you want to divide a Class A network into
two separate subnets, you can borrow the high-order bit from the host ID in the second octet and
add this bit to the network ID. Because the value of this bit taken from the host ID is 128, the
corresponding subnet mask is 255.128.0.0. Thus, the network entry for the subnetted Class A
network can be defined as follows:NoteEach time you borrow a bit from the host ID, the network
prefix bits go up by one.If you take an additional bit from the host ID bits, you allow the Class A
network to be divided into up to four subnets. The value of this bit taken from the host ID is 64.
When you add this value to the value of the previous bit taken from the host ID, the sum is 192
(128 + 64) and the corresponding subnet mask is 255.192.0.0. This means that the network
entry for a subnetted Class A network that can be divided into up to four subnets can be defined
as follows:Table 2-7 shows how Class A networks can be subnetted and how this affects the
number of possible subnets and hosts per subnet.Table 2-7 Subnetting Class A
networksSubnetting Class B networksThe network entry mask for a standard Class B network
can be defined as follows:A standard Class B network can have up to 65,534 hosts. If you want
to divide a Class B network into two separate subnets, you can borrow the high-order bit from
the host ID in the third octet and add this bit to the network ID. Because the value of this bit taken
from the host ID is 128, the corresponding subnet mask is 255.255.128.0. Thus, the network
entry for the subnetted Class B network can be defined as follows:If you take an additional bit
from the host ID bits, you allow the Class B network to be divided into up to four subnets. The
value of this bit taken from the host ID is 64. When you add this value to the value of the previous
bit taken from the host ID, the sum is 192 (128 + 64) and the corresponding subnet mask is
255.255.192.0. This means that the network entry for a subnetted Class B network that can be
divided into up to four subnets can be defined as follows:Table 2-8 shows how Class B networks
can be subnetted and how this affects the number of possible subnets and hosts per
subnet.Table 2-8 Subnetting Class B networksSubnetting Class C networksThe network entry
mask for a standard Class C network can be defined as follows:A standard Class C network can
have up to 254 hosts. If you want to divide a Class C network into two separate subnets, you can
borrow the high-order bit from the host ID in the fourth octet and add this bit to the network ID.
Because the value of this bit taken from the host ID is 128, the corresponding subnet mask is
255.255.255.128. Thus, the network entry for the subnetted Class C network can be defined as
follows:If you take an additional bit from the host ID bits, you allow the Class C network to be
divided into up to four subnets. The value of this bit taken from the host ID is 64. When you add
this value to the value of the previous bit taken from the host ID, the sum is 192 (128 + 64) and
the corresponding subnet mask is 255.255.255.192. This means that the network entry for a



subnetted Class C network that can be divided into up to four subnets can be defined as
follows:Table 2-9 shows how Class C networks can be subnetted and how this affects the
number of possible subnets and hosts per subnet.Table 2-9 Subnetting Class C
networksUnderstanding IP data packetsWith IPv4, computers send data in discrete packets of
information with a header and a payload. IPv4 headers are variable in size, between 20 and 60
bytes, in 4-byte increments. Each bit range is broken into different sections, and each section
corresponds to the range of a related field in a packet. Header bit ranges consist of 0–3, 4–7, 8–
15, 16–18, and 15–31. These correspond to the values 0, 32, 64, 96, 128, 160, and 160/152+ for
data.For examples of the ranges and their use, see Table 2-10. The IP payload is of variable size
as well, ranging from 8 bytes to 65,515 bytes. Although most people will never use this
information on a regular basis, it’s very useful for understanding how to troubleshoot network
problems.Table 2-10 IPv4 packetsGetting and using IPv4 addressesAs discussed previously,
there are two categories of IPv4 addresses:• Public. Public addresses are assigned by Network
Solutions (formerly this was InterNIC) and can also be purchased from the IANA/ICANN. Most
organizations don’t need to purchase their IPv4 addresses directly, however. Instead, they get
the IPv4 addresses they need from their Internet service provider (ISP).• Private. Private
addresses are reserved for Class A, B, and C networks and can be used without specific
assignment. Most organizations follow the private addressing scheme determined by their
Information Technology (IT) department; in this case they request IPv4 addresses from the IT
department.ImportantTechnically, if your organization doesn’t plan to connect to the Internet, you
can use any IPv4 address. However, I still recommend using private IPv4 addresses in this case
and taking the time to plan out the IPv4 address space carefully. If you do this and you later must
connect the organization to the Internet, you won’t have to change the IPv4 address of every
node on the network. Instead, you’ll need to reconfigure only the network’s Internet-facing
nodes, such as a proxy server or NAT router, to connect your organization to the Internet.Inside
OUTPublic IPv4 address spaceThe public IPv4 address space is running out of new addresses
that can be assigned to public devices (and might have run out completely by the time you read
this). Whether public IPv4 addresses are exhausted for you depends on where your company is
located, what regional Internet registry (RIR) is responsible for allocating IP addresses in your
area of the world, and whether your Internet service provider (ISP) has any IPv4 addresses left
from those it obtained from an RIR. In February 2011 the IANA/ICANN, the global authority
coordinating IP addresses, ran out of new IPv4 address blocks to allocate to RIRs. Now, the
RIRs themselves are running out (or have already run out) of new IPv4 addresses to assign.
Because of this, if your company needs public IPv4 addresses, you might not be able to get
them. In this case you need to use IPv6 for your company’s public Internet communications.If
you are planning your organization’s network infrastructure, you must determine how you want to
structure the network. In many cases you’ll want to isolate the internal systems from the public
Internet and place them on their own private network. An example of this is shown in Figure
2-7.Figure 2-7 Overview diagram for connecting a private network to the Internet.In this example



hosts on the internal network connect to a switch. The switch, in turn, connects to a router, which
performs the necessary internal-to-external IPv4 address translation using NAT. The NAT router,
in turn, is connected to a firewall, and the firewall connects to the Internet. If the internal network
ID is 192.168.1.0/24, the internal IPv4 addresses range from 192.168.1.1 to 192.168.1.254 and
all hosts use the network mask 255.255.255.0. After this occurs, the hosts might include the
following:• A router with IPv4 address 192.168.1.1 on the interface facing the internal network• A
manageable switch with IPv4 address 192.168.1.2• Computers with IPv4 addresses
192.168.1.20 to 192.168.149• Servers with IPv4 addresses 192.168.1.150 to 192.168.199• A
network printer with the IPv4 address 192.168.1.200Follow an IPv4 addressing planNotice how
the IPv4 addresses are assigned. I generally recommend reserving blocks of IPv4 addresses for
the various types of hosts you’ll have on a network. On an internal network with the ID
192.168.1.0/24, you might designate that IPv4 addresses 192.168.1.1 to 192.168.1.19 are
reserved for network hardware, IPv4 addresses 192.168.1.20 to 192.168.1.149 are reserved for
workstations, IPv4 addresses 192.168.1.150 to 192.168.1.199 are reserved for servers, and
IPv4 addresses above 192.168.1.200 are reserved for other types of network hardware, such as
printers.You can then determine the number of public IPv4 addresses you need by assessing
the number of public Internet-facing nodes you need. In this example the NAT router needs a
public IPv4 address, as does the external firewall. To be able to send and receive email, you’ll
need an IPv4 address for the organization’s email server. To set up a public website, you’ll need
an IPv4 address for the organization’s web server.That’s a total of four IPv4 addresses (six,
including the network ID address and the broadcast address). In this case your ISP might assign
you a /29 subnet, giving you a total of six usable addresses. If you think you might need more
than this, you could ask for a /28 subnet. However, keep in mind that you might have to pay a
per–IPv4 address leasing fee.Understanding IPv6As with IPv4, the most important thing IPv6
gives you is the IPv6 address. Although IPv4 allows for more than 4 billion networked devices,
the world is running out of available IPv4 addresses. To resolve this problem, IPv6 uses 128-bit
addresses, and this allows for 340,282,237,000,000,000,000,000,000,000,000,000,000
addresses—give or take a few hundred million quadrillion addresses. Put another way, IPv6
makes available enough IP addresses so that every person on 100 billion worlds of 100 billion
people could have 34 quadrillion IP addresses (and there would still be 2.8236 x 10^33 IP
addresses left over).NoteOkay, so 128 bits might seem like overkill. However, the abundance of
IPv6 addresses makes it possible to allocate addresses in large blocks. Not only does this help
simplify administration, it also avoids fragmentation of the address space, which in turn leads to
smaller routing tables. One reason for selecting 128 bits for the address length is the increasing
prevalence of 64-bit processors over 32-bit processors. 64-bit processors can efficiently work
with 128-bit addresses. As we look to the future, the next logical step is 128-bit computing, and
128-bit addresses will already be in place by that time. A key advantage of the larger address
space in IPv6 is that it makes scanning certain IP blocks for vulnerabilities significantly more
difficult than in IPv4, which makes IPv6 more resistant to malicious attacks by hackers looking



for vulnerable computers.Keeping track of so many IPv6 addresses using the numbering
scheme used with IPv4 is impractical. This is why IPv6 uses hexadecimal numbers rather than
decimal numbers to define the address space. This means that instead of allowing only the
numbers 0 through 9 for each position in the IP address, IPv6 allows the values 0 through 9 and
A through F, with A representing 10, B representing 11, and so on, up to F representing 15.
Therefore, the values 0 through 15 can be represented using the values 0 through F.IPv6’s 128-
bit addresses are divided into eight 16-bit blocks delimited by colons. Each 16-bit block is
expressed in hexadecimal form. With standard unicast IPv6 addresses, the first 64 bits represent
the network ID and the last 64 bits represent the network interface. An example of an IPv6
address follows:Click here to view code imageFE80:0:0:02BC:00FF:BECB:FE4F:961DBecause
many IPv6 address blocks are set to 0, a contiguous set of 0 blocks can be expressed as “::”, a
notation referred to as the double-colon notation. Using double-colon notation, the two 0 blocks
in the previous address are compressed as follows:Click here to view code
imageFE80::02BC:00FF:BECB:FE4F:961DThree or more 0 blocks would be compressed in the
same way. For example, FFE8:0:0:0:0:0:0:1 becomes FFE8::1. However, more than one double-
colon abbreviation in an address is invalid because it makes the notation ambiguous. Also,
leading zeros in a group can be omitted. Thus, FE80::02BC:00FF:BECB:FE4F:961D can be
shortened to FE80::2BC:FF:BECB:FE4F:961D. Following this, the following addresses are all
valid and equivalent:• FE80:0000:0000:02BC:00FF:BECB:FE4F:961D•
FE80:0:0:02BC:00FF:BECB:FE4F:961D• FE80::02BC:00FF:BECB:FE4F:961D•
FE80::2BC:FF:BECB:FE4F:961DFinally, you can write a sequence of 4 bytes at the end of an
IPv6 address in decimal, using dots as separators. You can use this notation with IPv4
compatibility addresses, such as FE80::192.168.10.52.As with IPv4 addresses, there are
different types of IPv6 addresses. As Table 2-11 shows, the type of an IPv6 address is identified
by the high-order bits of the address. Link-local unicast IPv6 addresses are the equivalent of
IPv4 private addresses because they are not globally reachable on the Internet. Global unicast
IPv6 addresses are the equivalent of IPv4 public addresses because they are globally reachable
on the Internet and must be assigned by an IP address authority.Table 2-11 IPv6 address
typesIPv6 doesn’t use subnet masks to identify which bits belong to the network ID and which
bits belong to the host ID. Instead, each IPv6 address is assigned a subnet prefix length that
specifies how the bits in the network ID are used. The subnet prefix length is represented in
decimal form. Therefore, if 48 bits in the network ID are used, the subnet prefix length is written
as shown in the following example:Like IPv4, IPv6 packets are composed of two parts: a header
and a payload. Unlike IPv4, IPv6 allows for sending jumbograms. A jumbogram is an IP
datagram containing a payload larger than 64 KBs. IPv4 does not support this type of
transmission, and it has a 64-KB payload limit.Jumbograms greatly increase the throughput of
high-performance networks. The first 40 octets of an IPv6 packet contain the header (composed
of the source and destination addresses, including an IPv4 version where necessary), a traffic
class section, a flow label (for packet priority information), the payload length, the next header



addressing section, and the hop limit. The payload section consists of the actual data sent
during transmission. The payload section can contain either 64 KBs of information, as with IPv4
packets, or a jumbogram for true IPv6 networking architectures.Another major difference
between IPv4 and IPv6 is that IP security (IPsec) is implemented within the IPv6 protocol. IPsec
lies within the IP network layer and encrypts and authenticates as an integrated part of the
protocol by default. This eliminates additional overhead in encoding and decoding packets using
separate IPsec functionality.Understanding name resolutionAlthough IP addressing works well
for computer-to-computer communications, it doesn’t work so well when you want to access
resources. Could you imagine having to remember the IP address of every computer you work
with? That would be difficult, and it would make working with computers on networks a chore.
This is why computers are assigned names. Names are easier to remember than numbers—at
least for most people.When a computer has a name, to access it you can type that name rather
than its IP address. This name resolution doesn’t happen automatically. In the background, a
computer process translates the computer name you type into an IP address that computers can
understand. Windows Vista and later versions natively support three name-resolution systems:•
Domain Name System (DNS)• Windows Internet Naming Service (WINS)• Link-Local Multicast
Name Resolution (LLMNR)The sections that follow examine these services.Domain Name
SystemDNS provides a distributed database that enables computer names to be resolved to
their corresponding IP addresses. When working with DNS, you need to understand what is
meant by the terms “host name,” “domain name,” “fully qualified domain name,” and “name
resolution.”Host namesA host name identifies an individual host in DNS. Ordinarily, you might
call this a computer name. The difference, however, is that there is an actual record in the DNS
database called a host record that corresponds to the computer name and details how the
computer name is used on the network. Host names can be assigned by administrators and
other members of the organization.Domain namesA domain name is the logical identity of a
network in DNS. Domain names follow a specific naming scheme that is organized in a tree-like
structure. Periods (dots) are used to separate the name components or levels within the domain
name.The first level of the tree is where you find the top-level domains. Top-level domains
describe the kinds of networks that are within their domain. For example, the .edu top-level
domain is for educational domains, the .gov top-level domain is for U.S. government domains,
and the .com top-level domain is for commercial domains. As you can see, top-level domains
generally are organized by category. There are also top-level domains organized geographically,
such as .ca for Canada and .uk for United Kingdom.The second level of the tree is where you
find parent domains. Parent domains are the primary domain names of organizations. For
example, City Power & Light’s domain name is cpandl.com. The domain name cpandl.com
identifies a specific network in the .com domain. No parent domain can be used on the public
Internet without being reserved and registered. Name registrars, such as Network Solutions,
charge a fee for this service.Additional levels of the tree belong to individual hosts or subsequent
levels in the organization’s domain structure. These subsequent levels are referred to as child



domains. For example, City Power & Light might have Tech, Support, and Sales child domains,
which are named tech.cpandl.com, support.cpandl.com, and sales.cpandl.com,
respectively.Inside OUTConnect the network to the InternetIf your organization’s network must
be connected to the Internet, you should obtain a public domain name from a name registrar or
use a similar service provided by an ISP. Because many domain names have already been
taken, you should have several previously agreed-upon alternative names in mind when you go
to register. After you obtain a domain name, you must configure DNS hosting for that domain.
You do this by specifying the addresses of two or more DNS servers that will handle DNS
services for this domain. Typically, these DNS servers belong to your ISP.Inside OUTAdditional
top-level domainsAlthough top-level domains generally are organized by category and country/
region, new top-level domains are introduced periodically after approval by the ICANN.
Additional top-level domains that have been approved include .aero for the air-transport
industry, .asia for the Asia-Pacific region, .biz for businesses, .info for information, .jobs for
companies with jobs to advertise, .mobi for mobile-compatible sites, .museum for museums,
and .travel for the travel and tourism industry.Fully qualified domain namesAll hosts on a TCP/IP
network have what is called a fully qualified domain name (FQDN). The FQDN combines the
host name and the domain name and serves to uniquely identify the host. For a host named
CPL05 in the cpandl.com domain, the FQDN would be cpl05.cpandl.com. For a host named
CORPSVR17 in the tech.cpandl.com domain, the FQDN would be
corpsvr17.tech.cpandl.com.Name resolutionName resolution is the process by which host
names are resolved to IP addresses and vice versa. When a TCP/IP application wants to
communicate with another host on a network, it needs the IP address of that host. Typically, the
application knows only the name of the host it is looking for, so it has to resolve that name to an
IP address.To do this, the application first looks in its local DNS cache of names that it has
previously looked up. If the name is in this cache, the IP address is found without having to look
elsewhere and the application can connect to the remote host. If the name isn’t in the cache, the
application must ask the network’s DNS server or servers to help resolve the name. These
servers perform a similar lookup. If the name is in their database or cache, the IP address for the
name is returned. Otherwise, the DNS server has to request this information from another DNS
server.That’s the way it works—the simplified version at least. Most of the time, a TCP/IP
application has the host name and needs to find the corresponding IP address. Occasionally, a
TCP/IP application has the IP address and needs to find the corresponding host name. To do
this, the application must perform a reverse lookup, so instead of requesting an IP address, the
application requests a host name using the IP address.The application first looks in its local
cache of information that it has previously looked up. If the IP address is in this cache, the name
is found without having to look elsewhere and the application can perform whichever tasks are
necessary. If the IP address isn’t in the cache, the application must ask the network’s DNS
server or servers to help resolve the IP address. These servers perform a similar lookup. If the IP
address is in their reverse lookup database or cache, the name for the IP address is returned.



Otherwise, the DNS server has to request this information from another DNS server.Windows
Internet Naming ServiceWindows Internet Naming Service (WINS) is a name-resolution service
that resolves computer names to IP addresses. For example, using WINS, the computer name
COMPUTER84 could be resolved to an IP address that enables computers on a Microsoft
network to find one another and transfer information. WINS is needed to support applications
that use Network Basic Input/Output System (NetBIOS) over TCP/IP, such as Exchange Server
2003, the .NET command-line utilities, and network browsing for users in pre–Windows Server
2008 environments. If you don’t have NetBIOS applications on the network or pre–Windows
Server 2008 infrastructure, you don’t need to use WINS.WINS is designed for client/server
environments in which WINS clients send queries to WINS servers for name resolution and
WINS servers resolve the queries and respond. To transmit WINS queries and other information,
computers use NetBIOS. NetBIOS is an interface developed to allow applications to perform
basic network operations, such as sending data, connecting to remote hosts, and accessing
network resources.NetBIOS computer names can be up to 15 characters long. They must be
unique on the network and can be looked up on a server called a WINS server. WINS supports
both forward lookups (NetBIOS computer name to IP address) and reverse lookups (IP address
to NetBIOS computer name).NetBIOS applications rely on WINS or the local LMHOSTS file to
resolve computer names to IP addresses. On early Windows networks, WINS was the primary
name-resolution service available. On current Windows networks, DNS is the primary name-
resolution service and WINS has a different function. This function is to allow applications
written to the NetBIOS interface to browse lists of resources on the network and to allow
systems to locate NetBIOS resources. To enable WINS name resolution on a network, you need
to configure WINS clients and servers. When you configure WINS clients, you tell the clients the
IP addresses of WINS servers on the network. Using the IP address, clients can communicate
with WINS servers anywhere on the network, even if the servers are on different subnets. WINS
clients can also communicate using a broadcast method in which clients broadcast messages to
other computers on the local network segment requesting their IP addresses. Because
messages are broadcast, the WINS server isn’t used. Any non-WINS clients that support this
type of message broadcasting can also use this method to resolve computer names to IP
addresses.If you are using applications that rely on NetBIOS over TCP/IP, your organization
must set up WINS. If you are currently using WINS and don’t have applications that rely on
NetBIOS over TCP/IP, you can eliminate the need for this service by moving workstations and
servers to currently supported versions of Windows.ImportantWhere legacy systems have been
upgraded to current Windows Server versions, WINS might be needed to establish or
reestablish trust relationships in Active Directory. The only way to be sure WINS is not needed
for trusts is to ensure that there are no legacy references within Active Directory, and that means
performing a bare-metal install of Windows Server with forest and domain operations in
Windows Server 2003 Native Mode or higher. NetBIOS names are still used under the hood for
trust relationships in Active Directory with current Windows Server operating systems.Link-Local



Multicast Name ResolutionLink-Local Multicast Name Resolution (LLMNR) fills a need for peer-
to-peer name-resolution services for devices with IPv4, IPv6, or both addresses, enabling IPv4
and IPv6 devices on a single subnet without a WINS or DNS server to resolve each other’s
names—a service that neither WINS nor DNS can fully provide. Although WINS can provide
NetBIOS name-resolution services for IPv4, it does not support IPv6 addresses. Although DNS
supports IPv4 and IPv6 addresses, it depends on designated servers to provide name-
resolution services.Windows Vista and later support LLMNR. LLMNR is designed for both IPv4
and IPv6 clients when other name-resolution systems are not available, such as on a small-
office or ad hoc network. LLMNR can also be used on corporate networks where DNS services
are not available.LLMNR is designed to complement DNS by enabling name resolution in
scenarios in which conventional DNS name resolution is not possible. Although LLMNR can
replace the need for WINS in cases in which NetBIOS is not required, LLMNR is not a substitute
for DNS because it operates only on the local subnet. Because LLMNR traffic is prevented from
propagating across routers, it can’t accidentally flood the network.As with WINS, you use
LLMNR to resolve a host name, such as COMPUTER84, to an IP address. By default, LLMNR is
enabled on all computers running Windows Vista and later, and these computers use LLMNR
only when all attempts to look up a host name through DNS fail. As a result, name resolution
works like this for Windows Vista and later:1. A host computer looks up the name in its internal
name cache. If the name is not found in the cache, the host sends a query to its configured
primary DNS server. If the host computer does not receive a response or receives an error, it
tries each configured alternate DNS server in turn. If the host has no configured DNS servers or
fails to connect to a DNS server without errors, name resolution fails over to LLMNR.2. The host
computer sends a multicast query over User Datagram Protocol (UDP) requesting the IP
address for the name being looked up. This query is restricted to the local subnet (also referred
to as the local link).3. Each computer on the local link that supports LLMNR and is configured to
respond to incoming queries receives the query and compares the name to its own host name. If
the host name is not a match, the computer discards the query. If the host name is a match, the
computer transmits a unicast message containing its IP address to the originating host.You can
also use LLMNR for reverse mapping. With reverse mapping, a computer sends a unicast query
to a specific IP address, requesting the host name of the target computer. An LLMNR-enabled
computer that receives the request sends a unicast reply containing its host name to the
originating host.LLMNR-enabled computers are required to ensure that their names are unique
on the local subnet. In most cases a computer checks for uniqueness when it starts, when it
resumes from a suspended state, and when you change its network-interface settings. If a
computer has not yet determined that its name is unique, it must indicate this condition when
responding to a name query.By default, LLMNR is automatically enabled on computers running
Windows Vista and later. You can disable LLMNR through registry settings. To disable LLMNR
for all network interfaces, create and set the following DWORD value to 0 (zero): HKLM/
SYSTEM/CurrentControlSet/Services/Dnscache/Parameters/EnableMulticast. To disable



LLMNR for a specific network interface, create and set the following DWORD value to 0 (zero):
HKLM/SYSTEM/CurrentControlSet/Services/Tcpip/Parameters/Interfaces/AdapterGUID/
EnableMulticast, where AdapterGUID is the globally unique identifier (GUID) of the network
interface adapter for which you want to disable LLMNR.You can reenable LLMNR at any time by
setting these DWORD values to 1. You also can manage LLMNR through Group Policy.Chapter
3. Managing TCP/IP networkingInstalling TCP/IP networkingConfiguring TCP/IP
networkingManaging network connectionsTroubleshooting and testing network settingsAs an
administrator, you enable networked computers to communicate by using the basic networking
protocols built into Microsoft Windows Server 2012 R2. The key protocol you’ll use is
Transmission Control Protocol/Internet Protocol (TCP/IP). TCP/IP is actually a collection of
protocols and services used for communicating over a network. It’s the primary protocol used for
internetwork communications. Compared to configuring other networking protocols, configuring
TCP/IP communications is fairly complicated, but TCP/IP is the most versatile protocol
available.NoteGroup Policy settings can affect your ability to install and manage TCP/IP
networking. The key policies you’ll want to examine are in User Configuration\Administrative
Templates\Network\Network Connections and Computer Configuration\Administrative Templates
\System\Group Policy. Group Policy is discussed in Chapter 17, “Managing Group
Policy.”Installing TCP/IP networkingIf you want to install networking on a computer, you must
install TCP/IP networking and a network adapter. Windows Server 2012 R2 uses TCP/IP as its
networking protocol. Normally, networking is installed during setup of the operating system. You
can also install TCP/IP networking through network connection properties. Although name
resolution can be performed using Domain Name System (DNS), Windows Internet Naming
Service (WINS), or Link-Local Multicast Name Resolution (LLNMR), the preferred technique on
Windows Server domains is DNS.Preparing for installation of TCP/IP networkingBefore you can
configure TCP/IP networking on individual computers, you need the following information:•
Domain name. The name of the domain in which the computer will be located. This can be a
parent or child domain.• IP address type, value, or both. The IP address information to assign to
the computer, which can include both Internet Protocol version 4 (IPv4) and Internet Protocol
version 6 (IPv6) addressing details.• Subnet mask. The subnet mask for the IPv4 network to
which the computer is attached.• Subnet prefix length. The subnet prefix length for the IPv6
network to which the computer is attached.• Default gateway address. The address of the router
or routers that will function as the computer’s gateway.• DNS server address. The address of the
DNS server or servers that provide DNS name-resolution services on the network.• WINS
server address. The address of the WINS server or servers that provide WINS name-resolution
services on the network.If you are unsure of any of this information, you should ask the IT staff.
In many cases, even if you are an administrator, there is a specific person you must ask for the
IP address setup that should be used. Typically, this is your organization’s network administrator,
and it is that person’s job to maintain the spreadsheet or database that shows how IP addresses
are assigned within the organization.If no one in your organization has this role yet, this role



should be assigned to someone or jointly managed to ensure that IP addresses are assigned
following a specific plan. The plan should detail the following information:• The address ranges
that are reserved for network equipment and hardware and which individual IP addresses in this
range are currently in use• The address ranges that are reserved for DHCP and, as such, can’t
be assigned using a static IP address• The address ranges that are for static IP addresses and
which individual IP addresses in this range are currently in useInstalling network
adaptersNetwork adapters are hardware devices that are used to communicate on networks.
You can install and configure network adapters by following these steps:1. Configure the
network adapter following the manufacturer’s instructions. For example, you might need to use
the software provided by the manufacturer to modify the Interrupt setting or the Port setting of
the adapter.2. If you’re installing an internal network interface card, shut down the computer,
unplug it, and install the adapter card in the appropriate slot on the computer. When you’re
finished, plug in the computer and start it.3. Windows Server should detect the new adapter
during startup. If you have a separate driver disk for the adapter, insert it now. Otherwise, you
might be prompted to insert a driver disk.4. If Windows Server doesn’t detect the adapter
automatically, the most common reason is a missing driver, especially for motherboards with an
embedded network adapter that isn’t from Intel. If the driver wasn’t found and you don’t have a
driver disk, you can obtain the required driver by visiting the manufacturer’s website. For other
issues, you’ll need to try to diagnose and resolve the problem.The built-in hardware diagnostics
can detect many types of problems with hardware devices. If a problem is detected, you might
see a Problem Reporting balloon telling you there is a problem. Tapping or clicking this balloon
opens Action Center. You can also access Action Center in Control Panel by tapping or clicking
the System And Security link and then selecting Action Center. To open Action Center, tap or
click the Action Center icon in the notification area of the taskbar and then select Open Action
Center.Events related to malfunctioning hardware often will be written to the system logs. You
can quickly find events related to a specific device by using Device Manager. In Device
Manager, press and hold or right-click the device that you want to troubleshoot and then select
Properties. If there’s a problem with a device, there will be an error status and a related error
code in the General tab. In the Events tab, you’ll see the most recent events related to the
device.5. If networking services aren’t installed on the system, install them as described in the
next section.Installing networking services (TCP/IP)If you’re installing TCP/IP after installing
Windows Server 2012 R2, log on to the computer using an account with Administrator privileges
and then follow these steps:1. In Control Panel, under the Network And Internet heading, tap or
click View Network Status And Tasks.2. In Network And Sharing Center, tap or click Change
Adapter Settings.3. In Network Connections, press and hold or right-click the connection you
want to work with and then select Properties.4. This displays the Properties dialog box for the
connection, shown in Figure 3-1.Figure 3-1 Install and configure TCP/IP in the Properties dialog
box for the connection.5. If Internet Protocol Version 6 (TCP/IPv6), Internet Protocol Version 4
(TCP/IPv4), or both aren’t shown in the list of installed components, you need to install them. Tap



or click Install. Select Protocol and then tap or click Add. In the Select Network Protocol dialog
box, select the protocol to install and then tap or click OK. If you are installing both TCP/IPv6 and
TCP/IPv4, perform this procedure for each protocol.6. In the Properties dialog box for the
connection, make sure that the following are selected as appropriate: Internet Protocol Version 6
(TCP/IPv6), Internet Protocol Version 4 (TCP/IPv4), or both. Then tap or click OK.7. As
necessary, follow the instructions in the next section for configuring network connections for the
computer.Configuring TCP/IP networkingA network connection is created automatically if a
computer has a network adapter and is connected to a network. If a computer has multiple
network adapters and is connected to a network, you’ll have one network connection for each
adapter. If no network connection is available, you should connect the computer to the network
or create a different type of connection, as explained later in this chapter in the section entitled
“Managing network connections.”Computers use IP addresses to communicate over TCP/IP.
Windows Server provides the following ways to configure IP addressing:• Manually. IP
addresses that are assigned manually are called static IP addresses. Static IP addresses are
fixed and don’t change unless you change them. You’ll usually assign static IP addresses to
Windows servers, and when you do this, you’ll need to configure additional information to help
the server navigate the network.• Dynamically. A Dynamic Host Configuration Protocol (DHCP)
server (if one is installed on the network) assigns dynamic IP addresses at startup, and the
addresses might change over time. Dynamic IP addressing is the default configuration.•
Alternatively (IPv4 only). When a computer is configured to use DHCPv4 and no DHCPv4 server
is available, Windows Server assigns an alternate private IP address automatically. By default,
the alternate IPv4 address is in the range from 169.254.0.1 to 169.254.255.254 with a subnet
mask of 255.255.0.0. You can also specify a user-configured alternate IPv4 address, which is
particularly useful for laptop users.ImportantUnless an IP address is specifically reserved,
DHCP servers assign IP addresses for a specific period of time, known as an IP address lease.
If this lease expires and can’t be renewed, the client assigns itself an automatic private IP
address.Configuring static IP addressesWhen you assign a static IP address, you need to tell
the computer the IP address you want to use, the subnet mask for this IP address, and, if
necessary, the default gateway to use for internetwork communications. An IP address is a
numeric identifier for a computer. IP addressing schemes vary according to how your network is
configured, but they’re normally assigned based on a particular network segment.IPv6
addresses and IPv4 addresses are very different. With IPv6, the first 64 bits represent the
network ID and the remaining 64 bits represent the network interface. With IPv4, a variable
number of the initial bits represents the network ID and the rest of the bits represent the host ID.
For example, if you’re working with IPv4 and a computer on the network segment 192.168.10.0
with a subnet mask of 255.255.255.0, the first 24 bits represent the network ID and the address
range you have available for computer hosts is from 192.168.10.1 to 192.168.10.254. In this
range, the address 192.168.10.255 is reserved for network broadcasts.If you’re on a private
network that is indirectly connected to the Internet, you should use private IPv6 addresses. Link-



local unicast addresses are private IPv6 addresses. All link-local unicast addresses begin with
FE80.If you’re on a private network that is indirectly connected to the Internet, you should use
private IPv4 addresses. Table 3-1 summarizes private network IPv4 addresses.Table 3-1 Private
IPv4 network addressingAll other IPv4 network addresses are public and must be leased or
purchased. If the network is connected directly to the Internet and you’ve obtained a range of
IPv4 addresses from your Internet service provider, you can use the IPv4 addresses you’ve
been assigned.Testing an IP addressBefore you assign a static IP address, you should make
sure that the address isn’t already in use or reserved for use with DHCP. You can do this with the
PING command and with the Test-Connection cmdlet.TroubleshootingBlocked pingsWindows
Firewall (and other firewalls) can be configured to block pings. If a firewall is configured in this
way, ping tests will fail, as will connection tests using Test-Connection. The reason Test-
Connection fails if pings are blocked is because the cmdlet uses Get-WMIObject
Win32_PingStatus to test connections.With the PING command, you can check to see whether
an address is in use. Open a command prompt and enter ping, followed by the IP address you
want to check.To test the IPv4 address 10.0.10.12, you would use the following command:ping
10.0.10.12To test the IPv6 address FEC0::02BC:FF:BECB:FE4F:961D, you would use the
following command:Click here to view code imageping FEC0::02BC:FF:BECB:FE4F:961DIf you
receive a successful reply from the PING test, the IP address is in use and you should try
another one. If no current host on the network uses this IP address, the PING command output
should be similar to the following:Click here to view code imagePinging 192.168.1.100 with 32
bytes of data:Request timed out.Request timed out.Request timed out.Request timed out.Ping
statistics for 192.168.1.100:Packets: Sent = 4, Received = 0, Lost = 4 (100% loss)You can then
use the IP address.ImportantPinging an IP address will work as long as all the hosts are active
and reachable on the network at the time you ping the address. However, a firewall could be
blocking your PING request. It’s more important to plan the assignment of static addresses to
machines on your network carefully.You also can use the Test-Connection cmdlet to check
whether an IP address is in use. The cmdlet’s basic syntax is this:Click here to view code
imagetest-connection [–count Count] IPAddressOrServerNameHere, you can optionally use the
–Count parameter to specify the number of times to test a connection and
IPAddressOrServerName is the IP address or server name you want to check. If you don’t
specify a count, Windows PowerShell tries to connect to a server or IP address only once. In the
following example, you try to connect five times to 192.168.10.42:Click here to view code
imagetest-connection –count 5 192.168.10.42If the IP address is in use, the test results will look
similar to the following:Click here to view code imageSource Destination IPV4Address
IPV6Address Bytes Time(ms)------ ----------- ----------- ----------- ----- --------
CORPSERVER64 192.168.10.42 192.168.10.42 32 0CORPSERVER64
192.168.10.42 192.168.10.42 32 0CORPSERVER64 192.168.10.42
192.168.10.42 32 0CORPSERVER64 192.168.10.42 192.168.10.42
32 0CORPSERVER64 192.168.10.42 192.168.10.42 32 0As with PING, a



successful reply from the test means the IP address is in use and you should try another one. If
no current host on the network uses this IP address, the output should be similar to the
following:Click here to view code imagetest-connection : Testing connection to computer
'192.168.10.42' failed:A non-recoverable error occurredAt line:1 char:1+ test-connection -count
5 192.168.10.42+ ~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~ + CategoryInfo :
ResourceUnavailable: (192.168.10.42:String)[Test-Connection], PingExceptionConfiguring a
static IPv4 or IPv6 addressOne local area network (LAN) connection is available for each
network adapter installed. These connections are created automatically. To configure static IP
addresses for a particular connection, follow these steps:1. In Control Panel, tap or click View
Network Status And Tasks under the Network And Internet heading.2. In Network And Sharing
Center, tap or click Change Adapter Settings. In Network Connections, press and hold or right-
click the connection you want to work with and then select Properties.3. Double-tap or double-
click Internet Protocol Version 6 (TCP/IPv6) or Internet Protocol Version 4 (TCP/IPv4) as
appropriate for the type of IP address you are configuring.4. For an IPv6 address, do the
following:Select Use The Following IPv6 Address and then enter the IPv6 address in the IPv6
Address text box. The IPv6 address you assign to the computer must not be used anywhere else
on the network.Press the Tab key. The Subnet Prefix Length field ensures that the computer
communicates over the network properly. Windows Server should insert a default value for the
subnet prefix into the Subnet Prefix Length text box. If the network doesn’t use variable-length
subnetting, the default value should suffice. If your network does use variable-length subnets,
you need to change this value as appropriate for your network.5. For an IPv4 address, do the
following:Select Use The Following IP Address and then enter the IPv4 address in the IP
Address text box. The IPv4 address you assign to the computer must not be used anywhere else
on the network.Press the Tab key. The Subnet Mask field ensures that the computer
communicates over the network properly. Windows Server should insert a default value for the
subnet prefix into the Subnet Mask text box. If the network doesn’t use variable-length
subnetting, the default value should suffice. If your network does use variable-length subnets,
you need to change this value as appropriate for your network.6. If the computer needs to
access other TCP/IP networks, the Internet, or other subnets, you must specify a default
gateway. Enter the IP address of the network’s default router in the Default Gateway text box.7.
DNS is needed for domain-name resolution. Select Use The Following DNS Server Addresses
and then enter a preferred address and an alternate DNS server address in the text boxes
provided.8. When you’re finished, tap or click OK three times to save your changes. Repeat this
process for other network adapters and IP protocols you want to configure.9. With IPv4
addressing, configure WINS as necessary, following the technique outlined later in this chapter
in the section entitled “Configuring WINS resolution.”Configuring dynamic IP addresses and
alternate IP addressingMany organizations use DHCP servers to dynamically assign IPv4 and
IPv6 addresses. To receive an IPv4 or IPv6 address, client computers use a limited broadcast to
advertise that they need to obtain an IP address. DHCP servers on the network acknowledge



the request by offering the client an IP address. The client acknowledges the first offer it
receives, and the DHCP server in turn tells the client that it has succeeded in leasing the IP
address for a specified amount of time.The message from the DHCP server can, and typically
does, include the IP addresses of the default gateway, the preferred and alternate DNS servers,
and the preferred and alternate WINS servers. This means these settings don’t need to be
manually configured on the client computer.Inside OUTDHCP is primarily for clientsDynamic IP
addresses aren’t for all hosts on the network, however. Typically, you’ll want to assign dynamic IP
addresses to workstations and, in some instances, to member servers that perform noncritical
roles on the network. But if you use dynamic IP addressing for member servers, these servers
should have reservations for their IP addresses. For any server that has a critical network role or
provides a key service, you definitely want to use static IP addresses. Finally, with DNS and
DHCP servers you must use static IP addresses, so don’t try to assign dynamic IP addresses to
these servers.Although you can use static IP addresses with workstations, most workstations
use dynamic addressing, alternative IP addressing, or both. You configure dynamic and
alternative addressing by following these steps:1. In Control Panel, under the Network And
Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings. In Network Connections, one LAN connection is shown for
each network adapter installed. These connections are created automatically. If you don’t see a
LAN connection for an installed adapter, check the driver for the adapter. It might be installed
incorrectly. Press and hold or right-click the connection you want to work with and then select
Properties.3. Double-tap or double-click Internet Protocol Version 6 (TCP/IPv6) or Internet
Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address you are configuring.4.
Select Obtain An IPv6 Address Automatically or Obtain An IP Address Automatically, whichever
is appropriate for the type of IP address you are configuring. If desired, select Obtain DNS
Server Address Automatically. Or select Use The Following DNS Server Addresses and then
enter preferred and alternate DNS server addresses in the text boxes provided.5. When you use
dynamic IPv4 addressing with desktop computers, you should configure an automatic
alternative address. To use this configuration, in the Alternate Configuration tab select Automatic
Private IP Address. Tap or click OK, tap or click Close, and then skip the remaining steps.6.
When you use dynamic IPv4 addressing with mobile computers, you’ll usually want to configure
the alternative address manually. To use this configuration, in the Alternate Configuration tab
select User Configured and then enter the IP address you want to use in the IP Address text box.
The IP address you assign to the computer should be a private IP address, as shown in Table
3-1, and it must not be in use anywhere else when the settings are applied.7. With dynamic IPv4
addressing, complete the alternate configuration by entering a subnet mask, a default gateway,
DNS, and WINS settings. When you’re finished, tap or click OK and then tap or click OK
again.Inside OUTDisabling APIPAWhenever DHCP is used, Automatic Private IP Addressing
(APIPA) is enabled by default. If you don’t want a computer to use APIPA, you can either assign
a static TCP/IP address or disable APIPA. For example, if your network uses routers or your



network is connected to the Internet without a Network Address Translation (NAT) or proxy
server, you might not want to use APIPA. You can disable APIPA in the registry.You can disable
APIPA by creating IPAutoconfigurationEnabled as a DWORD value in the registry under
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip\Parameters\Interfaces
\AdapterGUID, where AdapterGUID is the globally unique identifier (GUID) for the computer’s
network adapter. Set the value to 0×0.If you create IPAutoconfigurationEnabled as a DWORD
value entry, you can enable APIPA at any time by changing the value to 0×1.For more
information about disabling APIPA, see Microsoft Knowledge Base article 220874
at .Configuring multiple IP addresses and gatewaysUsing advanced TCP/IP settings, you can
configure a single network interface on a computer to use multiple IP addresses and multiple
gateways. This allows a computer to appear to be several computers and to access multiple
logical subnets to route information or to provide internetworking services.To provide fault
tolerance in case of a router outage, you can choose to configure Windows servers so that they
use multiple default gateways. When you assign multiple gateways, Windows Server uses the
gateway metric to determine which gateway is used and at what time. The gateway metric
indicates the routing cost of using a gateway. The gateway with the lowest routing cost, or metric,
is used first. If the computer can’t communicate with this gateway, Windows Server tries to use
the gateway with the next lowest metric.The best way to configure multiple gateways depends
on the configuration of your network. If your organization’s computers use DHCP, you’ll probably
want to configure the additional gateways through settings on the DHCP server. If computers
use static IP addresses or you want to set gateways specifically, assign them by following these
steps:1. In Control Panel, tap or click View Network Status And Tasks under the Network And
Internet heading.2. In Network And Sharing Center, tap or click Change Adapter Settings. In
Network Connections, press and hold or right-click the connection you want to work with and
then select Properties.3. Double-tap or double-click Internet Protocol Version 6 (TCP/IPv6) or
Internet Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address you are
configuring.4. Tap or click Advanced to open the Advanced TCP/IP Settings dialog box. Figure
3-2 shows advanced settings for IPv4. The dialog box for IPv6 is similar.Figure 3-2 Configure
multiple IP addresses and gateways in the Advanced TCP/IP Settings dialog box.5. To add an IP
address, tap or click Add below IP Address to display the TCP/IP Address dialog box. After you
enter the IP address in the IP Address field, enter the subnet mask in the Subnet Mask field for
IPv4 addresses or the subnet prefix length in the Subnet Prefix Length field for IPv6 addresses.
Tap or click Add to return to the Advanced TCP/IP Settings dialog box. Repeat this step for each
IP address you want to add.6. The Default Gateways panel shows the gateways that are
currently manually configured (if any). To add a default gateway, tap or click Add below Default
Gateways to display the TCP/IP Gateway Address dialog box. Enter the gateway address in the
Gateway field. By default, Windows Server automatically assigns a metric to the gateway, which
determines the order in which the gateway is used. To assign the metric manually, clear the
Automatic Metric check box and then enter a metric in the field provided. Tap or click Add.



Repeat this step for each gateway you want to add.7. Tap or click OK three times to close the
open dialog boxes.Configuring DNS resolutionDNS is a host-name resolution service that you
can use to determine the IP address of a computer from its host name. This lets users work with
host names, such as fileserver18.cpandl.com or , rather than IP addresses, such as
192.168.5.102 or 192.168.12.68. DNS is the primary name service for Windows Server and the
Internet.As with gateways, the best way to configure DNS depends on the configuration of your
network. If computers use DHCP, you’ll probably want to configure DNS through settings on the
DHCP server. If computers use static IP addresses or you want to configure DNS specifically for
a particular computer, you’ll want to configure DNS manually.Configuring Basic DNS settingsYou
can configure basic DNS settings by following these steps:1. In Control Panel, under the
Network And Internet heading tap or click View Network Status And Tasks.2. In Network And
Sharing Center, tap or click Change Adapter Settings. In Network Connections, press and hold
or right-click the connection you want to work with and then select Properties.3. Double-tap or
double-click Internet Protocol Version 6 (TCP/IPv6) or Internet Protocol Version 4 (TCP/IPv4) as
appropriate for the type of IP address you are configuring.4. If the computer is using DHCP and
you want DHCP to specify the DNS server address, select Obtain DNS Server Address
Automatically. Otherwise, select Use The Following DNS Server Addresses and then enter
primary and alternate DNS server addresses in the text boxes provided.5. Tap or click OK three
times to save your changes.Configuring Advanced DNS settingsYou configure advanced DNS
settings in the DNS tab of the Advanced TCP/IP Settings dialog box, shown in Figure 3-3. You
use the fields of the DNS tab as follows:• DNS Server Addresses, In Order Of Use. Use this area
to specify the IP address of each DNS server that is used for domain-name resolution. Tap or
click Add if you want to add a server IP address to the list. Tap or click Remove to remove a
selected server address from the list. Tap or click Edit to edit the selected entry. You can specify
multiple servers for DNS resolution. Their priority is determined by the order. If the first server
isn’t available to respond to a host-name resolution request, the next DNS server on the list is
accessed, and so on. To change the position of a server in the list box, select it and then tap or
click the Up or Down arrow button.• Append Primary And Connection Specific DNS Suffixes.
Normally, this option is selected by default. Select this option to resolve unqualified computer
names in the primary domain. For example, if the computer name Gandolf is used and the
parent domain is microsoft.com, the computer name resolves to gandolf.microsoft.com. If the
fully qualified computer name doesn’t exist in the parent domain, the query fails. The parent
domain used is the one set in the System Properties dialog box in the Computer Name tab. (Tap
or click System And Security\System in Control Panel and then tap or click Change Settings and
view the Computer Name tab to check the settings.)• Append Parent Suffixes Of The Primary
DNS Suffix. This option is selected by default. Select this check box to resolve unqualified
computer names using the parent/child domain hierarchy. If a query fails in the immediate parent
domain, the suffix for the parent of the parent domain is used to try to resolve the query. This
process continues until the top of the DNS domain hierarchy is reached. For example, if the



computer name Gandolf is used in the dev.microsoft.com domain, DNS attempts to resolve the
computer name to gandolf.dev.microsoft.com. If this doesn’t work, DNS attempts to resolve the
computer name to gandolf.microsoft.com.• Append These DNS Suffixes (In Order). Select this
option to set specific DNS suffixes to use rather than resolving through the parent domain. Tap
or click Add if you want to add a domain suffix to the list. Tap or click Remove to remove a
selected domain suffix from the list. Tap or click Edit to edit the selected entry. You can specify
multiple domain suffixes, which are used in order. If the first suffix doesn’t resolve properly, DNS
attempts to use the next suffix in the list. If this fails, the next suffix is used, and so on. To change
the order of the domain suffixes, select the suffix and then tap or click the Up or Down arrow
button to change its position.• DNS Suffix For This Connection. This option sets a specific DNS
suffix for the connection that overrides DNS names already configured for use on this
connection. You’ll usually set the DNS domain name through the System Properties dialog box
in the Computer Name tab.• Register This Connection’s Addresses In DNS. Select this option if
you want all IP addresses for this connection to be registered in DNS under the computer’s fully
qualified domain name (FQDN). This option is selected by default.NoteDynamic DNS updates
are used in conjunction with DHCP to enable a client to update its A (Host Address) record if its
IP address changes and to enable the DHCP server to update the PTR (Pointer) record for the
client on the DNS server. You can also configure DHCP servers to update both the A and PTR
records on the client’s behalf. Dynamic DNS updates are supported only by BIND 8.2.1 or higher
DNS servers and by server editions of Microsoft Windows.• Use This Connection’s DNS Suffix
In DNS Registration. Select this check box if you want all IP addresses for this connection to be
registered in DNS under the parent domain.Figure 3-3 Configure advanced DNS settings in the
DNS tab of the Advanced TCP/IP Settings dialog box.Configuring WINS resolutionYou use
WINS to resolve Network Basic Input/Output System (NetBIOS) computer names to IPv4
addresses. You can use WINS to help computers on a network determine the address of other
computers on the network. If a WINS server is installed on the network, you can use the server
to resolve computer names. Although WINS is supported on all versions of Windows, Windows
Server 2012 R2 primarily uses WINS for backward compatibility.You can also configure
Windows Server 2012 R2 computers to use the local file LMHOSTS to resolve NetBIOS
computer names. However, LMHOSTS is consulted only if normal name resolution methods fail.
In a properly configured network, these files are rarely used. Thus, the preferred method of
NetBIOS computer name resolution is WINS in conjunction with a WINS server.As with
gateways and DNS, the best way to configure WINS depends on the configuration of your
network. If computers use DHCP, you’ll probably want to configure WINS through settings on the
DHCP server. If computers use static IPv4 addresses or you want to configure WINS specifically
for a particular computer, you’ll want to configure WINS manually.You can manually configure
WINS by following these steps:1. Access the Advanced TCP/IP Settings dialog box for IPv4 and
tap or click the WINS tab, as shown in Figure 3-4. In the WINS Addresses, In Order Of Use
panel, you can specify the IPv4 addresses of each WINS server that is used for NetBIOS name



resolution. If you want to add a server IPv4 address to the list, tap or click Add. Tap or click
Remove to remove a selected server from the list. Tap or click Edit to edit the selected
entry.Figure 3-4 Configure WINS resolution for NetBIOS computer names in the WINS tab of the
Advanced TCP/IP Settings dialog box.2. You can specify multiple servers, which are used in
order, for WINS resolution. If the first server isn’t available to respond to a NetBIOS name-
resolution request, the next WINS server on the list is accessed, and so on. To change the
position of a server in the list box, select it and then tap or click the Up or Down arrow button.3.
To enable LMHOSTS lookups, select the Enable LMHOSTS Lookup check box. If you want the
computer to use an existing LMHOSTS file defined somewhere on the network, retrieve this file
by tapping or clicking Import LMHOSTS. You generally will use LMHOSTS only when other
name-resolution methods fail.4. WINS name resolution requires NetBIOS Over TCP/IP services.
To configure WINS name resolution using NetBIOS, select one of the following options:If you
use DHCP and dynamic addressing, you can get the NetBIOS setting from the DHCP server.
Select Default: Use NetBIOS Setting From The DHCP Server.If you use a static IP address or if
the DHCP server does not provide NetBIOS settings, select Enable NetBIOS Over TCP/IP.If
WINS and NetBIOS are not used on the network, select Disable NetBIOS Over TCP/IP. This
eliminates the NetBIOS broadcasts that would otherwise be sent by the computer.5. Tap or click
OK two times and then tap or click OK. As necessary, repeat this process for other network
adapters.NoteLMHOSTS files are maintained locally on a computer-by-computer basis, which
can eventually make them unreliable. Rather than relying on LMHOSTS, ensure that your DNS
and WINS servers are configured properly and are accessible to the network for centralized
administration of name-resolution services.Managing network connectionsLocal area
connections make it possible for computers to access resources on the network and the
Internet. One network connection is created automatically for each network adapter installed on
a computer. This section examines techniques you can use to manage these
connections.Checking the status, speed, and activity for network connectionsTo check the
status of a network connection, follow these steps:1. In Control Panel, under the Network And
Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings. In Network Connections, press and hold or right-click the
connection you want to work with and then tap or click Status.3. The Status dialog box for the
connection is displayed. If the connection is disabled or the media is unplugged, you won’t be
able to access this dialog box. Enable the connection or connect the network cable to resolve
the problem and then try to display the Status dialog box again.The General tab of this dialog
box, shown in Figure 3-5, provides useful information regarding the following:• IPv4 Connectivity.
The current IPv4 connection state and type. You’ll typically see the status as No Internet Access
when connected to an internal network or as Not Connected when not connected to a network.•
IPv6 Connectivity. The current IPv6 connection state and type. You’ll typically see the status as
No Internet Access when connected to an internal network or as Not Connected when not
connected to a network.• Media State. The state of the media. Because the Status dialog box is



available only when the connection is enabled, you’ll typically see this as Enabled.• Duration.
The amount of time the connection has been established. If the duration is fairly short, the user
either recently connected to the network or the connection was recently reset.• Speed. The
speed of the connection. This should read 100.0 megabits per second (Mbps) for 100 Mbps
connections, 1 gigabit per second (Gbps) for 1-gigabit connections, and 10 Gbps for 10-
gigabyte connections. An incorrect setting can affect the computer’s performance.• Bytes. The
number of bytes sent and the number received by the connection.Figure 3-5 The General tab of
the Status dialog box for the connection provides access to summary information regarding
connections, properties, and support.Viewing network configuration informationYou can view the
current configuration for network adapters in several ways. To view configuration settings using
the Status dialog box for the connection, follow these steps:1. In Control Panel, under the
Network And Internet heading tap or click View Network Status And Tasks.2. In Network And
Sharing Center, tap or click Change Adapter Settings. In Network Connections, press and hold
or right-click the connection you want to work with and then tap or click Status. This displays the
Status dialog box for the connection. If the connection is disabled or the media is unplugged,
you won’t be able to access this dialog box. Enable the connection or connect the network cable
to resolve the problem and then try to display the status dialog box again.3. Tap or click Details
to view the following detailed information about the IP address configuration:Connection-
Specific DNS Suffix. The DNS suffix used to resolve unqualified computer names (if any) for this
connection.Description. Normally shows the descriptive name of the network adapter.Physical
Address. The machine or Media Access Control (MAC) address of the network adapter. This
address is unique for each network adapter.IPv4 Default Gateway. The IPv4 address of the
default gateway used for IPv4 networking.IPv4 DHCP Server. The IPv4 address of the DHCPv4
server from which the current lease was obtained (DHCPv4 only).IPv4 DNS Servers. IPv4
addresses for DNS servers used with IPv4 networking.IPv4 IP Address. The IPv4 address
assigned for IPv4 networking.IPv4 Subnet Mask. The subnet mask used for IPv4
networking.IPv4 WINS Servers. IPv4 addresses for WINS servers used with IPv4
networking.IPv6 Default Gateway. The IPv6 address of the default gateway used for IPv6
networking.IPv6 DNS Servers. The IPv6 address of the DNS servers used with IPv6
networking.Lease Expires. A date and time stamp for when the DHCPv4 lease expires (DHCPv4
only, when enabled).Lease Obtained. A date and time stamp for when the DHCPv4 lease was
obtained (DHCPv4 only, when enabled).Link-Local IPv6 Address. Shows the computer’s link-
local IPv6 address.NetBIOS Over Tcpip Enabled. Shows whether NetBIOS over TCP/IP is
enabled.You can also use the IPCONFIG command to view advanced configuration settings. To
do so, follow these steps:1. Enter cmd in the Apps Search field and press Enter.2. At the
command line, enter ipconfig /all to see detailed configuration information for all network
adapters configured on the computer.NoteThe command prompt is started in standard user
mode. You also can enter the command at the Windows PowerShell prompt.Inside OUTGetting
IP configuration in Windows PowerShellAlthough you can use Windows PowerShell to obtain



similar information, there really is no single-command substitute for ipconfig /all. That said, you
can enter Get-NetIPAddress –AddressState Preferred to view information about all the valid and
active IP addresses that a computer is using. You also can enter Get-NetIPInterface –
ConnectionState Connected | FL –Property * to get detailed information about each active and
connected interface.Enabling and disabling network connectionsLocal area connections are
created and connected automatically. If you want to disable a connection so that it can’t be used,
follow these steps:1. In Control Panel, under the Network And Internet heading, tap or click View
Network Status And Tasks.2. In Network And Sharing Center, tap or click Change Adapter
Settings. In Network Connections, press and hold or right-click the connection and select
Disable to deactivate the connection and disable it.3. If you want to enable the connection later,
press and hold or right-click the connection in Network Connections and select Enable.Another
way to disable a network adapter is to use Disable-NetAdapter. The basic syntax for each isClick
here to view code imageDisable-NetAdapter -Name NetworkNameWhere NetworkName is the
network name, such asClick here to view code imageDisable-NetAdapter –Name NetworkIf you
want to disconnect from a network or start another connection, follow these steps:1. In Control
Panel, under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, tap or click Change Adapter Settings. In Network Connections,
press and hold or right-click the connection and select Disconnect. Typically, only remote access
or wireless connections have a Disconnect option.3. If you want to activate the connection later,
press and hold or right-click the connection in Network Connections and select
Connect.Renaming network connectionsWindows Server 2012 R2 initially assigns default
names for network connections. In Network Connections, you can rename the connections at
any time by pressing and holding or right-clicking the connection, selecting Rename, and then
typing a new connection name. If a computer has multiple network connections, proper naming
can help you and others better understand the uses of a particular connection.Troubleshooting
and testing network settingsWindows Server 2012 R2 includes many tools for troubleshooting
and testing TCP/IP connectivity. This section looks at automated diagnostics, basic tests that
you should perform whenever you install or modify a computer’s network settings, and
techniques for resolving difficult networking problems involving DHCP and DNS. The final
section shows you how to perform detailed network diagnostics testing.Diagnosing and
resolving network connection problemsOccasionally, network cables can get unplugged or the
network adapter might experience a problem that temporarily prevents it from working. After you
plug the cable back in or solve the adapter problem, the connection should automatically
reconnect. To diagnose network connection problems, follow these steps:1. In Control Panel,
under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, tap or click Change Adapter Settings.3. Press and hold or right-
click the connection you want to work with and select Diagnose.Windows Network Diagnostics
will then try to identify the problem. A list of possible solutions is provided for identifiable
configuration problems. Some solutions provide automated fixes you can make by tapping or



clicking the solution. Other solutions require manual fixes, such as might be required if you need
to reset a network router or broadband modem. If your actions don’t fix the problem, refer to
other appropriate parts of this troubleshooting section.Diagnosing and resolving Internet
connection problemsBecause of the many interdependencies among services, protocols, and
configuration settings, troubleshooting network problems can be difficult. Fortunately, Windows
Server 2012 R2 includes a powerful network diagnostics tool for pinpointing problems that relate
to the following:• General network connectivity• Internet service settings for email, newsgroups,
and proxies• Settings for modems, network clients, and network adapters• DNS, DHCP, and
WINS configuration• Default gateways and IP addressesTo diagnose Internet connection
problems, follow these steps:1. In Control Panel, under the Network And Internet heading tap or
click View Network Status And Tasks.2. Tap or click Troubleshoot Problems and then tap or click
a troubleshooter to run, such as Incoming Connections or Network Adapter.3. When the
troubleshooter starts, tap or click Next.Windows Network Diagnostics will then try to identify the
problem. If identifiable configuration problems exist, a list of possible solutions is provided. Some
solutions provide automated fixes you can make by tapping or clicking the solution. Other
solutions require manual fixes, such as might be required if you need to reset a network router or
broadband modem. If your actions don’t fix the problem, refer to other appropriate parts of this
troubleshooting section.Performing basic network testsWhenever you install a new computer or
make configuration changes to the computer’s network settings, you should test the
configuration. The most basic TCP/IP test is to use the PING command or the Test-Connection
cmdlet to test the computer’s connection to the network. PING is a command-line command. To
use it, enter ping <host> at the command prompt or Test-Connection <host> at a Windows
PowerShell prompt, where <host> is either the computer name or the IP address of the host
computer you’re trying to reach. Keep in mind that Test-Connection is a wrapper for Get-
WMIObject Win32_PingStatus, so whether you enter Ping at a command prompt or Test-
Connection at a Windows PowerShell prompt, you are using PING.You can use the following
methods to test the configuration using PING:• Try to PING IP addresses. If the computer is
configured correctly and the host you’re trying to reach is accessible to the network, PING
should receive a reply—as long as the computer’s firewall allows pinging. If ping can’t reach the
host or is blocked by a firewall, PING times out.• On domains that use WINS, try to PING
NetBIOS computer names. If PING correctly resolves NetBIOS computer names, the NetBIOS
facilities, such as WINS, are correctly configured for the computer.• On domains that use DNS,
try to PING DNS host names. If PING correctly resolves fully qualified DNS host names, DNS
name resolution is configured properly.You might also want to test network browsing for the
computer. If the computer is a member of a domain and computer browsing is enabled
throughout the domain, log on to the computer and then use File Explorer or Network Explorer to
browse other computers in the domain. Afterward, log on to a different computer in the domain
and try to browse the computer you just configured. These tests tell you if the DNS resolution is
being handled properly in the local environment. If you can’t browse, check the configuration of



the DNS services and protocols.In some cases, discovering and sharing might be set to block
discovery. You’ll need to allow discovery to resolve this by following these steps:1. In Control
Panel, under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, in the left pane tap or click Change Advanced Sharing Settings.3.
You’ll then see options for configuring the computer’s sharing and discovery settings for each
network profile. Manage the settings for each profile as appropriate. For example, if network
discovery is disabled for a profile and should be enabled, tap or click the related Turn On
Network Discovery option.4. Tap or click Save Changes.Diagnosing and resolving IP addressing
problemsYou can obtain the current IP address settings of a computer as discussed earlier in
this chapter in the section entitled “Viewing network configuration information.” If a computer is
having problems accessing network resources or communicating with other computers, there
might be an IP addressing problem. Take a close look at the IP address currently assigned and
other IP address settings and use the following tips to help in your troubleshooting:• If the IPv4
address currently assigned to the computer is in the range 169.254.0.1 to 169.254.255.254, the
computer is using Automatic Private IP Addressing (APIPA). An automatic private IP address is
assigned to a computer when it is configured to use DHCP and its DHCP client can’t reach a
DHCP server. When using APIPA, Windows Server will automatically periodically check for a
DHCP server to become available. If a computer doesn’t eventually obtain a dynamic IP
address, the network connection usually has a problem. Check the network cable and if
necessary trace the cable back to the switch or hub into which it connects.• If the IPv4 address
and the subnet mask of the computer are currently set as 0.0.0.0, either the network is
disconnected or someone has attempted to use a static IP address that duplicated another IP
address already in use on the network. In this case you should access Network Connections
and determine the state of the connection. If the connection is disabled or disconnected, this
should be shown. Press and hold or right-click the connection and select Enable or Diagnose as
appropriate. If the connection is already enabled, you need to modify the IP address settings for
the connection.• If the IP address is dynamically assigned, make sure that another computer on
the network isn’t using the same IP address. You can do this by disconnecting the network cable
for the computer you are working with and pinging the IP address in question. If you receive a
response from the PING test, you know that another computer is using the IP address. This
computer probably has an improper static IP address or a reservation that isn’t set up properly.•
If the IP address appears to be set correctly, check the subnet mask, gateway, DNS, and WINS
settings by comparing the network settings of the computer you are troubleshooting with those
of a computer that is known to have a good network configuration. One of the biggest problem
areas is the subnet mask. When subnetting is used, the subnet mask used in one area of the
network might look very similar to the subnet mask in another area of the network. For example,
the subnet mask in one IPv4 area might be 255.255.255.240, and it might be 255.255.255.248
in another IPv4 area.When you are using static IP addressing, you can check the current IPv4 or
IPv6 settings by entering ipconfig /all at a command prompt. The display of the ipconfig /all



command includes IPv4/IPv6 addresses, default routers, and DNS servers for all interfaces. You
can also check IPv4 and IPv6 addressing separately. To check the IPv4 addressing
configuration, enter netsh interface ipv4 show address. To check IPv6 addressing, enter netsh
interface ipv6 show address. To use Netsh to show the configuration of a remote computer, use
the –r RemoteComputerName command-line option. For example, to display the configuration of
the remote computer named CORPSERVER26, you would enter netsh –r corpserver26 interface
ipv4 show address.To make changes to the configuration of IP interfaces, use the netsh
interface ipv4 set interface and netsh interface ipv6 set interface commands. To add the IP
addresses of DNS servers, use the netsh interface ipv4 add dns and netsh interface ipv6 add
dns commands.Diagnosing and resolving routing problemsAs part of troubleshooting, you can
verify the reachability of local and remote destinations. You can ping your default router by its
IPv4 or IPv6 address. You can obtain the local IPv4 address of your default router by entering
netsh interface ipv4 show route at a command prompt or get-netroute –addressfamily ipv4 at a
Windows PowerShell prompt. You can obtain the link-local IPv6 address of your default router by
entering netsh interface ipv6 show route at a command prompt or get-netroute –addressfamily
ipv6 at a Windows PowerShell prompt. Pinging the default router tests whether you can reach
local nodes and whether you can reach the default router, which forwards IP packets to remote
nodes.When you ping the default IPv6 router, you must specify the zone identifier (ID) for the
interface on which you want the ICMPv6 Echo Request messages to be sent. The zone ID for
the default router is listed when you enter the ipconfig /all command.If you are able to ping your
default router, ping a remote destination by its IPv4 or IPv6 address. If you are unable to ping a
remote destination by its IP address, there might be a routing problem between your node and
the destination node. Enter tracert –d IPAddress to trace the routing path to the remote
destination. You use the –d command-line option to speed up the response by preventing Tracert
from performing a reverse DNS query on every near-side router interface in the routing
path.Being unable to reach a local or remote destination might be due to incorrect or missing
routes in the local IP routing table. To view the local IP routing table, enter the netsh interface
ipv4 show route command or the netsh interface ipv6 show route command. Use the command
output to verify that you have a route corresponding to your local subnet. The route with the
lowest metric is used first. If you have multiple default routes with the same lowest metric, you
might need to modify your IP router configuration so that the default route with the lowest metric
uses the interface that connects to the correct network.You can add a route to the IP routing
table by using the netsh interface ipv4 add route command or the netsh interface ipv6 add route
command. To modify an existing route, use the netsh interface ipv4 set route command or the
netsh interface ipv6 set route command. To remove an existing route, use the netsh interface
ipv6 delete route command or the netsh interface ipv6 delete route command.If you suspect a
problem with router performance, use the pathping –n IPAddress command to trace the path to a
destination and display information on packet losses for each router in the path. You use the –n
command-line option to speed up the response by preventing Pathping from performing a



reverse DNS query on every near-side router interface in the routing path.Inside OUTChecking
IPsec policies and Windows FirewallA problem reaching a destination node might be due to the
configuration of Internet Protocol security (IPsec) or packet filtering. Check for IPsec policies that
have been configured on the computer having the problem, on intermediate IPv6 routers, and on
the destination computer. On computers running Windows Vista or later, connection security
rules are configured using Windows Firewall With Advanced Security and IPsec policies are
configured using the IP Security Policy Management snap-in for MMC.Packet filtering is often
configured to allow specific types of traffic and discard all others or to discard specific types of
traffic and allow all others. Because of this, you might be able to view webpages on a web server
but not ping the web server by its host name or IP address.Each network connection configured
on a computer can be enabled or disabled in Windows Firewall. When enabled, IPv4 and IPv6
drop incoming requests. During troubleshooting, you can disable Windows Firewall for a specific
IPv4 or IPv6 interface with the netsh interface ipv4 set interface interface=NameOrIndex
firewall=disabled and netsh interface ipv6 set interface interface=NameOrIndex
firewall=disabled commands. You can also completely turn off Windows Firewall with the netsh
firewall set opmode disable command. Don’t forget to reenable the firewall when you are done
troubleshooting.Releasing and renewing DHCP settingsDHCP servers can assign many
network configuration settings automatically, including IP addresses, default gateways, primary
and secondary DNS servers, primary and secondary WINS servers, and more. When
computers use dynamic addressing, they are assigned a lease on a specific IP address. This
lease is good for a specific time period and must be renewed periodically. When the lease needs
to be renewed, the computer contacts the DHCP server that provided the lease. If the server is
available, the lease is renewed and a new lease period is granted. You can also renew leases
manually as necessary on individual computers or by using the DHCP server itself.Problems
that prevent network communications can occur during the lease assignment and renewal
process. If the server isn’t available and can’t be reached before a lease expires, the IP address
can become invalid. If this happens, the computer might use the alternate IP address
configuration to set an alternate address, which usually has settings that are inappropriate and
prevent proper communications. To resolve this problem, you need to release and then renew
the DHCP lease.Another type of problem occurs when users move around to various offices and
subnets within the organization. While users are moving from location to location, their laptop or
tablet might obtain DHCP settings from the wrong server. When the users return to their offices,
the laptop or tablet might seem sluggish or perform incorrectly because of the settings assigned
by the DHCP server at another location. If this happens, you need to release and then renew the
DHCP lease. (Alternatively, because computers don’t retain their dynamically assigned settings,
you can just restart the computer.)You can use the graphical interface to release and renew
DHCP leases by following these steps:1. In Control Panel, under the Network And Internet
heading tap or click View Network Status And Tasks.2. In Network And Sharing Center, tap or
click Change Adapter Settings. In Network Connections, press and hold or right-click the



connection you want to work with and then select Diagnose.3. After Windows Network
Diagnostics tries to identify the problem, a list of possible solutions is provided. If the computer
has one or more dynamically assigned IP addresses, one of the solutions should be
Automatically Get New IP Settings. Tap or click this option.You can also follow these steps to use
the IPCONFIG command to renew and release settings:1. Open an elevated command
prompt.2. To release the current settings for all network adapters, enter ipconfig /release at the
command line. Then renew the lease by entering ipconfig /renew.3. To renew a DHCP lease for
all network adapters, enter ipconfig /renew at the command line.4. You can check the updated
settings by entering ipconfig /all at the command line.TroubleshootingIdentifying a specific
interfaceIf a computer has multiple network adapters and you want to work with only one or a
subset of the adapters, specify all or part of the connection name after the ipconfig /renew or
ipconfig /release command. Use the asterisk as a wildcard to match any characters in a
connection’s name. For example, if you want to renew the lease for all connections with names
starting with Loc, enter the command ipconfig /renew Loc*. If you want to release the settings for
all connections containing the word Network, enter the command ipconfig /release
*Network*.Diagnosing and fixing name-resolution issuesWhen you can reach a destination
using an IP address but you can’t reach a host using a host name, you might have a problem
with host-name resolution. Typically, name-resolution problems have to do with improper
configuration of the DNS client or problems with DNS registration. You can use the following
tasks to troubleshoot problems with DNS name resolution:• Display and flush the DNS client
resolver cache.• Verify DNS configuration.• Test DNS name resolution with the Ping tool.• Use
the Nslookup tool to view DNS server responses.NoteProblems with the DNS cache will give
misleading results for the other tests you do. If you flush the cache first using ipconfig /flushdns,
then you know you’re getting the correct answer and not a cached error. Typically, you’ll want to
flush the cache on the DNS client and on the DNS server.On the computer having DNS name-
resolution problems, verify the following information:• Host name• Primary DNS suffix• DNS
suffix search list• Connection-specific DNS suffixes• DNS serversYou can obtain this information
by entering ipconfig /all at a command prompt. To obtain information about which DNS names
should be registered in DNS, enter netsh interface ip show dns.Computers running Windows
Vista and later support DNS traffic over IPv6. By default, IPv6 configures the well-known, site-
local addresses of DNS servers at FEC0:0:0:FFFF::1, FEC0:0:0:FFFF::2, and
FEC0:0:0:FFFF::3. To add the IPv6 addresses of your DNS servers, use the properties of the
Internet Protocol Version 6 (TCP/IPv6) component in Network Connections or the netsh
interface ipv6 add dns command. To register the appropriate DNS names as IP address
resource records with DNS dynamic update, use the ipconfig /registerdns command. Computers
running Windows XP or Windows Server 2003 do not support DNS traffic over IPv6.TCP/IP
checks the DNS client resolver cache before sending DNS name queries. The DNS resolver
cache maintains a history of DNS lookups that have been performed when a user accesses
network resources using TCP/IP. This cache contains forward lookups, which provide host



name–to–IP address resolution, and reverse lookups, which provide IP address–to–host name
resolution. After a DNS entry is stored in the resolver cache for a particular DNS host, the local
computer no longer has to query external servers for DNS information on that host. This enables
the computer to resolve DNS requests locally, providing a quicker response.How long entries
are stored in the resolver cache depends on the Time to Live (TTL) value assigned to the record
by the originating server. To view current records and see the remaining TTL value for each
record, enter ipconfig /displaydns at an elevated command prompt. These values are given as
the number of seconds that a particular record can remain in the cache before it expires. These
values are continually being counted down by the local computer. When the TTL value reaches
zero, the record expires and is removed from the resolver cache.Occasionally, you’ll find that you
need to clear out the resolver cache to remove old entries and enable computers to check for
updated DNS entries before the normal expiration and purging process takes place. This
typically happens because server IP addresses have changed and the current entries in the
resolver cache point to the old addresses rather than the new ones. Sometimes the resolver
cache itself can get out of sync, particularly when DHCP has been misconfigured.Inside
OUTDecreasing TTLs for important DNS recordsSkilled administrators know that several weeks
in advance of the actual change, they should start to decrease the TTL values for important DNS
records that are going to be changed. Typically, this means reducing the TTL from a number of
days (or weeks) to a number of hours, which allows for quicker propagation of the changes to
computers that have cached the related DNS records. After the change is completed,
administrators should restore the original TTL value to reduce renewal requests.You can usually
resolve problems with the DNS resolver cache by either flushing the cache or reregistering DNS.
When you flush the resolver cache, all DNS entries are cleared out of the cache and new entries
are not created until the next time the computer performs a DNS lookup on a particular host or IP
address. When you reregister DNS, Windows Server attempts to refresh all current DHCP
leases and then performs a lookup on each DNS entry in the resolver cache. By looking up each
host or IP address again, the entries are renewed and reregistered in the resolver cache. You’ll
generally want to flush the cache completely and allow the computer to perform lookups as
needed. Reregister DNS only when you suspect problems with DHCP and the DNS resolver
cache.You can test DNS name resolution by pinging a destination using its host name or its fully
qualified domain name (FQDN). If an incorrect IP address is shown, you can flush the DNS
resolver cache and use the Nslookup tool to determine the set of addresses returned in the DNS
Name Query Response message.You can use the IPCONFIG command to flush and reregister
entries in the DNS resolver cache by following these steps:1. Start an elevated command
prompt.2. To clear out the resolver cache, enter ipconfig /flushdns at the command line.3. To
renew DHCP leases and reregister DNS entries, enter ipconfig /registerdns at the command
line.4. When the tasks are complete, you can check your work by entering ipconfig/displaydns at
the command line.To start Nslookup, enter Nslookup at a command prompt. At the Nslookup >
prompt, use the set d2 command to get detailed information about DNS response messages.



Then use Nslookup to look up the desired FQDN. Look for A and AAAA records in the detailed
display of the DNS response messages.With IPv6, the DNS client maintains a neighbor’s cache
of recently resolved link-layer addresses and a standard resolver cache. To display the current
contents of the neighbor’s cache, enter netsh interface ipv6 show neighbors. To flush the
neighbor’s cache, enter netsh interface ipv6 delete neighbors.With IPv6, the DNS client also
maintains a destination cache. The destination cache stores next-hop IPv6 addresses for
destinations. To display the current contents of the destination cache, enter netsh interface ipv6
show destinationcache. To flush the destination cache, enter netsh interface ipv6 delete
destinationcache.Chapter 4. Deploying DHCP ServicesDHCP essentialsDHCP security
considerationsDHCP and IPAMPlanning DHCPv4 and DHCPv6 implementationsSetting up
DHCP serversMost Microsoft Windows networks should be configured to use Dynamic Host
Configuration Protocol (DHCP). DHCP simplifies administration and makes it easier for users to
get their devices on the organization’s network. How does DHCP do this? DHCP is a protocol
that allows client devices to start up and automatically receive an Internet Protocol (IP) address
and other related Transmission Control Protocol/Internet Protocol (TCP/IP) settings, such as the
subnet mask, default gateway, Domain Name System (DNS) server addresses, and Windows
Internet Naming Service (WINS) server addresses. DHCP servers can assign a dynamic IP
version 4 (IPv4), IP version 6 (IPv6), or both addresses to any of the network interface cards
(NICs) on a device.DHCP essentialsDHCP is a standards-based protocol that was originally
defined by the Internet Engineering Task Force (IETF) and based on the Bootstrap Protocol
(BOOTP). It has been implemented on a variety of operating systems, including UNIX and
Windows. Because DHCP is a client/server protocol, a server component and a client
component are necessary to implement the protocol on a network. To make it easier to deploy
DHCP in the enterprise, all server editions of Windows Server 2012 R2 include the DHCP
Server service, which can be installed to support DHCP, and all current versions of the Windows
operating system automatically install the DHCP Client service as part of TCP/IP.A device that
uses dynamic IP addressing and configuration is called a DHCP client. When you boot a DHCP
client, a 32-bit IPv4 address, a 128-bit IPv6 address, or both can be retrieved from a pool of IP
addresses defined for the network’s DHCP server. It’s the job of the DHCP server to maintain a
database about the IP addresses that are available and the related configuration information.
When an IP address is given out to a client, the client is said to have a lease on the IP address.
The term “lease” is used because the assignment generally is not permanent. The DHCP server
sets the duration of the lease when the lease is granted and can also change it later as
necessary, such as when the lease is renewed.DHCP also provides a way to assign a lease on
an address permanently. To do this, you can create a reservation by specifying the IP address to
reserve and the unique identifier of the device that will hold the IP address. The reservation
thereafter ensures that the client device with the specified device address always gets the
designated IP address. With IPv4, you specify the necessary unique identifier by using the
Media Access Control (MAC) address of the network card. With IPv6, you specify the DHCP



unique identifier for the DHCPv6 client and the identity association identifier (IAID) being used
by the DHCPv6 client.NoteMAC addresses are tied to the network interface card (NIC) of a
device. If you remove a NIC or install an additional NIC on a device, the MAC address of the new
or additional card will be different from the address of the original NIC.Consider DHCP for non-
DHCP member serversYou’ll find that configuring member servers to use DHCP and then
assigning them a reservation is an easy way to ensure that member servers have a fixed IP
address while maintaining the flexibility provided by DHCP. After the member servers are
configured for DHCP, they get all their TCP/IP options from DHCP, including their IP addresses. If
you ever need to change their addressing, you can do this from within DHCP rather than on
each member server—and changing IP addressing and other TCP/IP options in one location is
much easier than doing it in multiple locations. Keep in mind that some server applications or
roles might require a static IP address to work properly.Microsoft recommends that a single
DHCP server service no more than 10,000 clients. You define a set of IP addresses that can be
assigned to clients by using a scope. A scope is a pool of IPv4 or IPv6 addresses and related
configuration options. The IP addresses set in a scope are contiguous and are associated with a
specific subnet mask or network prefix length. To define a subset of IP addresses within a scope
that should not be used, you can specify an exclusion. An exclusion defines a range of IP
addresses that you can exclude so that it isn’t assigned to client devices.All current releases of
Windows Server support integration of DHCP with dynamic DNS. When configured, this ensures
that the client’s DNS record is updated when it receives a new IP address. To ensure that client
names can be resolved to IP addresses, you should configure the integration of DHCP and
DNS.DHCP can be integrated with the Routing and Remote Access Service (RRAS). When
configured, dial-up networking clients or virtual private network (VPN) clients can log on to the
network remotely and use DHCP to configure their IP address and TCP/IP options. The server
managing their connection to the network is called a remote access server, and it’s the
responsibility of this server to obtain blocks of IP addresses from a DHCP server for use by
remote clients. If a DHCP server is not available when the remote access server requests IP
addresses, the remote clients are configured with Automatic Private IP Addressing (APIPA).
APIPA works differently for IPv4 and IPv6.DHCPv4 and autoconfigurationThe availability of a
DHCP server doesn’t affect startup or logon (in most cases). DHCP clients can start and users
can log on to the local machine even if a DHCP server isn’t available. During startup, the DHCP
client looks for a DHCP server. If a DHCP server is available, the client gets its configuration
information from the server. If a DHCP server isn’t available and the client’s previous lease is still
valid, the client pings the default gateway listed in the lease.A successful ping tells the client that
it’s probably on the same network it was on when it was issued the lease, and the client will
continue to use the lease as described previously. A failed ping tells the client that it might be on
a different network. In this case, the client uses IP autoconfiguration. The client also uses IP
autoconfiguration if a DHCP server isn’t available and the previous lease has expired.IPv4
autoconfiguration works like this:1. The client device selects an IP address from the Microsoft-



reserved Class B subnet 169.254.0.0 and uses the subnet mask 255.255.0.0. Before using the
IPv4 address, the client performs an Address Resolution Protocol (ARP) test to make sure that
no other client is using this IPv4 address.2. If the IPv4 address is in use, the client repeats step
1, testing up to 10 IPv4 addresses before reporting failure. When a client is disconnected from
the network, the ARP test always succeeds. As a result, the client uses the first IPv4 address it
selects.3. If the IPv4 address is available, the client configures the NIC with this address. The
client then attempts to contact a DHCP server, sending out a broadcast every five minutes to the
network. When the client successfully contacts a server, the client obtains a lease and
reconfigures the network interface.DHCPv6 and autoconfigurationYou can use DHCP to
configure IPv6 addressing in two key ways: DHCPv6 stateful mode and DHCPv6 stateless
mode. In DHCPv6 stateful mode, clients acquire their IPv6 address and their network-
configuration parameters through DHCPv6. In DHCPv6 stateless mode, clients use
autoconfiguration to acquire their IP address and acquire their network-configuration parameters
through DHCPv6. You also can use a combination of stateful and stateless address
autoconfiguration.A device that uses dynamic IPv6 addressing, configuration, or both is called a
DHCPv6 client. Windows Vista and later include a DHCPv6 client. Like DHCPv4, the
components of a DHCPv6 infrastructure consist of DHCPv6 clients that request configuration,
DHCPv6 servers that provide configuration, and DHCPv6 relay agents that convey messages
between clients and servers when clients are on subnets that don’t have a DHCPv6
server.Unlike DHCPv4, you must also configure your IPv6 routers to support DHCPv6. A
DHCPv6 client performs autoconfiguration based on the M and O flags in the Router
Advertisement message sent by a neighboring router. When the Managed Address
Configuration, or M, flag is set to 1, the client uses a configuration protocol to obtain stateful
addresses. When the Other Stateful Configuration, or O, flag is set to 1, the client uses a
configuration protocol to obtain other configuration settings.Windows Vista and later obtain
dynamic IPv6 addresses by using a process similar to that used for dynamic IPv4 addresses.
Typically, IPv6 autoconfiguration for DHCPv6 clients in stateful mode works like this:1. The client
device selects a link-local unicast IPv6 address. Before using the IPv6 address, the client
performs an ARP test to make sure that no other client is using this IPv6 address.2. If the IPv6
address is in use, the client repeats step 1. Note that when a client is disconnected from the
network, the ARP test always succeeds. As a result, the client uses the first IPv6 address it
selects.3. If the IPv6 address is available, the client configures the NIC with this address. The
client then attempts to contact a DHCP server, sending out a broadcast every five minutes to the
network. When the client successfully contacts a server, the client obtains a lease and
reconfigures the network interface.This is not how IPv6 autoconfiguration works for DHCPv6
clients in stateless mode. In stateless mode, DHCPv6 clients configure link-local addresses and
additional non-link-local addresses by exchanging Router Solicitation and Router Advertisement
messages with neighboring routers. Although stateless address autoconfiguration is convenient,
one reason for deploying a DHCPv6 server on an IPv6 network is that Windows does not



support stateless address autoconfiguration of DNS server settings using Router Advertisement
messages. Because of this, a DHCPv6 server is required if your Windows devices need to be
able to perform DNS name resolution using IPv6. Also, keep in mind that link-local IPv6
addresses are always autoconfigured, regardless of whether DHCPv6 is being used.DHCP
security considerationsDHCP is inherently insecure. Anyone with access to the network can
perform malicious actions that could cause problems for other clients trying to obtain IP
addresses. A user could take the following actions:• Initiate a denial of service (DoS) attack by
requesting all available IP addresses or by using large numbers of IP addresses, either of which
could make it impossible for other users to obtain IP addresses.• Initiate an attack on DNS by
performing a large number of dynamic updates through DHCP.• Use the information provided by
DHCP to set up rogue services on the network, such as using a non-Microsoft DHCP server to
provide incorrect IP address information.To reduce the risk of attacks, you should limit physical
access to the network. Don’t make it easy for unauthorized users to connect to the network. If
you use wireless technologies, configure the network so that it doesn’t broadcast the service set
identifier (SSID) or use protected-access encryption, which prohibits wireless users from
obtaining a DHCP lease until they provide an appropriate encryption key using strong data
encryption. Wi-Fi Protected Access (WPA) and Wi-Fi Protected Access Version 2 (WPA2) are
the preferred strong-data-encryption techniques.To reduce the risk of a rogue DHCP server,
configure Active Directory Domain Services (AD DS) on the network and use it to determine
which DHCP servers are authorized to provide services and which aren’t. By using Active
Directory, any device running a current Windows operating system must be authorized to
provide DHCP services. After a server is authorized, it’s available for clients to use. This,
unfortunately, doesn’t restrict the use of unauthorized servers running DHCP, but it’s a
start.Unauthorized DHCP servers are detected by the DHCP Server service running on
authorized DHCP servers, and they are tracked in the event logs with the event source Microsoft-
Windows-DHCP-Server and the event ID 1042. Look also for event IDs 1098, 1100, 1101, 1103,
1105, 1107, 1109, 1110, and 1111. Tracking these events can help you prevent most of the
accidental damage caused by either misconfigured DHCP servers or correctly configured DHCP
servers running on the wrong network.In addition, the DHCP Server service should not be
placed on an Active Directory domain controller if you can avoid it. The reason for this is that this
changes security related to service locator (SRV) records, which domain controllers are
responsible for publishing. SRV records detail the location of domain controllers, Kerberos
servers, and other servers, and the changes to the security of these records when you install
DHCP means that any client on the network could alter the records.The reason this happens is
that DHCP servers must be able to update client records dynamically if a client’s IP address
changes. Because of this, they are made members of the DNSUpdateProxy group, and
members of this group don’t have any security applied to objects they create in the DNS
database. If you can’t avoid placing DHCP on a domain controller, it’s recommended that you
remove the DHCP server from the DNSUpdateProxy group. This should help you avoid the



security problem outlined here, but it will also prevent the DHCP server from dynamically
updating client records in DNS when the client IP addresses change.DHCP and IPAMWhen you
want to manage your IP address space and track IP address usage trends, you can deploy IP
Address Management (IPAM) servers. You can use IPAM to automatically discover DHCP and
DNS servers, and then you can manage these servers using IPAM. Because auditing, reporting,
and monitoring capabilities are key components of IPAM, you can more easily maintain the IP
address space across the enterprise.You deploy IPAM servers by using a distributed approach,
with an IPAM server deployed at every site in an enterprise, or by using a centralized model, with
only a central IPAM server in an enterprise. Each IPAM server can have a secondary configured
as a backup. Because there is no communication or database sharing between IPAM servers,
you must customize the scope of discovery for each distributed IPAM server or filter the list of
managed servers for each location.IPAM Server is a feature that you can add using the Add
Roles And Features Wizard. Several security groups are created when you install IPAM:• IPAM
Users. Members can view all information in server discovery, IP address space, operational
events, and server management, but they can’t view IP address tracking information.• IPAM
MSM Administrators. IPAM Multi-Server Management (MSM) administrators have the privileges
of IPAM Users and can also perform most IPAM management tasks.• IPAM ASM Administrators.
IPAM Address Space Management (ASM) administrators have the privileges of IPAM Users, can
perform IPAM common management tasks, and can manage the IP address space.• IPAM IP
Audit Administrators. Members of this group have the privileges of IPAM Users, can perform
IPAM common management tasks, and can view IP address-tracking information.• IPAM
Administrators. IPAM Administrators view all IPAM information and perform all IPAM tasks.Each
IPAM server periodically attempts to locate other servers within its scope of management. When
new servers are discovered, you must choose whether IPAM manages and monitors these
servers. With DHCP servers, IPAM allows you to monitor DHCP and configure certain server
and scope properties. With DNS servers, IPAM allows you to monitor zone status and configure
some properties. In addition to detecting DHCP and DNS servers, IPAM discovers domain
controllers for monitoring purposes and Network Policy servers for IP address tracking
purposes.These discovery tasks run daily as a scheduled task called DiscoveryTask, which is
under Microsoft\Windows\IPAM in Task Scheduler. Other scheduled tasks for IPAM are the
following:• AddressUtilizationCollectionTask. Runs every two hours and collects address space
utilization data from the DHCP servers• AuditTask. Runs daily and collects auditing information
from DHCP and IPAM servers and IP Lease Audit logs from domain controllers and Network
Policy servers• ConfigurationTask. Runs every six hours and collects configuration information
from DHCP and DNS servers for ASM and MSM• ServerAvailabilityTask. Runs every 15 minutes
and collects the service availability status for DHCP and DNS serversAfter you install IPAM
Server, you must provision IPAM to set its scope of management. When you add the IPAM
server as a managed server or log on locally to the IPAM server, you can select the IPAM node
in Server Manager and then tap or click Provision The IPAM Server to start the Provision IPAM



Wizard. By default, IPAM is provisioned using Group Policy, which will be applied to managed
servers by linking Group Policy Objects (GPOs) at the appropriate levels in Active Directory. One
GPO is created for DHCP servers, another for DNS servers, and a third for domain controllers
and Network Policy servers. Follow the wizard steps, wait for provisioning to complete, and then,
on the Completion page, verify that IPAM provisioning was successful. If it was, tap or click
Close.In Server Manager, with the IPAM node selected, you can then do the following:•
Configure discovery settings.• Start server discovery.• Select or add servers to manage and
verify IPAM access to those servers.• Use the Invoke-IpamGpoProvisioning cmdlet to create and
link the GPOs.Planning DHCPv4 and DHCPv6 implementationsPlanning a new DHCP
implementation or revamping your existing DHCP implementation requires a good
understanding of how DHCP works. You need to know the following information:• How DHCP
messages are sent and received• How DHCP relay agents are used• How multiple servers
should be configuredThese processes are essentially the same whether you are working with
IPv4 or IPv6.DHCPv4 messages and relay agentsWhen a DHCP client is started, it uses
network broadcasts to obtain or renew a lease from a DHCP server. These broadcasts are in the
form of DHCP messages. A client obtains its initial lease as shown in Figure 4-1. Here, the client
broadcasts a DHCP DISCOVER message. All DHCP servers on the network respond to the
broadcast with a DHCP OFFER message, which offers the client an IP lease. The client accepts
the first offer received by sending a DHCP Request message back to the server. The server
accepts the request by sending the client a DHCP Acknowledgment message.Figure 4-1
Obtaining an initial lease.DHCP clients must renew their leases periodically, either at each
restart or when 50 percent of the lease time has passed. If the renewal process fails, the client
tries to renew the lease again when 87.5 percent of the lease time has passed. Renewing the
lease involves the client sending the DHCP server a DHCP Request and the server accepting
the request by sending a DHCP Acknowledgment. This streamlined communication process is
shown in Figure 4-2.Figure 4-2 Renewing a lease.If a DHCP client is unable to reach a DHCP
server at startup or to renew its lease, it pings the default gateway that was previously assigned.
If the default gateway responds, the client assumes that it’s on the subnet from which the lease
was originally obtained and continues to use the lease. If the default gateway doesn’t respond,
the client assumes that it has been moved to a new subnet and that no DHCP server is on this
subnet. It then autoconfigures itself. The client will continue to check for a DHCP server when it’s
autoconfigured. By default, it does this by sending a DHCP DISCOVER message every five
minutes. If the client gets back a DHCP Offer message from a DHCP server, it sends a DHCP
Request to the server. When it gets back a DHCP Acknowledgment, it abandons its
autoconfiguration and uses the address and other configuration settings sent by the DHCP
server.Typically, the messages sent by DHCP clients and servers are limited by the physical
boundaries of the network. As a result, DHCP client broadcasts aren’t routed and stay on only
the originating network. In this configuration you need at least one DHCP server per subnet.To
reduce the number of DHCP servers needed for your organization, you can configure a DHCP



relay agent on any subnet that has no DHCP server. This relay agent is a router or a device on
the network that is configured to listen for DHCP broadcasts from clients on the local subnet and
forward them as appropriate to a DHCP server on a different subnet. A router that supports
BOOTP can be configured as a relay agent. You can also configure Windows servers on the
network to act as DHCP relay agents.Relay agents are best for LANsRelay agents work best in
local area network (LAN) environments, in which subnets are all in the same geographic
location. In a wide area network (WAN) environment, in which you are forwarding broadcasts
across links, you might not want to use relay agents. If a WAN link goes down, clients won’t be
able to obtain or renew leases, and this could cause the clients to autoconfigure
themselves.DHCPv6 messages and relay agentsThe way a DHCPv6 client attempts DHCPv6-
based configuration depends on the values of the M and O flags in received Router
Advertisement messages. If there are multiple advertising routers for a given subnet, they should
be configured to advertise the same stateless address prefixes and values of the M and O flags.
All current Windows desktop and server operating systems include DHCPv6 clients and
therefore accept the values of the M and O flags in received router advertisements.You can
configure an IPv6 router that is running Windows to set the M flag to 1 in router advertisements
by using either of the following commands:• netsh interface ipv6 set interface InterfaceName
managedaddress=enabled• Set-NetIPInterface –addressfamily ipv6 –interfacealias
InterfaceName –advertisingSimilarly, you can set the O flag to 1 in router advertisements by
using either of the following commands:• netsh interface ipv6 set interface InterfaceName
otherstateful=enabled• Set-NetIPInterface –addressfamily ipv6 –interfacealias InterfaceName –
otherstatefulconfigurationWhen you are working with the M and O flags, keep the following in
mind:• If both the M and O flags are set to 0, the network is considered not to have DHCPv6
infrastructure. Clients use router advertisements for non-link-local addresses and manual
configuration to configure other settings.• If both the M and O flags are set to 1, DHCPv6 is used
for both IP addressing and other configuration settings. This combination is known as DHCPv6
stateful mode, in which DHCPv6 is assigning stateful addresses to IPv6 clients.• If the M flag is
set to 0 and the O flag is set to 1, DHCPv6 is used only to assign other configuration settings.
Neighboring routers are configured to advertise non-link-local address prefixes from which IPv6
clients derive stateless addresses. This combination is known as DHCPv6 stateless mode.• If
the M flag is set to 1 and the O flag is set to 0, DHCPv6 is used for IP address configuration but
not for other settings. Because IPv6 clients typically need to be configured with other settings,
such as the IPv6 addresses of DNS servers, this combination typically is not used.As with
DHCPv4, DHCPv6 uses User Datagram Protocol (UDP) messages. DHCPv6 clients listen for
DHCP messages on UDP port 546. DHCPv6 servers and relay agents listen for DHCPv6
messages on UDP port 547. The structure for DHCPv6 messages is much simpler than for
DHCPv4, which had its origins in the BOOTP protocol to support diskless workstations.DHCPv6
messages start with a 1-byte Msg-Type field that indicates the type of DHCPv6 message. This is
followed by a 3-byte Transaction-ID field that is determined by a client and used to group



together the messages of a DHCPv6 message exchange. Following the Transaction-ID field,
DHCPv6 options are used to indicate client and server identification, addresses, and other
configuration settings. Three fields are associated with each DHCPv6 option:• A 2-byte Option-
Code field indicates a specific option.• A 2-byte Option-Len field indicates the length of the
Option-Data field in bytes.• An Option-Data field contains the data for the option.Messages
exchanged between relay agents and servers use a different message structure to transfer
additional information. A 1-byte Hop-Count field indicates the number of relay agents that have
received the message. A receiving relay agent can discard the message if it exceeds a
configured maximum hop count. A 16-byte Link-Address field contains a non-link-local address
that is assigned to an interface connected to the subnet on which the client is located. Based on
the Link-Address field, the server can determine the correct address scope from which to assign
an address. A 16-byte Peer-Address field contains the IPv6 address of the client that originally
sent the message or the previous relay agent that relayed the message. Following the Peer-
Address field are DHCPv6 options. A key option is the Relay Message option. This option
provides an encapsulation of the messages being exchanged between the client and the
server.IPv6 does not have broadcast addresses. Because of this, the limited broadcast address
for some DHCPv4 messages has been replaced with the
All_DHCP_Relay_Agents_And_Servers address of FF02::1:2 for DHCPv6. A DHCPv6 client
attempting to discover the location of the DHCPv6 server on the network sends a Solicit
message from its link-local address to FF02::1:2. If there is a DHCPv6 server on the client’s
subnet, it receives the Solicit message and sends an appropriate reply. If the client and server
are on different subnets, a DHCPv6 relay agent on the client’s subnet receiving the Solicit
message will forward it to a DHCPv6 server.DHCP availability and fault toleranceAs part of
planning, you must consider how many DHCP servers should be made available on the network.
In most cases you’ll want to configure at least two DHCP servers. If they are configured properly,
having multiple DHCP servers increases reliability and allows for load balancing and fault
tolerance.In a large enterprise, a server cluster can be your primary technique for ensuring
DHCP availability and providing for fault tolerance. Here, if a DHCP server fails, the DHCP
Server service can be failed over to another server in the cluster, allowing for the seamless
transition of DHCP services. Clustering uses a shared storage and is fairly complex to set
up.Although you can configure the DHCP Server service for failover on a cluster, much simpler
fault-tolerance implementations are now available natively in the DHCP Server service on
Windows Server 2012 R2, and these implementations work with large networks in addition to
small and medium networks. The implementations use failover scopes that are shared between
two DHCP servers to increase fault tolerance, provide redundancy over using a single DHCP
server, and enable load balancing.The way scopes are shared depends on the failover-scope
configuration settings. You can optimize the shared scope for either load sharing (using the Load
Balancing setting) or fault tolerance (using the Hot Standby setting). Whether you optimize a
failover scope for load balancing or fault tolerance, the DHCP servers involved replicate lease



information between them to maintain the scope state. The key difference lies in how the
member servers are used.In a load-balancing configuration, the two servers simultaneously
serve IP addresses and options to clients in the scope. The client requests are load balanced
and shared between the two servers. More specifically, a failover scope optimized for load
balancing has little or no time delay configured in its scope properties. With no time delay, both
the primary and the secondary servers can respond to DHCP DISCOVER requests from DHCP
clients. This allows the fastest server to respond to and accept a DHCP OFFER first. Fault
tolerance continues to be a part of the scope. If one of the servers becomes unavailable or
overloaded and is unable to respond to requests, the other server handles requests and
continues distributing addresses until the normal process is restored.In a fault-tolerance
configuration, there is an active partner and a standby partner for the scope. The active server is
responsible for leasing IP addresses and options to all clients in the scope. The standby server,
also referred to as the passive server, assumes this responsibility if the active server becomes
unavailable or doesn’t respond in a timely manner. More specifically, a failover scope optimized
for fault tolerance can have an extended time delay configured in its scope properties. This time
delay causes the standby server to respond with a delay to DHCP DISCOVER requests from
DHCP clients. The delay on the standby server allows the active server to respond to and accept
the DHCP OFFER first. However, if the active server becomes unavailable or overloaded and is
unable to respond to requests, the standby server handles requests and continues distributing
addresses until the active server is available to service clients again. Because failover scopes
are a server-side enhancement, no additional configuration is required for DHCP clients.
Because scope state and lease information are automatically replicated between the active and
passive servers, the state of the scope is always maintained.ImportantFor failover scopes to
work properly, time must be kept synchronized between the two servers in the failover
relationship. If the time difference between the servers is greater than 60 seconds, you won’t be
able to complete the failover setup process. If the time doesn’t remain synchronized, workloads
might not be properly balanced between servers in failover scopes. Replication and other errors
might also occur.Inside OUTIPv6 doesn’t use or require failover scopesFailover scopes apply
only to IPv4 addresses. IPv6 clients typically determine their own IPv6 address using stateless
IP autoconfiguration. In this mode, DHCP servers deliver only the DHCP option configuration
and don’t maintain lease state information. Further, you can ensure high availability for stateless
DHCPv6 just by setting up two servers with identical DHCPv6 option configurations.Failover
scope: Load sharingWhether you are configuring a failover scope for load sharing or fault
tolerance, the scope you are configuring is shared between two servers, with each server having
a relative weighting preference assigned as a load-balancing percentage. For load balancing,
you’ll typically want to use a weighting between 50/50 and 60/40. When you configure load
sharing in this way, each DHCP server has an equal or nearly equal workload. To see how this
would be implemented, consider the following example. The organization has two DHCP
servers. Scope 1 is configured to use the IPv4 address range 192.168.10.1 to 192.168.10.254



and is 60/40 load balanced between Server A and Server B.Here, 254 IP addresses are
available, which could be used to service 200 or more clients. When a client starts up on the
network, both DHCP servers respond. The client accepts the first IP address offered, which
could be on either Server A or Server B and which is often the server that is closest to the client.
Because both servers are configured to use the same IP address range, both servers can
service clients on that subnet.The way the workload is load balanced is through a small time
delay configured in the scope properties for Server B. This small time delay ensures that Server
A has a 60/40 preference over Server B for responding to DHCP DISCOVER requests from
DHCP clients and accepting DHCP OFFER requests.Keep in mind that the length of the time
delay is relative to the weighting for load balancing. The higher percentage of workload that one
server has over the other, the stronger the preference for one server over the other. If one of the
servers fails, lease information is maintained, because lease information was replicated between
both DHCP servers, and the remaining server has all the lease information.As you can see, the
load-sharing approach is designed to provide load balancing and also has some redundancy
and fault tolerance built in. Because the lease information is replicated between the servers, the
DHCP servers share a common pool of IP addresses and it doesn’t matter whether one of the
servers actually assigns more IP addresses than the other. The common IP address pool
ensures that as long as there are available addresses, the addresses are available to be
assigned by either server. Keep in mind that once all IP addresses in the pool have been
allocated, no IP addresses are available to clients seeking new leases and they are configured
to use automatic private IP addressing.Failover scope: Fault toleranceAs stated previously,
whether you are configuring a failover scope for load sharing or fault tolerance, the scope you
are configuring is shared between two servers, with each server having a relative weighting
preference assigned as a load-balancing percentage. For fault tolerance, you’ll typically want to
use a weighting between 80/20 and 90/10. By configuring fault tolerance in this way, you ensure
that one server handles most of the workload. Here, you have a primary DHCP server that
assigns most of the IP addresses to clients and a backup DHCP server that assigns few or no IP
addresses to clients. This situation is ideal when the DHCP servers are separated from each
other, such as when the primary DHCP server is on the primary subnet and the backup DHCP
server is on a centralized site.To see how this would be implemented, consider the following
example. The organization has two DHCP servers. Scope 1 is configured to use the IPv4
address range 192.168.10.1 to 192.168.10.254 and is 90/10 load balanced between Server A
and Server B. Here, 254 IP addresses are again available, which could be used to service 200
or more clients—most of which are located on the primary subnet. You are using a DHCP server
in a central site as a backup for this scope. If the primary server goes down, the backup can
respond to client requests and handle their leases. When the primary comes back online, it
handles the majority of client leases because it’s located on the primary subnet closer to most of
the client devices. Again, you achieve basic fault tolerance and availability.The workload is load
balanced through an extended time delay configured in the scope properties for Server B. This



extended time delay ensures that Server A has a 90/10 preference over Server B for responding
to DHCP DISCOVER requests from DHCP clients and accepting DHCP OFFER requests. As
you can see, the fault-tolerance approach is designed to provide redundancy and ensure
availability. Because the lease information is replicated between the servers, the DHCP servers
share a common pool of IP addresses and it doesn’t matter which server actually assigns the IP
address to a client. The common IP address pool ensures that as long as there are available
addresses, the addresses are available to be assigned by either server. Keep in mind that once
all IP addresses in the pool have been allocated, no IP addresses are available to clients
seeking new leases and they are configured to use automatic private IP addressing.Traditional
split scopesIn addition to failover scopes, which are managed automatically by the DHCP Server
service and share their entire pool of leasable addresses, you can continue to use existing split
scopes, which don’t share their pool of leasable addresses and generally require closer
monitoring to ensure proper operations. You won’t, however, be able to create new split scopes
once you create a failover scope on a server, because failover scopes are designed to replace
split scopes.With split scopes, you use two DHCP servers to make a specific percentage of a
scope’s IP addresses available on one server and the rest of the IP addresses available on
another server. Here, each DHCP server is configured with an identical scope range but with
different exclusions within that range. The first server gets the first portion of the scope’s IP
address range and excludes the rest. The second server gets the rest of the scope’s IP address
range and excludes the first portion.As with failover scopes, you split scopes between two
servers with one of two goals:• Load balancing• Fault toleranceFor load balancing, you split the
scope equally—or nearly so—between the two servers. For fault tolerance, you assign most of
the available IP addresses to the primary server and few IP addresses to the backup server. To
see how split scopes could be implemented, consider the following example. The organization
has two DHCP servers configured as follows:• Server A’s primary scope is configured to use the
IPv4 address range 192.168.10.1 to 192.168.10.254 and has an exclusion range of
192.168.10.203 to 192.168.10.254.• Server B’s primary scope is configured to use the IPv4
address range 192.168.10.1 to 192.168.10.254 and has an exclusion range of 192.168.10.1 to
192.168.10.202.Here, 254 IP addresses are available, which could be used to service 200 or
more clients—most which are located on the primary subnet. You are using a DHCP server on a
central site as a backup. If the primary server goes down, the backup can respond to client
requests and handle their leases. When the primary comes back online, it handles the majority
of client leases because it’s located on the primary subnet closer to the bulk of the client
devices. Thus you achieve basic fault tolerance and availability.Although this approach is
designed to provide some redundancy and fault tolerance, it’s possible that the primary would
be offline too long and the backup DHCP server would run out of available IP addresses. If this
were to happen, no IP addresses would be available to clients seeking new leases and they
would be configured to use APIPA.Keep in mind that split scopes don’t share their lease
information. As a result, each server can assign only a subset of the available IP addresses. In



this example, the primary server has 80 percent of the assignable IP addresses and the backup
server has only 20 percent. As a result, if the primary is offline too long, the backup could run out
of assignable IP addresses much more quickly than it would if the entire pool of IP addresses
were shared.Because split scopes don’t share their address pool, you might want to use a
100/100 failover technique. Here, you make twice as many IP addresses available than are
needed. Thus, if you must provide DHCP services for 200 clients, you make at least 400 IP
addresses available to those clients. As before, each DHCP server is configured with an
identical scope range, but with different exclusions within that range. The first server gets the
first half of the scope’s IP address range and excludes the second half. The second server gets
the second half of the scope’s IP address range and excludes the first half.To make twice as
many IP addresses available than are needed, you must think carefully about the IP address
class you use and would most likely want to use a Class A or Class B network. With this in mind,
the organization’s two DHCP servers might be configured as follows:• Server A’s primary scope
is configured to use the IPv4 address range 10.0.1.1 to 10.0.10.254 and has an exclusion range
of 10.0.6.1 to 10.0.10.254. You also must block the potential broadcast addresses in the
nonexcluded range, so you also exclude 10.0.1.255, 10.0.2.255, 10.0.3.255, 10.0.4.255, and
10.0.5.255.• Server B’s primary scope is configured to use the IPv4 address range 10.0.1.1 to
10.0.10.254 and has an exclusion range of 10.0.1.1 to 10.0.5.254. You also must block the
potential broadcast addresses in the nonexcluded range, so you also exclude 10.0.6.255,
10.0.7.255, 10.0.8.255, 10.0.9.255, and 10.0.10.255.Here, more than 2,500 IP addresses are
available, which is more than twice the number needed to service the network’s 1,000 clients.
When a client starts up on the network, both DHCP servers respond. The client accepts the first
IP address offered, which could be on either Server A or Server B and which is often the server
that is closest to the client. Because both servers are configured to use the same IP address
range, both servers can service clients on that subnet. If one of the servers fails, a client using
an IP address in the excluded range of the remaining server would be allowed to obtain a new
lease.Because more than twice as many IP addresses are available, every client on the network
can obtain a lease even if one of the DHCP servers goes offline. This approach not only offers
availability and fault tolerance but also gives you flexibility. You are able to take one of the DHCP
servers offline and perform maintenance or upgrades without worrying about running out of
available IP addresses. That said, split scopes are not as dynamic as failover scopes, and
failover scopes are the preferred technique to use for availability and fault tolerance.NoteSplit
scopes apply only to IPv4 addresses. You can’t split a superscope or a scope that is part of a
superscope. You create a split scope on the DHCP server that you want to act as the primary
server by splitting an existing scope. During the split-scope creation process, you need to
specify the DHCP server with which you want to split the primary server’s scope. This additional
server acts as the secondary server for the scope. Because split scopes are a server-side
enhancement, no additional configuration is required for DHCP clients.Setting up DHCP
serversThe approach you use to set up DHCP servers depends on many factors, including the



number of clients on the network, the network configuration, and the Windows domain
implementation you are using. From a physical-server perspective, the DHCP Server service
doesn’t use a lot of system resources and can run on just about any system configured with
Windows Server 2012 R2. The DHCP Server service is, in fact, often installed as an additional
service on an existing infrastructure server or on an older server that isn’t robust enough to offer
other types of services. Either approach is fine as long as you remember the security precaution
discussed previously about not installing DHCP on a domain controller if possible. However, I
prefer to install the DHCP Server service on hardware that I know and trust. Rather than
installing it on an older system that might fail, I install it on either a workstation-class system
running Windows Server 2012 R2 or an existing infrastructure server that can handle the
additional load.Speaking of server load, a single DHCP server can handle about 10,000 clients
and about 1,000 scopes. This is, of course, if the system is a dedicated DHCP server with
adequate processing power and memory. Because DHCP is so important for client startup and
network access, I don’t trust the service to a single server, and you shouldn’t either. In most
cases you’ll want to have at least two DHCP servers on the network. If you have multiple
subnets, you might want two DHCP servers per subnet. However, configuring routers to forward
DHCP broadcasts or having DHCP relay agents reduces the need for additional servers.Many
organizations also have standby DHCP servers available. A standby DHCP server is a server
that has the DHCP Server service fully configured but has its scopes deactivated. Then, if a
primary DHCP server fails and can’t be recovered immediately, the scopes can be activated to
service clients on the network as necessary.After you select the server hardware, you should
plan the IP address ranges and exclusions you want to use. The “Planning DHCPv4 and
DHCPv6 implementations” section earlier in this chapter should have given you some good
ideas on how to configure IP address ranges and exclusions for availability and fault tolerance.
At the implementation stage, don’t forget about IP addresses that might have been assigned (or
will be assigned) to devices using static IP addresses. You should either specifically exclude
these IP address ranges or just not include them in the scopes you configure.The way you set
up DHCP services depends on whether the network in which the DHCP server will be placed is
using Active Directory domains or workgroups. With Active Directory domains, you set up DHCP
services by completing the following steps:1. Installing the DHCP Server service2. Authorizing
the DHCP server in Active Directory3. Configuring the DHCP server with the appropriate
scopes, exclusions, reservations, and options4. Activating the DHCP server’s scopesWith
workgroups, you don’t need to authorize the DHCP server in Active Directory. This means the
steps for setting up DHCP services look like this:1. Installing the DHCP Server service2.
Configuring the DHCP server with the appropriate scopes, exclusions, reservations, and
options3. Activating the DHCP server’s scopesThe sections that follow examine the related
procedures in detail.Installing the DHCP Server serviceYou install the DHCP Server service as a
server role. To install the DHCP Server service using the Add Roles And Features Wizard, follow
these steps:1. DHCP servers should be assigned a static IPv4 and IPv6 address on each subnet



they will service and to which they are connected. Ensure that the server has static IPv4 and
IPv6 addresses.2. In Server Manager, tap or click Manage and then tap or click Add Roles And
Features, or select Add Roles And Features in the Quick Start pane. This starts the Add Roles
And Features Wizard. If the wizard displays the Before You Begin page, read the Welcome text
and then tap or click Next.3. On the Installation Type page, Role-Based Or Feature-Based
Installation is selected by default. Tap or click Next.4. On the Server Selection page, you can
choose to install roles and features on running servers or virtual hard disks (VHDs). Only servers
that are running Windows Server 2012 R2 and that have been added for management in Server
Manager are listed. Either select a server from the server pool or select a server from the server
pool on which to mount a VHD. If you are adding roles and features to a VHD, tap or click
Browse and then use the Browse For Virtual Hard Disks dialog box to locate the VHD. When you
are ready to continue, tap or click Next.5. On the Select Roles page, select DHCP Server. If
additional features are required to install a role, you’ll see an additional dialog box. Tap or click
Add Features to close the dialog box, and add the required features to the server installation.
When you are ready to continue, tap or click Next three times.6. If the server on which you want
to install the DHCP Server role doesn’t have all the required binary source files, the server gets
the files through Windows Update by default or from a location specified in Group Policy. To
specify an alternate path for the required source files, click the Specify An Alternate Source Path
link, type that alternate path in the box provided, and then tap or click OK. For network shares,
type the Universal Naming Convention (UNC) path to the share, such as \
\CorpServer65\WinServer2012\. For mounted Windows images, type the WIM path prefixed with
WIM: and including the index of the image to use, such as WIM:\
\CorpServer65\WinServer2012\install.wim:4.7. After you review the installation options and save
them as necessary, tap or click Install to begin the installation process. The Installation Progress
page tracks the progress of the installation. If you close the wizard, tap or click the Notifications
icon in Server Manager and then tap or click the link provided to reopen the wizard. When Setup
finishes installing the DHCP Server role, the Installation Progress page will be updated to reflect
this. Review the installation details to ensure that all phases of the installation were completed
successfully.8. As stated in the Post-Deployment Configuration task panel, additional
configuration is required for DHCP servers. Tap or click the Complete DHCP Configuration link.
This starts the DHCP Post-Install Configuration Wizard.9. The Description page states that
DHCP Administrators and DHCP Users groups will be created in the domain for delegation of
DHCP server administration. In addition, if the DHCP server is joined to a domain, the server will
be authorized in Active Directory. Tap or click Next.10. On the Authorization page, do one of the
following to specify the credentials to use to authorize the DHCP server in Active Directory:Your
current user name is shown in the User Name box. If you have administrator privileges in the
domain of which the DHCP server is a member and you want to use your current credentials, tap
or click Commit to attempt to authorize the server using these credentials.If you want to use
alternate credentials or if you are unable to authorize the server using your current credentials,



select Use Alternate Credentials and then tap or click Specify. In the Windows Security dialog
box, enter the user name and password for the authorized account and then tap or click OK. Tap
or click Commit to attempt to authorize the server using these credentials.If you want to
authorize the DHCP server later, select Skip AD Authorization and then tap or click Commit.
Keep in mind that in domains only authorized DHCP servers can provide dynamic IP addresses
to clients.11. When the wizard finishes the post-install configuration, review the installation
details to ensure that tasks were completed successfully and then tap or click Close. Next, you
need to restart the DHCP Server service on the DHCP server so that the DHCP Administrators
and DHCP Users groups can be used. To do this, tap or click DHCP in the left pane of Server
Manager. Next, in the main pane, on the Servers panel, select the DHCP server. Finally, on the
Services panel, press and hold or right-click the entry for the DHCP server and then tap or click
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visit:IntroductionWelcome to Windows Server 2012 R2 Inside Out: Services, Security, &
Infrastructure. As the author of many popular technology books, I’ve been writing professionally
about Microsoft Windows and Windows Server since 1994. Over the years I’ve gained a unique
perspective—the kind of perspective you can gain only after working with technologies for a long
time. The advantage for you, the reader, is that my solid understanding of these technologies
allowed me to dig into Windows Server 2012 R2 architecture, internals, and configuration to see
how things really work under the hood and then pass this information on to you throughout this
book.Anyone transitioning to Windows Server 2012 R2 from Windows Server 2012 might be
surprised at just how much has been updated as changes both subtle and substantial have
been made throughout the operating system. For anyone transitioning to Windows Server 2012
R2 from Windows Server 2008 R2 or an earlier release of Windows Server, I’ll let you know right
up front that Windows Server 2012 and Windows Server 2012 R2 are substantially different from
earlier versions of Windows Server. Not only are there major changes throughout the operating
system, but also this just might be the first version of Windows Server that you manage using a
touch-based user interface. If you do end up managing it this way, mastering the touch-based UI
and the revised interface options will be essential for your success. For this reason, I discuss
both the touch UI and the traditional mouse and keyboard techniques throughout this
book.When you are working with touch UI–enabled computers, you can manipulate onscreen
elements in ways that weren’t previously possible. You can enter text using the onscreen
keyboard and manipulate onscreen elements in the following ways:• Tap. Tap an item by
touching it with your finger. A tap or double-tap of elements on the screen is generally the
equivalent of a mouse click or double-click.• Press and hold. Press your finger down and leave it
there for a few seconds. Pressing and holding elements on the screen is generally the equivalent
of a right-click.• Swipe to select. Slide an item a short distance in the opposite direction from
how the page scrolls. This selects the items and also might bring up related commands. If
pressing and holding doesn’t display commands and options for an item, try swiping to select
instead.• Swipe from edge (slide in from edge). Starting from the edge of the screen, swipe or
slide in. Sliding in from the right edge opens the Charms panel. Sliding in from the left edge
shows open apps and allows you to easily switch between them. Sliding in from the top or



bottom edge shows commands for the active element.• Pinch. Touch an item with two or more
fingers and then move those fingers toward each other. Pinching zooms out.• Stretch. Touch an
item with two or more fingers and then move those fingers away from each other. Stretching
zooms in.In this book I teach you how server roles, role services, and features work; why they
work the way they do; and how to customize them to meet your needs. Regardless of your job
title, if you’re deploying, configuring, managing, or maintaining Windows Server 2012 R2, this
book is for you. To pack in as much information as possible, I had to assume that you have basic
networking skills and a basic understanding of Windows Server and that you are familiar with
Windows commands and procedures. With this in mind, I don’t devote entire chapters to basic
skills or to why you want to use Windows Server. Instead, I focus on essential services,
infrastructure servers, and security.ConventionsThe following conventions are used in this
book:• Abbreviated menu commands. For your convenience, this book uses abbreviated menu
commands. For example, “Tap or click Tools, Track Changes, Highlight Changes” means that
you should tap or click the Tools menu, select Track Changes, and then tap or click the Highlight
Changes command.• Boldface type. Boldface type is used to indicate text that you enter or
type.• Initial Capital Letters. The first letters of the names of menus, dialog boxes, dialog box
elements, and commands are capitalized. Example: the Save As dialog box.• Italicized type.
Italicized type is used to indicate new terms.• Plus sign (+) in text. Keyboard shortcuts are
indicated by a plus sign (+) separating two key names. For example, Ctrl+Alt+Delete means that
you press the Ctrl, Alt, and Delete keys at the same time.How to reach the authorEmail:
williamstanek@aol.comWeb:Facebook:Twitter:Errata and book supportWe’ve made every effort
to ensure the accuracy of this book and its companion content. You can access updates to this
book—in the form of a list of submitted errata and their related corrections—at:If you discover an
error that is not already listed, please submit it to us at the same page.If you need additional
support, email Microsoft Press Book Support at mspinput@microsoft.com.Please note that
product support for Microsoft software and hardware is not offered through the previous
addresses. For help with Microsoft software or hardware, go to .We want to hear from youAt
Microsoft Press your satisfaction is our top priority and your feedback our most valuable asset.
Please tell us what you think of this book at:We know you’re busy, so we’ve kept it short with just
a few questions. Your answers go directly to the editors at Microsoft Press. (No personal
information will be requested.) Thanks in advance for your input!Stay in touchLet’s keep the
conversation going! We’re on Twitter: .IntroductionWelcome to Windows Server 2012 R2 Inside
Out: Services, Security, & Infrastructure. As the author of many popular technology books, I’ve
been writing professionally about Microsoft Windows and Windows Server since 1994. Over the
years I’ve gained a unique perspective—the kind of perspective you can gain only after working
with technologies for a long time. The advantage for you, the reader, is that my solid
understanding of these technologies allowed me to dig into Windows Server 2012 R2
architecture, internals, and configuration to see how things really work under the hood and then
pass this information on to you throughout this book.Anyone transitioning to Windows Server



2012 R2 from Windows Server 2012 might be surprised at just how much has been updated as
changes both subtle and substantial have been made throughout the operating system. For
anyone transitioning to Windows Server 2012 R2 from Windows Server 2008 R2 or an earlier
release of Windows Server, I’ll let you know right up front that Windows Server 2012 and
Windows Server 2012 R2 are substantially different from earlier versions of Windows Server.
Not only are there major changes throughout the operating system, but also this just might be
the first version of Windows Server that you manage using a touch-based user interface. If you
do end up managing it this way, mastering the touch-based UI and the revised interface options
will be essential for your success. For this reason, I discuss both the touch UI and the traditional
mouse and keyboard techniques throughout this book.When you are working with touch UI–
enabled computers, you can manipulate onscreen elements in ways that weren’t previously
possible. You can enter text using the onscreen keyboard and manipulate onscreen elements in
the following ways:• Tap. Tap an item by touching it with your finger. A tap or double-tap of
elements on the screen is generally the equivalent of a mouse click or double-click.• Press and
hold. Press your finger down and leave it there for a few seconds. Pressing and holding
elements on the screen is generally the equivalent of a right-click.• Swipe to select. Slide an item
a short distance in the opposite direction from how the page scrolls. This selects the items and
also might bring up related commands. If pressing and holding doesn’t display commands and
options for an item, try swiping to select instead.• Swipe from edge (slide in from edge). Starting
from the edge of the screen, swipe or slide in. Sliding in from the right edge opens the Charms
panel. Sliding in from the left edge shows open apps and allows you to easily switch between
them. Sliding in from the top or bottom edge shows commands for the active element.• Pinch.
Touch an item with two or more fingers and then move those fingers toward each other. Pinching
zooms out.• Stretch. Touch an item with two or more fingers and then move those fingers away
from each other. Stretching zooms in.In this book I teach you how server roles, role services,
and features work; why they work the way they do; and how to customize them to meet your
needs. Regardless of your job title, if you’re deploying, configuring, managing, or maintaining
Windows Server 2012 R2, this book is for you. To pack in as much information as possible, I had
to assume that you have basic networking skills and a basic understanding of Windows Server
and that you are familiar with Windows commands and procedures. With this in mind, I don’t
devote entire chapters to basic skills or to why you want to use Windows Server. Instead, I focus
on essential services, infrastructure servers, and security.ConventionsThe following conventions
are used in this book:ConventionsThe following conventions are used in this book:• Abbreviated
menu commands. For your convenience, this book uses abbreviated menu commands. For
example, “Tap or click Tools, Track Changes, Highlight Changes” means that you should tap or
click the Tools menu, select Track Changes, and then tap or click the Highlight Changes
command.• Boldface type. Boldface type is used to indicate text that you enter or type.• Initial
Capital Letters. The first letters of the names of menus, dialog boxes, dialog box elements, and
commands are capitalized. Example: the Save As dialog box.• Italicized type. Italicized type is



used to indicate new terms.• Plus sign (+) in text. Keyboard shortcuts are indicated by a plus
sign (+) separating two key names. For example, Ctrl+Alt+Delete means that you press the Ctrl,
Alt, and Delete keys at the same time.How to reach the authorEmail:
williamstanek@aol.comHow to reach the authorEmail: williamstanek@aol.comWeb: Facebook:
Twitter:Errata and book supportWe’ve made every effort to ensure the accuracy of this book and
its companion content. You can access updates to this book—in the form of a list of submitted
errata and their related corrections—at:Errata and book supportWe’ve made every effort to
ensure the accuracy of this book and its companion content. You can access updates to this
book—in the form of a list of submitted errata and their related corrections—at:If you discover an
error that is not already listed, please submit it to us at the same page.If you need additional
support, email Microsoft Press Book Support at mspinput@microsoft.com.Please note that
product support for Microsoft software and hardware is not offered through the previous
addresses. For help with Microsoft software or hardware, go to .We want to hear from youAt
Microsoft Press your satisfaction is our top priority and your feedback our most valuable asset.
Please tell us what you think of this book at:We want to hear from youAt Microsoft Press your
satisfaction is our top priority and your feedback our most valuable asset. Please tell us what you
think of this book at:We know you’re busy, so we’ve kept it short with just a few questions. Your
answers go directly to the editors at Microsoft Press. (No personal information will be
requested.) Thanks in advance for your input!Stay in touchLet’s keep the conversation going!
We’re on Twitter: .Stay in touchLet’s keep the conversation going! We’re on Twitter: .Chapter 1.
Using Remote Desktop for ManagementRemote Desktop essentialsConfiguring Remote
DesktopSupporting Remote Desktop Connection clientsSystems that run Microsoft Windows
Server 2012 R2 are the heart of any Windows network. These are the systems that provide the
essential services and applications for users and the network as a whole. As an administrator,
your job is to keep these systems running, and to do this you must be able to connect to them no
matter where they are located and no matter where you might be. Your front-line defenses in
managing systems running Windows Server 2012 R2 are the administration and the support
tools, many of which have built-in features for working remotely.To run most of the administration
tools, you must have Administrator privileges. If these aren’t included with your current account,
you need to provide the credentials for the administrator account when you see the User
Account Control prompt.The one tool you’ll use the most for system administration tasks is
Server Manager. Server Manager provides setup and configuration options for the local server
and options for managing roles, features, and related settings on any remotely manageable
server in the enterprise. On servers, Server Manager is pinned to Start and the desktop taskbar
by default. This means that you can open Server Manager by tapping or clicking the related Start
tile or by tapping or clicking the related taskbar button.Many other utilities are available for
administering Windows Server 2012 R2 systems. The tools you’ll use the most include the
following:• Control Panel. A collection of tools for managing system configuration. You can
organize Control Panel in different ways according to the view you’re using. A view is simply a



way of organizing and presenting options. Category view is the default view, and it provides
access to tools by category, tool, and key tasks. Icons view is an alternative view that lists each
tool separately by name.• Graphical administrative tools. The key tools for managing network
computers and their resources. You can access these tools by choosing them individually from
the Tools menu in Server Manager.• Administrative wizards. Tools designed to automate key
administrative tasks. You can access many administrative wizards in Server Manager—the
central administration console for Windows Server 2012 R2.• Command-line utilities. You can
launch most administrative utilities from the command line. In addition to these utilities, Windows
Server 2012 R2 provides others that are useful for working with Windows Server 2012 R2
systems.• Windows PowerShell cmdlets. Windows PowerShell is a full-featured command shell
that can use built-in commands called cmdlets, built-in programming features, and standard
command-line utilities. Use Windows PowerShell for additional flexibility in your command-line
scripting.Remote support also is an important part of administration. Although Server Manager
and related Microsoft Management Consoles (MMCs) enable you to perform remote
management, you might prefer to connect and work with remote systems as if you were logged
on locally, and Remote Desktop enables you to do this. Remote Desktop has traditionally been
the administrator’s primary method of remote support, and the technology is the subject of this
chapter.Remote Desktop essentialsUsing Remote Desktop, you can use a local area network
(LAN), a wide area network (WAN), or an Internet connection to manage computers remotely
with the Windows graphical interface. Because all the application processing is performed on
the remote system, only the data from devices such as the display, keyboard, and mouse are
transmitted over the network.Remote Desktop is part of Remote Desktop Services. Microsoft
has separated Remote Desktop Services into two operating modes:• Remote Desktop mode•
Remote Desktop Server modeYou enable and configure Remote Desktop using the System
utility in Control Panel. You set up a Remote Desktop Server by installing and configuring the
appropriate role services for the Remote Desktop Services role.To be operational, the Remote
Desktop and Remote Desktop Server modes both depend on the Remote Desktop Services
service being installed and running on the server. By default, the Remote Desktop Services
service is installed and configured to run automatically. Both features use the same client,
Remote Desktop Connection (RDC), for connecting to remote systems.NoteRemote Desktop
isn’t designed for application serving. Most productivity applications, such as Microsoft Office
Word, Outlook, and Excel, require specific environment settings that are not available through
this feature. If you want to work with these types of applications (rather than with server
applications), you should install and use the Remote Desktop Services role.No Remote Desktop
Client Access License (RD CAL) is required to use Remote Desktop. Windows Server 2012 R2
allows two active administration sessions:• One administrator can be logged on locally, and
another administrator can be logged on remotely.• Two administrators can be logged on
remotely.Most remote sessions run in admin mode. The reason for this is that the admin session
provides full functionality for administration. Standard Remote Desktop Services connections



are created as virtual sessions.Why is this important? Using admin mode, you can interact with
the server just as if you were sitting at the keyboard. This means that all notification area
messages directed to the console are visible remotely. For security, only two sessions are
allowed. If a third administrator tries to log on, the administrator will be prompted to end an
existing session so that the administrator can log on.Although it’s recommended that
administrators use admin sessions, you can use virtual sessions—hey, that’s what they’re there
for! When working with a virtual session, you can perform most administration tasks and your
key limitation is in your ability to interact with the console session itself. This means that users
logged on using a virtual session don’t see console messages or notifications, can’t install some
programs, and can’t perform tasks that require console access.You’ll want to formalize a general
policy on how Remote Desktop should be used in your organization. You don’t want multiple
administrators trying to perform administration tasks on a system because this could cause
serious problems. For example, if two administrators are both working with Disk Management,
this could cause serious problems with the volumes on the remote system. Because of this,
you’ll want to coordinate administration tasks with other administrators.Additionally, it’s important
to point out that you can’t change display settings remotely. The reason for this is that you are
working in a virtual display session whether you are running Remote Desktop in admin mode or
virtual session mode, and in a virtual display session the display settings are locked.Configuring
Remote DesktopThe two components of Remote Desktop you need to support and configure
are Remote Desktop Services for the server portion and the Remote Desktop Connection
(RDC) for the client portion.Enabling Remote Desktop on serversEnabling the Remote Desktop
mode on all servers on your network is recommended, especially for servers in remote sites that
have no local administrators. To view the current status of Remote Desktop on the server, select
Local Server in Server Manager and then check the enabled or disabled status for the Remote
Desktop entry. Just because Remote Desktop is enabled doesn’t mean that the feature is fully
configured. With that in mind, tap or click the Enabled or Disabled link for the Remote Desktop
entry. This opens the System Properties dialog box to the Remote tab, as shown in Figure
1-1.Figure 1-1 Enable Remote Desktop.You have two configuration options for enabling Remote
Desktop. You can do either of the following:• Select Allow Remote Connections To This
Computer, which allows connections from any version of Windows.• Select Allow Remote
Connections To This Computer and also select the Allow Connections Only From Computers
Running Remote Desktop With Network Level Authentication check box to allow connections
only from Windows Vista or later and from other computers with secure network
authentication.Keep in mind the following details about using Remote Desktop:• All remote
connections must be established using accounts that have passwords. If a local account on the
system doesn’t have a password, you can’t use the account to connect to the system remotely.•
If the computer is running Windows Firewall, the operating system automatically creates an
exception that allows Remote Desktop Protocol (RDP) connections to be established. The
default port used is TCP port 3389. The registry value HKEY_LOCAL_MACHINE\System



\CurrentControlSet\Control\TerminalServer\WinStations\RDP-Tcp\PortNumber controls the
actual setting.• If you are running a different firewall on the computer, you must open a port on
the firewall to allow incoming RDP connections to be established. Again, the default port used is
TCP port 3389.Inside OUTAuthentication certificate validationBefore establishing an RDP
connection, your computer validates the remote computer’s identify by default. If the remote
computer’s authentication certificate is invalid or has expired, you won’t be allowed to connect
and will see a warning prompt stating, “The authentication certificate received from the remote
computer has expired or is not valid.” Because a date/time disparity between the two computers
can make it appear that the authentication certificate is invalid, you should check the current
date and time on both computers.If you don’t want your computer to authenticate the remote
computer’s identity, you can disable this feature by setting the Server Authentication option to
Connect And Don’t Warn Me. To set the Server Authentication option, tap or click Options to
display the additional configuration tabs, tap or click the Advanced tab, and then use the
selection list on the Server Authentication panel to set the option as desired. However, disabling
authentication is significantly less secure because you can no longer be certain that you are
actually connecting to the server you think you are. A DNS exploit, for example, could retarget
your RDP session. Although session retargeting isn’t a big risk when you are working on a LAN,
it could be a more significant concern when you are connecting to a server over a WAN or an
Internet connection.Permitting and restricting remote logonBy default, all members of the
Administrators group can log on remotely. The Remote Desktop Users group has been added to
Active Directory to ease managing Remote Desktop Services users. Members of this group are
allowed to log on remotely.If you want to add a member to this group, select Local Server in
Server Manager and then tap or click the Enabled or Disabled link for the Remote Desktop entry.
This opens the System Properties dialog box to the Remote tab. In the Remote tab, tap or click
Select Users. As shown in Figure 1-2, any current members of the Remote Desktop Users group
are listed in the Remote Desktop Users dialog box. To add users or groups to the list, tap or click
Add. This opens the Select Users Or Groups dialog box.Figure 1-2 Configure Remote Desktop
users.In the Select Users Or Groups dialog box, type the name of a user in the selected or
default domain and then tap or click Check Names. If multiple matches are found, select the
name or names you want to use and then tap or click OK. If no matches are found, either you
entered an incorrect name part or you’re working with an incorrect location. Modify the name and
try again or tap or click Locations to select a new location. To add users or groups, type a
semicolon (;) and then repeat this procedure. When you tap or click OK, the users and groups
are added to the list in the Remote Desktop Users dialog box.In Group Policy, members of the
Administrators and Remote Desktop Users groups have the user right Allow Log On Through
Remote Desktop Services by default. If you modified Group Policy, you might need to double-
check to ensure that this user right is still granted to these groups. Typically, you will want to do
this through local policy on a per-machine basis. You can also do this through site, domain, and
organizational policy. Access the appropriate Group Policy Object and select Computer



Configuration, Windows Settings, Security Settings, Local Policies, and User Rights
Assignments. To see a list of users and groups currently granted this right, double-tap or double-
click Allow Log On Through Remote Desktop Services.Inside OUTRestrict remote logon through
Group PolicyIf you want to restrict users or groups from remotely administering a server, access
the appropriate Group Policy Object and expand Computer Configuration\Windows Settings
\Security Settings\Local Policies\User Rights Assignments. Double-tap or double-click Deny Log
On Through Remote Desktop Services. In the policy Properties dialog box, select Define These
Policy Settings and then tap or click Add User Or Group. In the Add User Or Group dialog box,
tap or click Browse. This displays the Select Users, Computers, Or Groups dialog box. Type the
name of the user or group for which you want to deny logon through Remote Desktop Services
and then tap or click OK. You can also change the default permissions for groups in the Remote
Desktop Services Configuration tool. For instance, you could remove Administrators from having
Full Control of the Remote Desktop Services objects.Configuring Remote Desktop through
Group PolicyRemote Desktop is part of Remote Desktop Services, and you can use Group
Policy to configure Remote Desktop Services. Microsoft recommends using Group Policy as the
first choice when you are configuring Remote Desktop Services for use with Remote Desktop.
The precedence hierarchy for Remote Desktop Services configuration is as follows:• Computer-
level Group Policy• User-level Group Policy• Local computer policy using the Remote Desktop
Services Configuration tool• User policy on the Local User And Group level• Local client
settingsYou can configure local policy on individual computers or on an organizational unit (OU)
in a domain. You can use Group Policy to configure Remote Desktop Services settings per
connection, per user, per computer, or for groups of computers in an OU of a domain. You
modify the Group Policy settings for Remote Desktop Services by using the Group Policy Object
Editor. These settings are located in Computer Configuration\Administrative Templates\Windows
Components\Remote Desktop Services and in User Configuration\Administrative Templates
\Windows Components\Remote Desktop Services.Create a separate OU for Remote Desktop
ServicesTypically, Remote Desktop is used throughout an organization, but Remote Desktop
Services servers are isolated to a particular group of servers operating in a separate OU. So if
you plan to also use Remote Desktop Services servers in the organization, you should consider
creating a separate OU for the Remote Desktop Services servers. This way you can manage
Remote Desktop Services servers separately from Remote Desktop.Tracking who’s logged
onWhen you deploy Remote Desktop Services, you can use the Remote Desktop Services
Manager to view and manage logon sessions. With Remote Desktop, you can use this as well,
but you typically don’t need all the additional options and details. A more basic way to keep track
of who is logged on to a server is to use the QUSER command. Type quser to see who is logged
on to the system on which you are running the command prompt, or type quser /
server:ServerName to see who is logged on to a remote server. Consider the following
example:Click here to view code imageUSERNAME SESSIONNAME ID STATE IDLE
TIME LOGON TIMEtedg rdp-tcp#1 1 Active . 5/04/2014 11:42 AMWrstanek



console 2 Active 2:27 5/04/2014 09:43 AMHere, there are two active sessions:•
TEDG is logged on to an active RDP session. The session ID is 1, meaning it is Session 1.•
WRSTANEK is logged on locally to the console. The session ID is 2, meaning it is Session 2.You
can also use Task Manager to view user sessions. If you want to examine user sessions on a
computer to which you are logged on locally, press Ctrl+Alt+Delete and then tap or click Task
Manager. If you want to examine user sessions on a computer to which you are logged on
remotely, press and hold or right-click the Windows button in the lower-left corner of the desktop
or Start screen and then select Task Manager.In the Task Manager dialog box, if details are not
displayed, select More Details and then tap or click the Users tab. Here, each user connection is
listed by default with user name, status, CPU utilization, and memory usage. You can add other
columns by pressing and holding or right-clicking any column header and then tapping or
clicking the columns to add. If you double-tap or double-click a user’s name, there’s an entry for
each running process. Processes are listed by name, CPU usage, and memory usage.You can
also use Task Manager to manage remote user sessions:• To disconnect a user session, select
the user entry, tap or click Disconnect, and then, when prompted to confirm the action, tap or
click Disconnect User.• To log off a user, select the user entry, tap or click Logoff, and then,
when prompted to confirm the action, tap or click Log Off User.The difference between
disconnecting a session and logging off a session is important. When you disconnect a session,
the session goes into a disconnected state and continues executing current processes. If you
log off a user, you end that user’s session, closing any applications the user was running and
ending any foreground processes the user was running as well. A foreground process is a
process being run by an active application as opposed to a background or batch process being
run independently from the user session.When you are working remotely, you can use the
Shutdown Or Sign Out options to disconnect a remote session or shut down a remote server. To
do this, press and hold or right-click the Windows button in the lower-left corner of the desktop
or Start screen. On the shortcut menu, select Shutdown Or Sign Out and then select either
Disconnect or Shutdown as appropriate.Although you can’t use the Shutdown Or Sign Out
options to shut down a remote desktop computer running Windows 8 or later, you can use the
Shutdown utility to shut down a remote desktop computer. At a prompt, enter shutdown /s to
shut down the computer or shutdown /r to shut down and restart the computer.Supporting
Remote Desktop Connection clientsThe Remote Desktop Connection client is the Remote
Desktop Services client. It uses the Microsoft Remote Desktop Protocol (RDP) version 6.0 or
later. Clients can use the Remote Desktop Connection client to connect to a remote server or
workstation that has been set up to be administered remotely.Remote Desktop Connection
clientMost current versions of Windows include the Remote Desktop Connection client. The
features you should be aware of when supporting RDC are the following:• Custom display
resolutions allow for high-color and full-screen viewing. Resolutions of 1680 × 1920, 1920 ×
1200, and higher are fully supported. To set the resolution from a command prompt or from the
Search box, add the /w and /h options, such as mstsc /w:1920 /h:1200. In an RDP file, you can



set the screen size using desktopwidth and desktopheight, such as desktopwidth:i:1920 or
desktopheight:i:1200.• Monitor spanning settings enable you to display remote sessions across
multiple monitors. All monitors must be horizontally aligned and use the same resolution. The
maximum resolution across all monitors shouldn’t exceed 4096 × 2048. To enable monitor
spanning from a command prompt or from the Search box, add the /span option, such as mstsc /
span. In an RDP file, you can enable spanning by typing Use Span:i:1.• As an alternative to
monitor spanning, you can enable multiple monitor support to expand a remote session across
all the monitors on your local computer regardless of the monitor configuration. To enable
multiple monitor support from a command prompt or from the Search box, add the /multimon
option, such as mstsc /multimon. In an RDP file you can enable spanning by typing Use
Multimon:i:1. You also can just select the Use All Monitors For The Remote Session check box
in the Display tab.• By default, data sent between the client and the server is encrypted at the
maximum key strength supported by the client. If you configure RDP on your Remote Desktop
Services server to require high encryption, a client can make a connection only if it supports 128-
bit or higher encryption.• If a connection is interrupted or lost while you are performing a task,
the client software attempts to reconnect to the session and, in the interim, processing continues
on the server so that any running processes can be finished without interruption. If for some
reason you are unable to log on remotely after you are disconnected, you can access your logon
session by logging on locally.Enhanced experience settings include font smoothing and display
data prioritization. Font smoothing ensures that computer fonts appear clear and smooth (as
long as the desktop has ClearType enabled). Display data prioritization gives priority to display,
keyboard, and mouse data over other types of data, such as printing or file transfers. The default
bandwidth ratio is 70:30. This means that display and input data is allocated 70 percent of the
bandwidth and all other traffic, such as file transfers or print jobs, is allocated 30 percent of the
bandwidth.You can adjust the data prioritization settings by making changes to the registry of
the Remote Desktop Services server. Change the value of the following entries under the
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\TermDD subkey:•
FlowControlDisable• FlowControlDisplayBandwidth• FlowControlChannelBandwidth•
FlowControlChargePostCompressionWhen working with flow control, keep the following in
mind:• If these entries don’t appear, you can create them. To do this, press and hold or right-click
TermDD, point to New, and then tap or click DWORD (32-bit) Value.• You can disable display
data prioritization completely by setting the value of FlowControlDisable to 1. If you do this, all
requests are handled on a first-in-first-out basis and other registry settings are ignored.• You can
set the relative bandwidth priority for display and input data by setting the
FlowControlDisplayBandwidth value. The default value is 70. The maximum allowed value is
255.• You can set the relative bandwidth priority for other data, such as file transfers or print jobs,
by setting the FlowControlChannelBandwidth value. The default value is 30. The maximum
allowed value is 255.• The bandwidth ratio for display data prioritization is based on the values
you set. For example, if you set FlowControlDisplayBandwidth to 200 and



FlowControlChannelBandwidth to 50, the ratio is 200:50 (or 4:1), so display and input data is
allocated 80 percent of the bandwidth.• The FlowControlChargePostCompression value
determines whether the bandwidth allocation is based on the precompression or
postcompression data size. The default value is 0, which means that the calculation is based on
the size of the data before it’s compressed. This is the value you’ll usually want to use. This
setting ensures that the client doesn’t have to wait or perform compression calculations prior to
sending data.• If you make any changes to the registry values, you need to restart the Remote
Desktop Services for the changes to take effect.Resource redirection enables the client
computer to handle audio, mapped drives, ports, printers, and certain key combinations. If an
application generates audio feedback, such as an error notification, this can be redirected to the
client. Key combinations that perform application functions are passed to the remote server,
except for Ctrl+Alt+Delete, which is handled by the client computer. Local devices such as
drives, printers, and serial ports are also available. Because both local and network drives are
available on the client, users can easily access local drives and transfer files between the client
and the server.Plug and Play device redirection extends the resource redirection features to
enable locally connected and supported Plug and Play devices to be installed on and used with
a remote computer. You can now redirect media players that support Media Transfer Protocol
(MTP) and digital cameras that support Picture Transfer Protocol (PTP). Plug and Play
notifications will appear in the taskbar on the remote computer. When you start a remote session
for the first time after connecting a supported device locally, you should see the device become
installed automatically on the remote computer. After the redirected device is installed on the
remote computer, the device is available for use in your session with the remote computer. For
example, if you are redirecting a Windows Portable Device (WPD), such as a digital camera, you
can access the device directly from a remote application.You can control Plug and Play device
redirection in the Client Settings tab in the Remote Desktop Services Configuration tool
(tsconfig.msc). Use the Supported Plug And Play Devices options. You can also control Plug and
Play device redirection by using Group Policy. To do this, you can use the Do Not Allow
Supported Plug And Play Device Redirection policy setting in the Administrative Templates for
Computer Configuration under Windows Components\Remote Desktop Services\Remote
Desktop Session Host\Device and Resource Redirection. You can find several related policy
settings under Computer Configuration\Administrative Templates\System\Device Installation
\Device Installation Restrictions.Running the Remote Desktop Connection clientAs discussed
previously, you now can open two administrator sessions on computers that run Windows
Server 2012 R2 without needing an RD CAL. The use of an admin or console session greatly
enhances your capabilities as an administrator to successfully execute programs, applications,
and processes that will not run in a virtual session.There are several ways to start the Remote
Desktop Connection client:• Run in admin mode. Admin mode is used by administrators to
enable full interaction with the console of the remote system. To run the client in admin mode,
type mstsc/admin at the command prompt or in the Apps Search box.• Run in virtual session



mode. Virtual session mode is used by administrators and users to start a virtual session on a
remote system. To run the client in virtual session mode, type mstsc at the command prompt or
in the Apps Search box.After the client is started, enter the name or Internet Protocol (IP)
address of the computer to which you want to connect, as shown in Figure 1-3. If you don’t know
the name of the computer, you may be able to use the drop-down list. This list displays
computers to which you’ve previously connected.Figure 1-3 Specify the remote computer with
which to establish a connection.By default, Windows uses your current user name and domain
to log on to the remote computer. If you want to use different account information, tap or click
Options and then enter your user name in the field provided. (See Figure 1-4.) To set the
domain, you can enter your user name in the DOMAIN\USERNAME format, such as ADATUM
\WILLIAMS. Select the Allow Me To Save Credentials check box to enable automatic logon if
desired.Figure 1-4 Set RDC options.NoteEven if you select the Allow Me To Save Credentials
check box, you might be prompted to enter your password during the logon process. This
depends on your network’s policies and the configuration of the Remote Desktop Services
server.There are six tabs you can use to change the client settings:• General. You might want to
use these options to save keystrokes by adding logon information. Rather than typing in your
settings each time, you can save the connection settings and load them when you want to make
a connection.To save the current connection settings, tap or click Save As and then use the
Save As dialog box to save the .rdp file for the connection.To load previously saved connection
settings, tap or click Open and then use the Open dialog box to find and open the previously
saved connection settings.• Display. The default settings for RDC are full-screen and high-color.
You can modify these settings here.Use the Display Configuration option to set the screen size.
The size options available depend on the display size on the local computer.Use the Colors
option to choose the preferred color depth. The default is 32-bit highest-quality color, but
settings on the remote computer might override this setting.• Local Resources. You can modify
the way the resource and device redirection work, including audio redirection, keystroke
combination redirection, and local device and resource redirection.By default, remote computer
sound is redirected to the local computer. Using the Remote Audio option, you can change the
default setting by selecting Do Not Play or Play On Remote Computer.By default, when you are
working in full-screen mode, key combinations such as Alt+Tab and Ctrl+Esc are redirected to
the remote system and Ctrl+Alt+Delete is handled locally. Using Apply Windows Key
Combinations, you can change this behavior so that key combinations are sent to the local
computer or the remote computer only. However, if you send key combinations to the remote
computer only, you could get into a situation in which you can’t log on locally.By default, local
printers are connected automatically when users are logged on to the remote computer. This
makes it easy to print to your currently configured printers when you are working with a remote
system.By default, anything you copy to the remote computer’s Clipboard is copied to the local
computer’s Clipboard. This makes it easy to copy from a remote source and paste into a local
source.To see additional options, tap or click More on the Local Devices And Resource panel.



By default, the additional options ensure that smart cards connected to a remote computer are
available for use in your remote session. You can also connect serial ports, local disk drives, and
supported Plug and Play devices to make them available for use. Drives and supported devices
can be selected by name, or you can just select the Drives and Supported Plug And Play
Devices options to make all drives and devices available for use. Selecting drives allows you to
easily transfer files between the local computer and the remote computer. Selecting Plug and
Play devices allows you to work with supported devices, including media players and digital
cameras.• Programs. From this dialog box, you can configure the execution of programs when a
session starts. Select the Start The Following Program On Connection check box and then set
the program path or file name and the start folder for the program.• Experience. You can select
the connection speed and other network performance settings. For optimal performance,
choose the connection speed you are using, such as Modem (56 Kbps) or LAN (10 Mbps or
higher), and allow only bitmap caching.Other options you can allow include Desktop
Background, Font Smoothing, Desktop Composition, Show Window Contents While Dragging,
Menu And Window Animation, and Visual Styles. If you select these additional check boxes, you
cause additional processing on the remote system and additional network traffic, which can slow
down performance. Desktop composition creates an enhanced desktop as long as you installed
the Desktop Experience feature on the Remote Desktop Services servers and clients that are
using Windows Vista or later. Font Smoothing allows the client to pass through ClearType fonts
as long as Clear Type is enabled (which is the default setting).By default, Reconnect If
Connection Is Dropped is selected. If the session is interrupted, the RDC will try to reconnect it
automatically. Getting disconnected from a connection doesn’t stop processing. The session will
go into a disconnected state and continue executing whatever processes the session was
running.• Advanced. You can select these options to control the use of server authentication and
the Remote Desktop Gateway feature. By default, the RDP client is configured to warn you if the
authentication protocols fail and automatically detect RD Gateway settings.When you tap or
click Connect, you are connected to the remote system. Enter your account password if
prompted and then tap or click OK. If the connection is successful, you’ll see the Remote
Desktop window on the selected computer and you’ll be able to work with resources on the
computer. In the case of a failed connection, check the information you provided and then try to
connect again.When you are working in full-screen mode, a connection bar is displayed at the
top of the screen. On the left side of the connection bar is a push pin. If you tap or click the push
pin, it unpins the connection bar so that the bar disappears when you move the mouse away. To
make the bar reappear, you need to point the mouse to the top part of the screen. On the right
side of the connection bar are several other buttons. The first button switches you to the local
desktop. The second button switches between full mode and tile display mode. The third button
disconnects the remote session.Disconnecting from a session does not end a session. The
session continues to run on the server, and this uses resources and can prevent other users
from connecting because only one console session and two virtual sessions are allowed. The



proper way to end a session is to sign off the remote computer just as you would a local
computer. In the Remote Desktop Connection window, press and hold or right-click the Windows
button in the lower-left corner of the desktop or Start screen. On the shortcut menu, select
Shutdown Or Sign Out and then select Sign Out.CautionDon’t try to log off the remote session
by pressing Ctrl+Alt+Delete and tapping or clicking Logoff. Doing this will log you off the console
session on your local client but still leave the remote session running on the Remote Desktop
Server.Connecting to a virtual machine in Windows AzureFor a virtual machine that is running
the Windows Server operating system in a Windows Azure environment, you use the Connect
button in the Windows Azure Management Portal to start a Remote Desktop Connection. When
you set up a new virtual machine using the Windows Azure Management Portal, you specify the
TCP port for Remote Desktop connections and the TCP port for remote Windows PowerShell
connections.By default, TCP port 3389 is used for Remote Desktop connections to virtual
machines and TCP port 5986 is used for remote Windows PowerShell connections to virtual
machines. Although these ports may be open on your company’s firewall, any nonstandard ports
that you configure as alternatives will need to be accessible through your company’s firewall to
access external virtual machines.You can establish a Remote Desktop connection to a virtual
machine in a Windows Azure environment by completing the following steps:1. In a web
browser, enter in the Address box.2. Sign in to Windows Azure by entering the email address
and password of an authorized Microsoft account and then selecting Sign In.3. In the Windows
Azure Management Portal, click Virtual Machines and then select the virtual machine you want
to work with.4. The main pane provides options for working with the selected virtual machine.
Choose Dashboard.5. On the command bar, click Connect. When prompted by the web
browser, click Open to open the remote desktop protocol file for the virtual machine in Remote
Desktop Connection (mstsc.exe).6. You’ll see a warning prompt that the publisher of the remote
connection can’t be identified. Click Connect to proceed.7. In the Windows Security dialog box,
enter the credentials for an account authorized to log on to the virtual machine. For your first
logon, enter the user name and password of the administrator account that was created when
you deployed the new virtual machine.8. You’ll see a warning prompt that the identity of the
remote connection can’t be verified. Click Yes to proceed.9. Use Remote Desktop Connection to
work with the virtual machine just as you would any other remote server.Chapter 1. Using
Remote Desktop for ManagementRemote Desktop essentialsConfiguring Remote
DesktopSupporting Remote Desktop Connection clientsSystems that run Microsoft Windows
Server 2012 R2 are the heart of any Windows network. These are the systems that provide the
essential services and applications for users and the network as a whole. As an administrator,
your job is to keep these systems running, and to do this you must be able to connect to them no
matter where they are located and no matter where you might be. Your front-line defenses in
managing systems running Windows Server 2012 R2 are the administration and the support
tools, many of which have built-in features for working remotely.To run most of the administration
tools, you must have Administrator privileges. If these aren’t included with your current account,



you need to provide the credentials for the administrator account when you see the User
Account Control prompt.The one tool you’ll use the most for system administration tasks is
Server Manager. Server Manager provides setup and configuration options for the local server
and options for managing roles, features, and related settings on any remotely manageable
server in the enterprise. On servers, Server Manager is pinned to Start and the desktop taskbar
by default. This means that you can open Server Manager by tapping or clicking the related Start
tile or by tapping or clicking the related taskbar button.Many other utilities are available for
administering Windows Server 2012 R2 systems. The tools you’ll use the most include the
following:• Control Panel. A collection of tools for managing system configuration. You can
organize Control Panel in different ways according to the view you’re using. A view is simply a
way of organizing and presenting options. Category view is the default view, and it provides
access to tools by category, tool, and key tasks. Icons view is an alternative view that lists each
tool separately by name.• Graphical administrative tools. The key tools for managing network
computers and their resources. You can access these tools by choosing them individually from
the Tools menu in Server Manager.• Administrative wizards. Tools designed to automate key
administrative tasks. You can access many administrative wizards in Server Manager—the
central administration console for Windows Server 2012 R2.• Command-line utilities. You can
launch most administrative utilities from the command line. In addition to these utilities, Windows
Server 2012 R2 provides others that are useful for working with Windows Server 2012 R2
systems.• Windows PowerShell cmdlets. Windows PowerShell is a full-featured command shell
that can use built-in commands called cmdlets, built-in programming features, and standard
command-line utilities. Use Windows PowerShell for additional flexibility in your command-line
scripting.Remote support also is an important part of administration. Although Server Manager
and related Microsoft Management Consoles (MMCs) enable you to perform remote
management, you might prefer to connect and work with remote systems as if you were logged
on locally, and Remote Desktop enables you to do this. Remote Desktop has traditionally been
the administrator’s primary method of remote support, and the technology is the subject of this
chapter.Remote Desktop essentialsUsing Remote Desktop, you can use a local area network
(LAN), a wide area network (WAN), or an Internet connection to manage computers remotely
with the Windows graphical interface. Because all the application processing is performed on
the remote system, only the data from devices such as the display, keyboard, and mouse are
transmitted over the network.Remote Desktop essentialsUsing Remote Desktop, you can use a
local area network (LAN), a wide area network (WAN), or an Internet connection to manage
computers remotely with the Windows graphical interface. Because all the application
processing is performed on the remote system, only the data from devices such as the display,
keyboard, and mouse are transmitted over the network.Remote Desktop is part of Remote
Desktop Services. Microsoft has separated Remote Desktop Services into two operating
modes:• Remote Desktop mode• Remote Desktop Server modeYou enable and configure
Remote Desktop using the System utility in Control Panel. You set up a Remote Desktop Server



by installing and configuring the appropriate role services for the Remote Desktop Services
role.To be operational, the Remote Desktop and Remote Desktop Server modes both depend
on the Remote Desktop Services service being installed and running on the server. By default,
the Remote Desktop Services service is installed and configured to run automatically. Both
features use the same client, Remote Desktop Connection (RDC), for connecting to remote
systems.NoteRemote Desktop isn’t designed for application serving. Most productivity
applications, such as Microsoft Office Word, Outlook, and Excel, require specific environment
settings that are not available through this feature. If you want to work with these types of
applications (rather than with server applications), you should install and use the Remote
Desktop Services role.NoteRemote Desktop isn’t designed for application serving. Most
productivity applications, such as Microsoft Office Word, Outlook, and Excel, require specific
environment settings that are not available through this feature. If you want to work with these
types of applications (rather than with server applications), you should install and use the
Remote Desktop Services role.No Remote Desktop Client Access License (RD CAL) is required
to use Remote Desktop. Windows Server 2012 R2 allows two active administration sessions:•
One administrator can be logged on locally, and another administrator can be logged on
remotely.• Two administrators can be logged on remotely.Most remote sessions run in admin
mode. The reason for this is that the admin session provides full functionality for administration.
Standard Remote Desktop Services connections are created as virtual sessions.Why is this
important? Using admin mode, you can interact with the server just as if you were sitting at the
keyboard. This means that all notification area messages directed to the console are visible
remotely. For security, only two sessions are allowed. If a third administrator tries to log on, the
administrator will be prompted to end an existing session so that the administrator can log
on.Although it’s recommended that administrators use admin sessions, you can use virtual
sessions—hey, that’s what they’re there for! When working with a virtual session, you can
perform most administration tasks and your key limitation is in your ability to interact with the
console session itself. This means that users logged on using a virtual session don’t see
console messages or notifications, can’t install some programs, and can’t perform tasks that
require console access.You’ll want to formalize a general policy on how Remote Desktop should
be used in your organization. You don’t want multiple administrators trying to perform
administration tasks on a system because this could cause serious problems. For example, if
two administrators are both working with Disk Management, this could cause serious problems
with the volumes on the remote system. Because of this, you’ll want to coordinate administration
tasks with other administrators.Additionally, it’s important to point out that you can’t change
display settings remotely. The reason for this is that you are working in a virtual display session
whether you are running Remote Desktop in admin mode or virtual session mode, and in a
virtual display session the display settings are locked.Configuring Remote DesktopThe two
components of Remote Desktop you need to support and configure are Remote Desktop
Services for the server portion and the Remote Desktop Connection (RDC) for the client



portion.Configuring Remote DesktopThe two components of Remote Desktop you need to
support and configure are Remote Desktop Services for the server portion and the Remote
Desktop Connection (RDC) for the client portion.Enabling Remote Desktop on serversEnabling
the Remote Desktop mode on all servers on your network is recommended, especially for
servers in remote sites that have no local administrators. To view the current status of Remote
Desktop on the server, select Local Server in Server Manager and then check the enabled or
disabled status for the Remote Desktop entry. Just because Remote Desktop is enabled doesn’t
mean that the feature is fully configured. With that in mind, tap or click the Enabled or Disabled
link for the Remote Desktop entry. This opens the System Properties dialog box to the Remote
tab, as shown in Figure 1-1.Enabling Remote Desktop on serversEnabling the Remote Desktop
mode on all servers on your network is recommended, especially for servers in remote sites that
have no local administrators. To view the current status of Remote Desktop on the server, select
Local Server in Server Manager and then check the enabled or disabled status for the Remote
Desktop entry. Just because Remote Desktop is enabled doesn’t mean that the feature is fully
configured. With that in mind, tap or click the Enabled or Disabled link for the Remote Desktop
entry. This opens the System Properties dialog box to the Remote tab, as shown in Figure
1-1.Figure 1-1 Enable Remote Desktop.You have two configuration options for enabling Remote
Desktop. You can do either of the following:• Select Allow Remote Connections To This
Computer, which allows connections from any version of Windows.• Select Allow Remote
Connections To This Computer and also select the Allow Connections Only From Computers
Running Remote Desktop With Network Level Authentication check box to allow connections
only from Windows Vista or later and from other computers with secure network
authentication.Keep in mind the following details about using Remote Desktop:• All remote
connections must be established using accounts that have passwords. If a local account on the
system doesn’t have a password, you can’t use the account to connect to the system remotely.•
If the computer is running Windows Firewall, the operating system automatically creates an
exception that allows Remote Desktop Protocol (RDP) connections to be established. The
default port used is TCP port 3389. The registry value HKEY_LOCAL_MACHINE\System
\CurrentControlSet\Control\TerminalServer\WinStations\RDP-Tcp\PortNumber controls the
actual setting.• If you are running a different firewall on the computer, you must open a port on
the firewall to allow incoming RDP connections to be established. Again, the default port used is
TCP port 3389.Inside OUTAuthentication certificate validationBefore establishing an RDP
connection, your computer validates the remote computer’s identify by default. If the remote
computer’s authentication certificate is invalid or has expired, you won’t be allowed to connect
and will see a warning prompt stating, “The authentication certificate received from the remote
computer has expired or is not valid.” Because a date/time disparity between the two computers
can make it appear that the authentication certificate is invalid, you should check the current
date and time on both computers.If you don’t want your computer to authenticate the remote
computer’s identity, you can disable this feature by setting the Server Authentication option to



Connect And Don’t Warn Me. To set the Server Authentication option, tap or click Options to
display the additional configuration tabs, tap or click the Advanced tab, and then use the
selection list on the Server Authentication panel to set the option as desired. However, disabling
authentication is significantly less secure because you can no longer be certain that you are
actually connecting to the server you think you are. A DNS exploit, for example, could retarget
your RDP session. Although session retargeting isn’t a big risk when you are working on a LAN,
it could be a more significant concern when you are connecting to a server over a WAN or an
Internet connection.Inside OUTAuthentication certificate validationBefore establishing an RDP
connection, your computer validates the remote computer’s identify by default. If the remote
computer’s authentication certificate is invalid or has expired, you won’t be allowed to connect
and will see a warning prompt stating, “The authentication certificate received from the remote
computer has expired or is not valid.” Because a date/time disparity between the two computers
can make it appear that the authentication certificate is invalid, you should check the current
date and time on both computers.If you don’t want your computer to authenticate the remote
computer’s identity, you can disable this feature by setting the Server Authentication option to
Connect And Don’t Warn Me. To set the Server Authentication option, tap or click Options to
display the additional configuration tabs, tap or click the Advanced tab, and then use the
selection list on the Server Authentication panel to set the option as desired. However, disabling
authentication is significantly less secure because you can no longer be certain that you are
actually connecting to the server you think you are. A DNS exploit, for example, could retarget
your RDP session. Although session retargeting isn’t a big risk when you are working on a LAN,
it could be a more significant concern when you are connecting to a server over a WAN or an
Internet connection.Permitting and restricting remote logonBy default, all members of the
Administrators group can log on remotely. The Remote Desktop Users group has been added to
Active Directory to ease managing Remote Desktop Services users. Members of this group are
allowed to log on remotely.Permitting and restricting remote logonBy default, all members of the
Administrators group can log on remotely. The Remote Desktop Users group has been added to
Active Directory to ease managing Remote Desktop Services users. Members of this group are
allowed to log on remotely.If you want to add a member to this group, select Local Server in
Server Manager and then tap or click the Enabled or Disabled link for the Remote Desktop entry.
This opens the System Properties dialog box to the Remote tab. In the Remote tab, tap or click
Select Users. As shown in Figure 1-2, any current members of the Remote Desktop Users group
are listed in the Remote Desktop Users dialog box. To add users or groups to the list, tap or click
Add. This opens the Select Users Or Groups dialog box.Figure 1-2 Configure Remote Desktop
users.In the Select Users Or Groups dialog box, type the name of a user in the selected or
default domain and then tap or click Check Names. If multiple matches are found, select the
name or names you want to use and then tap or click OK. If no matches are found, either you
entered an incorrect name part or you’re working with an incorrect location. Modify the name and
try again or tap or click Locations to select a new location. To add users or groups, type a



semicolon (;) and then repeat this procedure. When you tap or click OK, the users and groups
are added to the list in the Remote Desktop Users dialog box.In Group Policy, members of the
Administrators and Remote Desktop Users groups have the user right Allow Log On Through
Remote Desktop Services by default. If you modified Group Policy, you might need to double-
check to ensure that this user right is still granted to these groups. Typically, you will want to do
this through local policy on a per-machine basis. You can also do this through site, domain, and
organizational policy. Access the appropriate Group Policy Object and select Computer
Configuration, Windows Settings, Security Settings, Local Policies, and User Rights
Assignments. To see a list of users and groups currently granted this right, double-tap or double-
click Allow Log On Through Remote Desktop Services.Inside OUTRestrict remote logon through
Group PolicyIf you want to restrict users or groups from remotely administering a server, access
the appropriate Group Policy Object and expand Computer Configuration\Windows Settings
\Security Settings\Local Policies\User Rights Assignments. Double-tap or double-click Deny Log
On Through Remote Desktop Services. In the policy Properties dialog box, select Define These
Policy Settings and then tap or click Add User Or Group. In the Add User Or Group dialog box,
tap or click Browse. This displays the Select Users, Computers, Or Groups dialog box. Type the
name of the user or group for which you want to deny logon through Remote Desktop Services
and then tap or click OK. You can also change the default permissions for groups in the Remote
Desktop Services Configuration tool. For instance, you could remove Administrators from having
Full Control of the Remote Desktop Services objects.Inside OUTRestrict remote logon through
Group PolicyIf you want to restrict users or groups from remotely administering a server, access
the appropriate Group Policy Object and expand Computer Configuration\Windows Settings
\Security Settings\Local Policies\User Rights Assignments. Double-tap or double-click Deny Log
On Through Remote Desktop Services. In the policy Properties dialog box, select Define These
Policy Settings and then tap or click Add User Or Group. In the Add User Or Group dialog box,
tap or click Browse. This displays the Select Users, Computers, Or Groups dialog box. Type the
name of the user or group for which you want to deny logon through Remote Desktop Services
and then tap or click OK. You can also change the default permissions for groups in the Remote
Desktop Services Configuration tool. For instance, you could remove Administrators from having
Full Control of the Remote Desktop Services objects.Configuring Remote Desktop through
Group PolicyRemote Desktop is part of Remote Desktop Services, and you can use Group
Policy to configure Remote Desktop Services. Microsoft recommends using Group Policy as the
first choice when you are configuring Remote Desktop Services for use with Remote Desktop.
The precedence hierarchy for Remote Desktop Services configuration is as follows:Configuring
Remote Desktop through Group PolicyRemote Desktop is part of Remote Desktop Services,
and you can use Group Policy to configure Remote Desktop Services. Microsoft recommends
using Group Policy as the first choice when you are configuring Remote Desktop Services for
use with Remote Desktop. The precedence hierarchy for Remote Desktop Services
configuration is as follows:• Computer-level Group Policy• User-level Group Policy• Local



computer policy using the Remote Desktop Services Configuration tool• User policy on the
Local User And Group level• Local client settingsYou can configure local policy on individual
computers or on an organizational unit (OU) in a domain. You can use Group Policy to configure
Remote Desktop Services settings per connection, per user, per computer, or for groups of
computers in an OU of a domain. You modify the Group Policy settings for Remote Desktop
Services by using the Group Policy Object Editor. These settings are located in Computer
Configuration\Administrative Templates\Windows Components\Remote Desktop Services and
in User Configuration\Administrative Templates\Windows Components\Remote Desktop
Services.Create a separate OU for Remote Desktop ServicesTypically, Remote Desktop is used
throughout an organization, but Remote Desktop Services servers are isolated to a particular
group of servers operating in a separate OU. So if you plan to also use Remote Desktop
Services servers in the organization, you should consider creating a separate OU for the
Remote Desktop Services servers. This way you can manage Remote Desktop Services
servers separately from Remote Desktop.Create a separate OU for Remote Desktop
ServicesTypically, Remote Desktop is used throughout an organization, but Remote Desktop
Services servers are isolated to a particular group of servers operating in a separate OU. So if
you plan to also use Remote Desktop Services servers in the organization, you should consider
creating a separate OU for the Remote Desktop Services servers. This way you can manage
Remote Desktop Services servers separately from Remote Desktop.Tracking who’s logged
onWhen you deploy Remote Desktop Services, you can use the Remote Desktop Services
Manager to view and manage logon sessions. With Remote Desktop, you can use this as well,
but you typically don’t need all the additional options and details. A more basic way to keep track
of who is logged on to a server is to use the QUSER command. Type quser to see who is logged
on to the system on which you are running the command prompt, or type quser /
server:ServerName to see who is logged on to a remote server. Consider the following
example:Tracking who’s logged onWhen you deploy Remote Desktop Services, you can use the
Remote Desktop Services Manager to view and manage logon sessions. With Remote Desktop,
you can use this as well, but you typically don’t need all the additional options and details. A
more basic way to keep track of who is logged on to a server is to use the QUSER command.
Type quser to see who is logged on to the system on which you are running the command
prompt, or type quser /server:ServerName to see who is logged on to a remote server. Consider
the following example:Click here to view code imageUSERNAME SESSIONNAME ID
STATE IDLE TIME LOGON TIMEtedg rdp-tcp#1 1 Active . 5/04/2014 11:42
AMWrstanek console 2 Active 2:27 5/04/2014 09:43 AMHere, there are two
active sessions:• TEDG is logged on to an active RDP session. The session ID is 1, meaning it is
Session 1.• WRSTANEK is logged on locally to the console. The session ID is 2, meaning it is
Session 2.You can also use Task Manager to view user sessions. If you want to examine user
sessions on a computer to which you are logged on locally, press Ctrl+Alt+Delete and then tap
or click Task Manager. If you want to examine user sessions on a computer to which you are



logged on remotely, press and hold or right-click the Windows button in the lower-left corner of
the desktop or Start screen and then select Task Manager.In the Task Manager dialog box, if
details are not displayed, select More Details and then tap or click the Users tab. Here, each
user connection is listed by default with user name, status, CPU utilization, and memory usage.
You can add other columns by pressing and holding or right-clicking any column header and
then tapping or clicking the columns to add. If you double-tap or double-click a user’s name,
there’s an entry for each running process. Processes are listed by name, CPU usage, and
memory usage.You can also use Task Manager to manage remote user sessions:• To
disconnect a user session, select the user entry, tap or click Disconnect, and then, when
prompted to confirm the action, tap or click Disconnect User.• To log off a user, select the user
entry, tap or click Logoff, and then, when prompted to confirm the action, tap or click Log Off
User.The difference between disconnecting a session and logging off a session is important.
When you disconnect a session, the session goes into a disconnected state and continues
executing current processes. If you log off a user, you end that user’s session, closing any
applications the user was running and ending any foreground processes the user was running
as well. A foreground process is a process being run by an active application as opposed to a
background or batch process being run independently from the user session.When you are
working remotely, you can use the Shutdown Or Sign Out options to disconnect a remote
session or shut down a remote server. To do this, press and hold or right-click the Windows
button in the lower-left corner of the desktop or Start screen. On the shortcut menu, select
Shutdown Or Sign Out and then select either Disconnect or Shutdown as appropriate.Although
you can’t use the Shutdown Or Sign Out options to shut down a remote desktop computer
running Windows 8 or later, you can use the Shutdown utility to shut down a remote desktop
computer. At a prompt, enter shutdown /s to shut down the computer or shutdown /r to shut
down and restart the computer.Supporting Remote Desktop Connection clientsThe Remote
Desktop Connection client is the Remote Desktop Services client. It uses the Microsoft Remote
Desktop Protocol (RDP) version 6.0 or later. Clients can use the Remote Desktop Connection
client to connect to a remote server or workstation that has been set up to be administered
remotely.Supporting Remote Desktop Connection clientsThe Remote Desktop Connection
client is the Remote Desktop Services client. It uses the Microsoft Remote Desktop Protocol
(RDP) version 6.0 or later. Clients can use the Remote Desktop Connection client to connect to
a remote server or workstation that has been set up to be administered remotely.Remote
Desktop Connection clientMost current versions of Windows include the Remote Desktop
Connection client. The features you should be aware of when supporting RDC are the
following:Remote Desktop Connection clientMost current versions of Windows include the
Remote Desktop Connection client. The features you should be aware of when supporting RDC
are the following:• Custom display resolutions allow for high-color and full-screen viewing.
Resolutions of 1680 × 1920, 1920 × 1200, and higher are fully supported. To set the resolution
from a command prompt or from the Search box, add the /w and /h options, such as mstsc /



w:1920 /h:1200. In an RDP file, you can set the screen size using desktopwidth and
desktopheight, such as desktopwidth:i:1920 or desktopheight:i:1200.• Monitor spanning
settings enable you to display remote sessions across multiple monitors. All monitors must be
horizontally aligned and use the same resolution. The maximum resolution across all monitors
shouldn’t exceed 4096 × 2048. To enable monitor spanning from a command prompt or from the
Search box, add the /span option, such as mstsc /span. In an RDP file, you can enable spanning
by typing Use Span:i:1.• As an alternative to monitor spanning, you can enable multiple monitor
support to expand a remote session across all the monitors on your local computer regardless of
the monitor configuration. To enable multiple monitor support from a command prompt or from
the Search box, add the /multimon option, such as mstsc /multimon. In an RDP file you can
enable spanning by typing Use Multimon:i:1. You also can just select the Use All Monitors For
The Remote Session check box in the Display tab.• By default, data sent between the client and
the server is encrypted at the maximum key strength supported by the client. If you configure
RDP on your Remote Desktop Services server to require high encryption, a client can make a
connection only if it supports 128-bit or higher encryption.• If a connection is interrupted or lost
while you are performing a task, the client software attempts to reconnect to the session and, in
the interim, processing continues on the server so that any running processes can be finished
without interruption. If for some reason you are unable to log on remotely after you are
disconnected, you can access your logon session by logging on locally.Enhanced experience
settings include font smoothing and display data prioritization. Font smoothing ensures that
computer fonts appear clear and smooth (as long as the desktop has ClearType enabled).
Display data prioritization gives priority to display, keyboard, and mouse data over other types of
data, such as printing or file transfers. The default bandwidth ratio is 70:30. This means that
display and input data is allocated 70 percent of the bandwidth and all other traffic, such as file
transfers or print jobs, is allocated 30 percent of the bandwidth.You can adjust the data
prioritization settings by making changes to the registry of the Remote Desktop Services server.
Change the value of the following entries under the HKEY_LOCAL_MACHINE\SYSTEM
\CurrentControlSet\Services\TermDD subkey:• FlowControlDisable•
FlowControlDisplayBandwidth• FlowControlChannelBandwidth•
FlowControlChargePostCompressionWhen working with flow control, keep the following in
mind:• If these entries don’t appear, you can create them. To do this, press and hold or right-click
TermDD, point to New, and then tap or click DWORD (32-bit) Value.• You can disable display
data prioritization completely by setting the value of FlowControlDisable to 1. If you do this, all
requests are handled on a first-in-first-out basis and other registry settings are ignored.• You can
set the relative bandwidth priority for display and input data by setting the
FlowControlDisplayBandwidth value. The default value is 70. The maximum allowed value is
255.• You can set the relative bandwidth priority for other data, such as file transfers or print jobs,
by setting the FlowControlChannelBandwidth value. The default value is 30. The maximum
allowed value is 255.• The bandwidth ratio for display data prioritization is based on the values



you set. For example, if you set FlowControlDisplayBandwidth to 200 and
FlowControlChannelBandwidth to 50, the ratio is 200:50 (or 4:1), so display and input data is
allocated 80 percent of the bandwidth.• The FlowControlChargePostCompression value
determines whether the bandwidth allocation is based on the precompression or
postcompression data size. The default value is 0, which means that the calculation is based on
the size of the data before it’s compressed. This is the value you’ll usually want to use. This
setting ensures that the client doesn’t have to wait or perform compression calculations prior to
sending data.• If you make any changes to the registry values, you need to restart the Remote
Desktop Services for the changes to take effect.Resource redirection enables the client
computer to handle audio, mapped drives, ports, printers, and certain key combinations. If an
application generates audio feedback, such as an error notification, this can be redirected to the
client. Key combinations that perform application functions are passed to the remote server,
except for Ctrl+Alt+Delete, which is handled by the client computer. Local devices such as
drives, printers, and serial ports are also available. Because both local and network drives are
available on the client, users can easily access local drives and transfer files between the client
and the server.Plug and Play device redirection extends the resource redirection features to
enable locally connected and supported Plug and Play devices to be installed on and used with
a remote computer. You can now redirect media players that support Media Transfer Protocol
(MTP) and digital cameras that support Picture Transfer Protocol (PTP). Plug and Play
notifications will appear in the taskbar on the remote computer. When you start a remote session
for the first time after connecting a supported device locally, you should see the device become
installed automatically on the remote computer. After the redirected device is installed on the
remote computer, the device is available for use in your session with the remote computer. For
example, if you are redirecting a Windows Portable Device (WPD), such as a digital camera, you
can access the device directly from a remote application.You can control Plug and Play device
redirection in the Client Settings tab in the Remote Desktop Services Configuration tool
(tsconfig.msc). Use the Supported Plug And Play Devices options. You can also control Plug and
Play device redirection by using Group Policy. To do this, you can use the Do Not Allow
Supported Plug And Play Device Redirection policy setting in the Administrative Templates for
Computer Configuration under Windows Components\Remote Desktop Services\Remote
Desktop Session Host\Device and Resource Redirection. You can find several related policy
settings under Computer Configuration\Administrative Templates\System\Device Installation
\Device Installation Restrictions.Running the Remote Desktop Connection clientAs discussed
previously, you now can open two administrator sessions on computers that run Windows
Server 2012 R2 without needing an RD CAL. The use of an admin or console session greatly
enhances your capabilities as an administrator to successfully execute programs, applications,
and processes that will not run in a virtual session.Running the Remote Desktop Connection
clientAs discussed previously, you now can open two administrator sessions on computers that
run Windows Server 2012 R2 without needing an RD CAL. The use of an admin or console



session greatly enhances your capabilities as an administrator to successfully execute
programs, applications, and processes that will not run in a virtual session.There are several
ways to start the Remote Desktop Connection client:• Run in admin mode. Admin mode is used
by administrators to enable full interaction with the console of the remote system. To run the
client in admin mode, type mstsc/admin at the command prompt or in the Apps Search box.•
Run in virtual session mode. Virtual session mode is used by administrators and users to start a
virtual session on a remote system. To run the client in virtual session mode, type mstsc at the
command prompt or in the Apps Search box.After the client is started, enter the name or Internet
Protocol (IP) address of the computer to which you want to connect, as shown in Figure 1-3. If
you don’t know the name of the computer, you may be able to use the drop-down list. This list
displays computers to which you’ve previously connected.Figure 1-3 Specify the remote
computer with which to establish a connection.By default, Windows uses your current user
name and domain to log on to the remote computer. If you want to use different account
information, tap or click Options and then enter your user name in the field provided. (See Figure
1-4.) To set the domain, you can enter your user name in the DOMAIN\USERNAME format,
such as ADATUM\WILLIAMS. Select the Allow Me To Save Credentials check box to enable
automatic logon if desired.Figure 1-4 Set RDC options.NoteEven if you select the Allow Me To
Save Credentials check box, you might be prompted to enter your password during the logon
process. This depends on your network’s policies and the configuration of the Remote Desktop
Services server.NoteEven if you select the Allow Me To Save Credentials check box, you might
be prompted to enter your password during the logon process. This depends on your network’s
policies and the configuration of the Remote Desktop Services server.There are six tabs you
can use to change the client settings:• General. You might want to use these options to save
keystrokes by adding logon information. Rather than typing in your settings each time, you can
save the connection settings and load them when you want to make a connection.To save the
current connection settings, tap or click Save As and then use the Save As dialog box to save
the .rdp file for the connection.To load previously saved connection settings, tap or click Open
and then use the Open dialog box to find and open the previously saved connection settings.•
Display. The default settings for RDC are full-screen and high-color. You can modify these
settings here.Use the Display Configuration option to set the screen size. The size options
available depend on the display size on the local computer.Use the Colors option to choose the
preferred color depth. The default is 32-bit highest-quality color, but settings on the remote
computer might override this setting.• Local Resources. You can modify the way the resource
and device redirection work, including audio redirection, keystroke combination redirection, and
local device and resource redirection.By default, remote computer sound is redirected to the
local computer. Using the Remote Audio option, you can change the default setting by selecting
Do Not Play or Play On Remote Computer.By default, when you are working in full-screen mode,
key combinations such as Alt+Tab and Ctrl+Esc are redirected to the remote system and Ctrl+Alt
+Delete is handled locally. Using Apply Windows Key Combinations, you can change this



behavior so that key combinations are sent to the local computer or the remote computer only.
However, if you send key combinations to the remote computer only, you could get into a
situation in which you can’t log on locally.By default, local printers are connected automatically
when users are logged on to the remote computer. This makes it easy to print to your currently
configured printers when you are working with a remote system.By default, anything you copy to
the remote computer’s Clipboard is copied to the local computer’s Clipboard. This makes it easy
to copy from a remote source and paste into a local source.To see additional options, tap or click
More on the Local Devices And Resource panel. By default, the additional options ensure that
smart cards connected to a remote computer are available for use in your remote session. You
can also connect serial ports, local disk drives, and supported Plug and Play devices to make
them available for use. Drives and supported devices can be selected by name, or you can just
select the Drives and Supported Plug And Play Devices options to make all drives and devices
available for use. Selecting drives allows you to easily transfer files between the local computer
and the remote computer. Selecting Plug and Play devices allows you to work with supported
devices, including media players and digital cameras.• Programs. From this dialog box, you can
configure the execution of programs when a session starts. Select the Start The Following
Program On Connection check box and then set the program path or file name and the start
folder for the program.• Experience. You can select the connection speed and other network
performance settings. For optimal performance, choose the connection speed you are using,
such as Modem (56 Kbps) or LAN (10 Mbps or higher), and allow only bitmap caching.Other
options you can allow include Desktop Background, Font Smoothing, Desktop Composition,
Show Window Contents While Dragging, Menu And Window Animation, and Visual Styles. If you
select these additional check boxes, you cause additional processing on the remote system and
additional network traffic, which can slow down performance. Desktop composition creates an
enhanced desktop as long as you installed the Desktop Experience feature on the Remote
Desktop Services servers and clients that are using Windows Vista or later. Font Smoothing
allows the client to pass through ClearType fonts as long as Clear Type is enabled (which is the
default setting).By default, Reconnect If Connection Is Dropped is selected. If the session is
interrupted, the RDC will try to reconnect it automatically. Getting disconnected from a
connection doesn’t stop processing. The session will go into a disconnected state and continue
executing whatever processes the session was running.• Advanced. You can select these
options to control the use of server authentication and the Remote Desktop Gateway feature. By
default, the RDP client is configured to warn you if the authentication protocols fail and
automatically detect RD Gateway settings.When you tap or click Connect, you are connected to
the remote system. Enter your account password if prompted and then tap or click OK. If the
connection is successful, you’ll see the Remote Desktop window on the selected computer and
you’ll be able to work with resources on the computer. In the case of a failed connection, check
the information you provided and then try to connect again.When you are working in full-screen
mode, a connection bar is displayed at the top of the screen. On the left side of the connection



bar is a push pin. If you tap or click the push pin, it unpins the connection bar so that the bar
disappears when you move the mouse away. To make the bar reappear, you need to point the
mouse to the top part of the screen. On the right side of the connection bar are several other
buttons. The first button switches you to the local desktop. The second button switches between
full mode and tile display mode. The third button disconnects the remote session.Disconnecting
from a session does not end a session. The session continues to run on the server, and this
uses resources and can prevent other users from connecting because only one console session
and two virtual sessions are allowed. The proper way to end a session is to sign off the remote
computer just as you would a local computer. In the Remote Desktop Connection window, press
and hold or right-click the Windows button in the lower-left corner of the desktop or Start screen.
On the shortcut menu, select Shutdown Or Sign Out and then select Sign Out.CautionDon’t try
to log off the remote session by pressing Ctrl+Alt+Delete and tapping or clicking Logoff. Doing
this will log you off the console session on your local client but still leave the remote session
running on the Remote Desktop Server.CautionDon’t try to log off the remote session by
pressing Ctrl+Alt+Delete and tapping or clicking Logoff. Doing this will log you off the console
session on your local client but still leave the remote session running on the Remote Desktop
Server.Connecting to a virtual machine in Windows AzureFor a virtual machine that is running
the Windows Server operating system in a Windows Azure environment, you use the Connect
button in the Windows Azure Management Portal to start a Remote Desktop Connection. When
you set up a new virtual machine using the Windows Azure Management Portal, you specify the
TCP port for Remote Desktop connections and the TCP port for remote Windows PowerShell
connections.Connecting to a virtual machine in Windows AzureFor a virtual machine that is
running the Windows Server operating system in a Windows Azure environment, you use the
Connect button in the Windows Azure Management Portal to start a Remote Desktop
Connection. When you set up a new virtual machine using the Windows Azure Management
Portal, you specify the TCP port for Remote Desktop connections and the TCP port for remote
Windows PowerShell connections.By default, TCP port 3389 is used for Remote Desktop
connections to virtual machines and TCP port 5986 is used for remote Windows PowerShell
connections to virtual machines. Although these ports may be open on your company’s firewall,
any nonstandard ports that you configure as alternatives will need to be accessible through your
company’s firewall to access external virtual machines.You can establish a Remote Desktop
connection to a virtual machine in a Windows Azure environment by completing the following
steps:1. In a web browser, enter in the Address box.2. Sign in to Windows Azure by entering the
email address and password of an authorized Microsoft account and then selecting Sign In.3. In
the Windows Azure Management Portal, click Virtual Machines and then select the virtual
machine you want to work with.4. The main pane provides options for working with the selected
virtual machine. Choose Dashboard.5. On the command bar, click Connect. When prompted by
the web browser, click Open to open the remote desktop protocol file for the virtual machine in
Remote Desktop Connection (mstsc.exe).6. You’ll see a warning prompt that the publisher of the



remote connection can’t be identified. Click Connect to proceed.7. In the Windows Security
dialog box, enter the credentials for an account authorized to log on to the virtual machine. For
your first logon, enter the user name and password of the administrator account that was
created when you deployed the new virtual machine.8. You’ll see a warning prompt that the
identity of the remote connection can’t be verified. Click Yes to proceed.9. Use Remote Desktop
Connection to work with the virtual machine just as you would any other remote server.Chapter
2. Networking with TCP/IPNavigating networking in Windows Server 2012 R2Using TCP/
IPUnderstanding IPv4 addressingSpecial IPv4 addressing rulesUsing subnets and subnet
masksGetting and using IPv4 addressesUnderstanding IPv6Understanding name
resolutionTCP/IP is a protocol suite consisting of Transmission Control Protocol (TCP) and
Internet Protocol (IP). TCP is a connection-oriented protocol designed for reliable end-to-end
communications. IP is an internetworking protocol that is used to route packets of data called
datagrams over a network. An IP datagram consists of an IP header and an IP payload. The IP
header contains information about routing the datagram, including source and destination IP
addresses. The IP payload contains the actual data being sent over the network.TCP/IP is the
backbone for Microsoft Windows networks. It is required for internetwork communications and
for accessing the Internet. Before you can implement TCP/IP networking, you should understand
IP addressing conventions, subnetting options, and name-resolution techniques—all of which
are covered in this chapter.Navigating networking in Windows Server 2012 R2The networking
features in Windows Server 2012 R2 are different from those in early releases of Windows.
Windows Server 2012 R2 has a suite of networking tools, including the following:• Network
Explorer. Provides a central console for browsing computers and devices on the network•
Network And Sharing Center. Provides a central console for viewing and managing a computer’s
networking and sharing configuration• Windows Network Diagnostics. Provides automated
diagnostics to help diagnose and resolve networking problemsBefore discussing how these
networking tools are used, we must first look at the features on which these tools rely:• Network
Discovery. Controls the ability to see other computers and devices• Network Location
Awareness. Reports changes in network connectivity and configurationImportantNetwork
Location Awareness also enables a computer with multiple network interfaces to select the best
route for a particular data transfer. As part of selecting the best route, Windows chooses the best
interface (either wired or wireless) for the transfer. This mechanism improves the selection of
wireless over wired networks when both interfaces are present.The network discovery settings
of the computer you are working with determine the computers and devices you can browse or
view in networking tools. Discovery settings work in conjunction with a computer’s Windows
Firewall to either block or allow the following:• Discovery of network computers and devices•
Discovery of your computer by othersNetwork discovery settings are meant to provide the
appropriate level of security for each of the various categories of networks to which a computer
can connect. Three categories of networks are defined for servers:• Domain Network. Intended
as a designation for a network in which computers are connected to the corporate domain to



which they are joined• Private Network. Intended as a designation for a network in which
computers are configured as members of a homegroup or workgroup and are not connected
directly to the public Internet• Public Network. Intended as a designation for a guest network in a
public place, such as a coffee shop or airport, rather than for an internal networkIn domains, you
can enable discovery on domain controllers to view member computers. On member computers,
you can enable discovery to see other member computers. With computers running nonserver
versions of Windows, both homegroups and workgroups are available on private networks.
Homegroups have special sharing settings that are not available in
workgroups.TroubleshootingCorrecting the network categoryIf Windows detects the wrong type
of network, you should check the TCP/IP configuration settings for the related network adapter. If
the public category is incorrectly assigned and the TCP/IP settings are correct, you can change
the network category to private (or domain, if appropriate) using Network Explorer. Open
Network Explorer, tap or click the warning message in the notification area, and then tap or click
Turn On Network Discovery And File Sharing. In the dialog box provided, tap or click No, Make
The Network That I Am Connected To A Private Network. This sets the network category as
private while leaving network discovery disabled.Another way to change the network category is
to use Windows PowerShell. Enter Get-NetConnectionProfile to list information about the
networks to which the computer is currently connected, including the name and interface alias
for these networks. At an elevated Windows PowerShell prompt, use Set-NetConnectionProfile
to change the category for a specific network adapter. The basic syntax isClick here to view
code imageSet-NetConnectionProfile -Name NetworkName -NetworkCategory Categorywhere
NetworkName is the network name and Category is Private for a private network or Public for a
public network, such asClick here to view code imageSet-NetConnectionProfile –Name Network
–NetworkCategory PrivateAfter you use Network Explorer or Set-NetConnectionProfile to
change the network category to private, computers on domain networks should eventually be
listed as such. If the network type doesn’t change automatically, you can disable and then
enable the related network connection to force Windows to reevaluate the network category.
One way to disable and then enable a network adapter is to use Disable-NetAdapter and Enable-
NetAdapter. The basic syntax for each isClick here to view code imageDisable-NetAdapter -
Name NetworkNameEnable-NetAdapter -Name NetworkNamewhere NetworkName is the
network name, such asClick here to view code imageDisable-NetAdapter –Name
NetworkEnable-NetAdapter –Name NetworkBecause a computer saves settings separately for
each category of network, you can use different block and allow settings for each network
category. When you connect to a network for the first time, Windows automatically sets the
network category based on the computer’s network settings. If the computer has multiple
network adapters, the adapters can be connected to different networks and, therefore, can be
assigned different network categories.Based on the network category, Windows Server 2012 R2
automatically configures settings that turn discovery either on or off. You can manage these
settings as well. Regardless of whether network discovery was managed automatically and



configured manually, the On (Enabled) state means the following:• The computer can discover
other computers and devices on the network.• Other computers on the network can discover the
computer.The Off (Disabled) state means the following:• The computer can’t discover other
computers and devices on the network.• Other computers on the network can’t discover the
computer.Network Explorer, shown in Figure 2-1, displays a list of discovered computers and
devices on the network. In any File Explorer view, you can access Network Explorer by tapping
or clicking the leftmost option button in the address list and then tapping or clicking Network.
The computers and devices listed in Network Explorer depend on the network discovery
settings of the computer.Figure 2-1 Use Network Explorer to browse network resources.If
discovery is blocked, you’ll see a note about this. When you tap or click the warning message,
you can enable network discovery by selecting Turn On Network Discovery And File Sharing.
This opens the appropriate Windows Firewall ports so that network discovery is allowed. If no
other changes have been made with regard to network discovery, the computer will be in the
discovery-only state. You need to manually configure the sharing of printers, files, and media, as
discussed in Chapter 18, “Managing file sharing,” in Windows Server 2012 R2 Inside Out:
Configuration, Storage, & Essentials (Microsoft Press, 2014).When you attempt to enable
network discovery for a network identified as public, you’ll see an additional prompt with options
for making the network a private network or turning on network discovery and file sharing for all
public networks. Generally, you don’t want to turn on network discovery and file sharing on public
networks because this can open the computer to attack. Therefore, if the computer is actually
connected to a public (open) network, click Cancel and do not turn on network discovery.
Otherwise, if the computer is connected to an unidentified private network, select the option for
making the network a private network.Network And Sharing Center, shown in Figure 2-2,
provides the current network status and an overview of the current network configuration. In
Control Panel you can access Network And Sharing Center by tapping or clicking View Network
Status And Tasks under the Network And Internet heading. In Network Explorer, tap or click
Network on the toolbar and then tap or click Network And Sharing Center.Figure 2-2 View and
manage network settings with Network And Sharing Center.Network And Sharing Center lists
the current network by name and provides an overview of the network, including the category of
the current network as Domain Network, Private Network, or Public Network. The Access Type
field specifies whether and how the computer is connected to its current network as No Internet
Access or Internet Access. The Connections field shows the name of the Local Area Connection
being used to connect to the current network. If you tap or click the connection, you can view the
connection status in the related Status dialog box.Windows assigns the public category to any
unidentified network, even on domain-joined computers. In Network And Sharing Center, the
network adapter used to connect to the domain should identify the domain and show the
network category as Domain Network. However, if a computer’s TCP/IP settings aren’t set
correctly, Windows might misidentify a network as public or private rather than as a domain
network. To resolve this, change the network adapter’s TCP/IP settings. When you enter the



correct TCP/IP settings, Windows attempts to identify the network again and should set the
network category correctly.Windows might occasionally identify multiple networks on a
computer with only one network adapter. Often the quickest solution for this mixed-state problem
is to disable and then enable the network adapter. In Network And Sharing Center, tap or click
Change Adapter Settings. Next, tap or click the network adapter and then tap or click Disable
This Network Device. Finally, tap or click Enable This Network Device.NoteYou also can use
Windows PowerShell to work with network adapters. Use Get-NetAdapter to list details for
network adapters, including the network name. Next, use Disable-NetAdapter to disable the
network adapter and then use Enable-NetAdapter to reenable the network adapter.If a computer
has multiple network adapters connected to different networks, Windows Server might
incorrectly identify the connected networks as either public or private instead of domain as well.
Often the quickest solution for this mixed-state problem is to disable the network adapter that
isn’t connected to the corporate network. For example, during development testing, I often run
Windows Server on laptops with both wired and wireless connections. To get Windows Server to
correctly identify the domain-connected adapter, I disable the wireless adapter.Windows Server
does allow multiple network adapters to be used. You can aggregate bandwidth using network
adapter teaming. You can configure up to 32 network adapters to work together.Using TCP/
IPThe TCP and IP protocols make it possible for computers to communicate across various
networks and the Internet using network adapters, including network-interface cards, USB-
attachable network adapters, PC Card network adapters, or built-in adapters on the
motherboard. Since the introduction of Windows Vista and Windows Server 2008, Windows has
had a dual IP layer architecture in which both Internet Protocol version 4 (IPv4) and Internet
Protocol version 6 (IPv6) are implemented and share common Transport and Frame layers.IPv4
and IPv6 are used in very different ways. IPv4 has 32-bit addresses and is the primary version of
IP used on most networks, including the Internet. IPv6 has 128-bit addresses and is the next-
generation version of IP.When networking hardware is detected during installation of the
operating system, both IPv4 and IPv6 are enabled by default in Windows Vista and later and you
don’t need to install a separate component to enable support for IPv6. The modified IP
architecture is referred to as the Next Generation TCP/IP stack. Table 2-1 summarizes the key
TCP/IP enhancements implemented in the Next Generation TCP/IP stack. Table 2-2 summarizes
the key TCP/IP enhancements that are specific to IPv6.Table 2-1 Key TCP/IP enhancements in
the Next Generation TCP/IP stackTable 2-2 Key TCP/IP enhancements for IPv6Windows 8.1
and Windows Server 2012 R2 have several enhancements in their built-in DNS clients that
improve name resolution on IPv4 and IPv6 networks, including the following:• Adaptive query
timeout. With adaptive query timeout, the DNS client adapts the timeout interval based on the
time required for previous queries. Thus, instead of waiting 1000 milliseconds (ms) before timing
out a query, the timeout is adjusted based on past performance for the network, resulting in
timeouts between 25 ms and 1000 ms.• Query coalescing. With query coalescing, the DNS
client combines multiple DNS queries for the same name. This results in only one query and



optimizes performance.• Parallel queries. With parallel queries, the DNS client issues IPv4 and
IPv6 queries for A and AAAA records in parallel when both IP interfaces are enabled, which
streamlines the query process and improves performance. Link-local multicast name resolution
(LLMNR) and NetBIOS queries also are issued in parallel for IPv4 and IPv6.• Persistent caching.
With a persistent cache, the DNS client maintains the DNS cache across changes that occur on
the same network. For example, the DNS client now persists the cache after address change
notifications and when the computer is resuming from the sleep or standby state.Windows
PowerShell 3.0 includes the NetTCPIP module for working with TCP/IP from the command line
and in scripts. This module is imported automatically when you open a Windows PowerShell
prompt. Cmdlets you might want to use for TCP/IP troubleshooting include the following:• Get-
NetIPAddress. Lists information about IP address configuration• Get-NetIPInterface. Provides
summary information about IP interface properties• Get-NetIPv4Protocol. Provides summary
information about the IPv4 protocol configuration• Get-NetIPv6Protocol. Provides summary
information about the IPv6 protocol configuration• Get-NetNeighbor. Displays information about
the neighbor cache for IPv4 and IPv6• Get-NetOffloadGlobalSetting. Lists the status of the
global TCP/IP offload settings, including receive-side scaling, receive-segment coalescing, and
TCP/IP chimney• Get-NetRoute. Lists the IP routing table• Get-NetTCPConnection. Lists details
about current TCP connection statistics• Get-NetTCPSetting. Displays TCP settings and
configurationTo list all of the available NetTCPIP cmdlets, type Get-Command –Module
NetTCPIP at a Windows PowerShell prompt. Alternatively, you can get a sorted list of commands
by entering the following:Click here to view code imageGet-Command –Module Net-TCPIP |
Sort Noun,Verb | ft -auto Verb,NounUnderstanding IPv4 addressingThe most important thing
IPv4 gives you is the IPv4 address. It’s the existence of IPv4 addresses that enables information
to be routed from point A to point B over a network. An IPv4 address is a 32-bit logical address
that has two components: a network address and a node address. Typically, IPv4 addresses are
divided into four 8-bit values called octets and are written as four separate decimal values
delimited by a period (referred to as a dot). The binary values are converted to decimal
equivalents by adding the numbers represented by the bit positions that are set to 1. The general
way to write this value is in the form w.x.y.z, where each letter represents one of the four
octets.IPv4 addresses can be used in three ways:• Unicast. Unicast IPv4 addresses are
assigned to individual network interfaces that are attached to an IPv4 network and are used in
one-to-one communications.• Multicast. Multicast IPv4 addresses are addresses for which one
or multiple IPv4 nodes can listen on the same or different network segments and are used in
one-to-many communications.• Broadcast. Broadcast IPv4 addresses are designed to be used
by every IPv4 node on a particular network segment and are used in one-to-everyone
communications.Each of these IPv4 addressing techniques is discussed in the sections that
follow.Unicast IPv4 addressesUnicast IPv4 addresses are the ones you’ll work with the most.
These are the IPv4 addresses that are assigned to individual network interfaces. In fact, each
network interface that uses TCP/IPv4 must have a unique unicast IPv4 address. A unicast IPv4



address consists of two components:• A network ID. The network ID or address identifies a
specific logical network and must be unique within its boundaries. Typically, IPv4 routers set the
boundaries for a logical network and this boundary is the same as the physical network defined
by the routers. All nodes that are on the same logical network must share the same network ID. If
they don’t, routing or delivery problems occur.• A host ID. The host ID or address identifies a
specific node on a network, such as a router interface or server. As with a network ID, it must be
unique within a particular network segment.Address classes are used to create subdivisions of
the IPv4 address space. With unicast IPv4 addresses, the classes A, B, and C can be applied.
Each describes a different way of dividing a subset of the 32-bit IPv4 address space into
network addresses and host addresses.NoteClasses D and E are defined as well. Class D
addresses are used for multicast, as discussed in the next section of this chapter. Class E
addresses are reserved for experimental use. Class D addresses begin with a number between
224 and 239 for the first octet. Class E addresses begin with a number between 240 and 255 for
the first octet. Although Windows Server 2012 R2 supports the use of Class D addresses, it
does not support Class E addresses.Class A networksClass A networks are designed for when
you need a large number of hosts but only a few network segments, and they have addresses
that begin with a number between 1 and 127 for the first octet. As shown in Figure 2-3, the first
octet (the first 8 bits of the address) defines the network ID, and the last three octets (the last 24
bits of the address) define the host ID. As you’ll learn shortly, the Class A address 127 has a
special meaning and isn’t available for your use. This means that there are 126 possible Class A
networks and each network can have 16,277,214 nodes. For example, a Class A network with
the network address 100 contains all IPv4 addresses from 100.0.0.0 to 100.255.255.255.Figure
2-3 IPv4 addressing on Class A networks.Class B networksClass B networks are designed for
when you need a moderate number of networks and hosts, and they have addresses that begin
with a number between 128 and 191 for the first octet. As shown in Figure 2-4, the first two
octets (the first 16 bits of the address) define the network ID, and the last two octets (the last 16
bits of the address) define the host ID. This means that there are 16,384 Class B networks and
each network can have 65,534 nodes.Figure 2-4 IPv4 addressing on Class B networks.Class C
networksClass C networks are designed for when you need a large number of networks and
relatively few hosts, and they have addresses that begin with a number between 192 and 223 for
the first octet. As shown in Figure 2-5, the first three octets (the first 24 bits of the address)
define the network ID and the last octet (the last 8 bits of the address) defines the host ID. This
means that there are 2,097,152 Class C networks and each network can have 254 nodes.Figure
2-5 IPv4 addressing on Class C networks.Loopback, public, and private addressesWhen using
any of the IPv4 address classifications, you need to follow certain rules. The network ID can’t
begin with 127 as the first octet. All IPv4 addresses that begin with 127 are reserved as
loopback addresses. Any packets sent to an IPv4 address beginning with 127 are handled as if
they’ve already been routed and have reached their destination, which is the local network
interface. This means that any packets addressed to an IPv4 address of 127.0.0.0 to



127.255.255.255 are addressed to and received by the local network interface.In addition, some
addresses in the ranges are defined as public and others are defined as private. Public IPv4
addresses are assigned by Internet service providers (ISPs). ISPs obtain allocations of IPv4
addresses from a local Internet registry (LIR), from a national Internet registry (NIR), or from
their appropriate regional Internet registry (RIR). Private addresses are addresses reserved for
organizations to use on internal networks. Because they are nonroutable, which means they are
not reachable on the Internet, they do not affect the public Internet and do not have to be
assigned by an addressing authority.The private IPv4 addresses defined are as follows:• Class
A private IPv4 addresses. 10.0.0.0 through 10.255.255.255• Class B private IPv4 addresses.
172.16.0.0 through 172.31.255.255• Class C private IPv4 addresses. 192.168.0.0 through
192.168.255.255Because you shouldn’t connect hosts on an organization’s private network
directly to the Internet, you should indirectly connect them using the Network Address
Translation (NAT) protocol or a gateway program such as a proxy. When NAT is configured on
the organization’s network, a device, such as a router, is responsible for translating private
addresses to public addresses, allowing the nodes on the internal network to communicate with
the nodes on the public Internet. When proxies are configured on the organization’s network, the
proxy acts as the go-between. It receives requests from nodes on the internal network and
sends the requests to the public Internet. When the response is returned, the proxy sends the
response to the node that made the original request. In both cases the device providing NAT or
proxy services has a private IP address on its internal network interface and a public address on
its Internet interface.Multicast IPv4 addressesMulticast IPv4 addresses are used only as
destination IPv4 addresses and allow multiple nodes to listen for packets sent by a single
originating node. In this way, a single packet can be delivered to and received by many hosts.
Here’s how it works: a sending node addresses a packet using a multicast IPv4 address. If the
packet is addressed to the sending node’s network, nodes on the network that are listening for
multicast traffic receive and process the packet. If the packet is addressed to another network, a
router on the sending node’s network forwards the packet as it would any other packet. When it’s
received on the destination network, any nodes on the network that are listening for multicast
traffic receive and process the packet.The nodes listening for multicast packets on a particular
IPv4 address are referred to as the host group. Members of the host group can be located
anywhere—as long as the organization’s routers know where members of the host group are
located so that the routers can forward packets as appropriate.One address class is reserved for
multicast: Class D. Class D addresses begin with a number between 224 and 239 for the first
octet.Multicast IPv4 addresses in the range of 224.0.0.0 through 224.0.0.255 are reserved for
local subnet traffic. For example, the address 224.0.0.1 is an all-hosts multicast address and is
designed for multicasting to all hosts on a subnet. The address 224.0.0.2 is an all-routers
multicast address and is designed for multicasting to all routers on a subnet. Other addresses in
this range are used as specified by the Internet Assigned Numbers Authority (IANA), which is a
function of the Internet Corporation for Assigned Names and Numbers (ICANN). For details, see



the IANA website at .Broadcast IPv4 addressesBroadcast IPv4 addresses are used only as
destination IPv4 addresses, and they allow a single node to direct packets to every node on the
local network segment. When a sending node addresses a packet using a broadcast IPv4
address, every node on that network segment receives and processes the packet.To understand
how broadcasts are used, you must understand the difference between classful networks and
nonclassful networks. A classful network is a network that follows the class rules as defined,
meaning a Class A, B, or C network is configured with network addresses and host addresses
as described previously. A nonclassful network is a network that doesn’t strictly follow the class
rules. Nonclassful networks might have subnets that don’t follow the normal rules for network
and host IDs. You’ll learn more about subnets later in this chapter in the section entitled “Using
subnets and subnet masks.”NoteA nonclassful network can also be referred to as a classless
network. However, classless inter-domain routing (CIDR) and all it implies are specifically
spelled out in Request For Comments (RFCs), such as RFC 1812. RFC 1812 provides rules that
supersede those of some previous RFCs, such as RFC 950, which prohibited the use of all-
zeros subnets.All nodes listen for and process broadcasts. Because IPv4 routers usually do not
forward broadcast packets, broadcasts are generally limited by router boundaries. The
broadcast address is obtained by setting all the host bits in the IPv4 address to 1 as appropriate
for the broadcast type. Three types of broadcasts are used:• Network broadcasts. Network
broadcasts are used to send packets to all nodes on a classful network. For network broadcasts,
the host ID bits are set to 1. For a nonclassful network, there is no network broadcast address,
only a subnet broadcast address.• Subnet broadcasts. Subnet broadcasts are used to send
packets to all nodes on a nonclassful network. For subnet broadcasts, the host ID bits are set to
1. For a classful network, there is no subnet broadcast address, only a network broadcast
address.• Limited broadcasts. Limited broadcasts are used to send packets to all nodes when
the network ID is unknown. For a limited broadcast, all network ID and host ID bits are set to
1.DHCP uses limited broadcastsLimited broadcasts are sent by nodes that have their IPv4
address automatically configured, as is the case with Dynamic Host Configuration Protocol
(DHCP). With DHCP, clients use a limited broadcast to advertise that they need to obtain an
IPv4 address. A DHCP server on the network acknowledges the request by assigning the node
an IPv4 address, which the client then uses for normal network communications.NotePreviously,
a fourth type of broadcast was available, called an all-subnets-directed broadcast. This
broadcast type was used to send packets to all nodes on all the subnets of a nonclassful
network. Because of the changes specified in RFC 1812, all-subnets-directed broadcasts have
been deprecated, meaning they are no longer going to be supported.Special IPv4 addressing
rulesAs you’ve seen, certain IPv4 addresses and address ranges have special uses:• The
addresses 127.0.0.0 through 127.255.255.255 are reserved for local loopback.• The addresses
10.0.0.0 through 10.255.255.255, 172.16.0.0 through 172.31.255.255, and 192.168.0.0 through
192.168.255.255 are designated as private and, as such, are nonroutable.• On classful
networks, the Class A addresses w.255.255.255, the Class B addresses w.x.255.255, and the



Class C addresses w.x.y.255 are reserved for broadcasts.• On nonclassful networks, the
broadcast address is the last IPv4 address in the range of IPv4 addresses for the associated
subnet.NoteCertain IPv4 addresses are also reserved for other purposes. For example, the IPv4
addresses 169.254.0.1 to 169.254.255.254 are used for Automatic Private IPv4 Addressing
(APIPA) as discussed in the section entitled “Configuring TCP/IP networking” in Chapter 3,
“Managing TCP/IP networking.”On classful networks, all the bits in the network ID can’t be set to
0 because this expression is reserved to indicate a host on a local network. Similarly, on a
classful network all the bits in the host ID can’t be set to 0 because this is reserved to indicate
the IPv4 network number.Table 2-3 lists the ranges of network numbers based on address
classes. You can’t assign the network number to a network interface. The network number is
common to all network interfaces attached to the same logical network. On a nonclassful
network, the network number is the first IPv4 address in the range of IPv4 addresses for the
associated subnet—as specified in RFC 1812.Table 2-3 Network IDs for classful networksWhen
you apply all the rules for IPv4 addresses, you find that hosts on a network can’t use many IPv4
addresses. This means that the first available host ID and last available host ID are different from
the range of available IPv4 addresses. Table 2-4 shows how these rules apply to classful
networks. On a nonclassful network, the same rules apply—you lose the first and last available
host IDs from the range of available IPv4 addresses.Table 2-4 Available host IDs on classful
networksInside OUTRouters, gateways, and bridges connect networksA router is needed for
hosts on a network to communicate with hosts on other networks. It is standard convention for
the network router to be assigned the first available host ID. On Windows systems, you identify
the address for the router as the gateway IPv4 address for the network. Although the terms
“gateways” and “routers” are often used interchangeably, technically the two are different. A
router is a device that sends packets between network segments. A gateway is a device that
performs the necessary translation so that communication between networks with different
architectures is possible. When working with networks, you might also hear the term “bridge.” A
bridge is a device that directs traffic between two network segments using physical machine
addresses (Media Access Control, or MAC, addresses). Routers, gateways, and bridges can be
implemented in hardware as separate devices or in software so that a system on the network
can handle the role as a network router, gateway, or bridge as necessary.Using subnets and
subnet masksAnyone who works with computers should learn about subnetting and what it
means. A subnet is a portion of a network that operates as a separate network. Logically, it exists
separately from other networks, even if hosts on those other networks share the same network
ID. Typically, such networks are also physically separated by a router. This ensures that the
subnet is isolated and doesn’t affect other subnets.Subnetting is designed to make more
efficient use of the IPv4 address space. Thus, rather than having networks with hundreds,
thousands, or millions of nodes, you have a subnet that is sized appropriately for the number of
nodes you use. This is important, especially for the crowded public IPv4 address space, where it
doesn’t make sense to assign the complete IPv4 address range for a network to an individual



organization. Thus, instead of getting a complete network address for the public Internet, your
organization is more likely to get a block of consecutive IPv4 addresses to use.Subnet
masksYou use a 32-bit value known as a subnet mask to configure nodes in a subnet to
communicate only with other nodes on the same subnet. The mask works by blocking areas
outside the subnet so that they aren’t visible from within the subnet. Because they are 32-bit
values, subnet masks can be expressed as an address for which each 8-bit value (octet) is
written as four separate decimal values delimited by a period (dot). As with IPv4 addresses, the
basic form is w.x.y.z.The subnet mask identifies which bits of the IPv4 address belong to the
network ID and which bits belong to the host ID. Nodes can see only the portions of the IPv4
address space that aren’t masked by a bit with a value of 1. If a bit is set to 1, it corresponds to a
bit in the network ID. If a bit is set to 0, it corresponds to a bit in the host ID.Because a subnet
mask must be configured for each IPv4 address, nodes on both classful and nonclassful
networks have subnet masks. On a classful network, all the bits in the network ID portion of the
IPv4 address are set to 1 and can be presented in dotted decimal, as shown in Table 2-5.Table
2-5 Standard subnet masks for classful networksInside OUTBlocks of IPv4 addresses on the
public InternetFor internal networks that use private IPv4 addresses, you’ll often be able to use
the standard subnet masks. This isn’t true, however, when you need public IPv4 addresses.
Most of the time you’ll be assigned a small block of public IPv4 addresses to work with. For
example, you might be assigned a block of eight (six usable) addresses. In this case you must
create a subnet that uses the subnet mask to isolate your nodes as appropriate for the number
of nodes you’ve been assigned. I say there are six usable addresses out of eight because the
lowest address is reserved as the network number and the highest address is reserved as the
broadcast address for the network. This is always the case, as any good Cisco Certified Network
Associate (CCNA) will tell you.Network prefix notationWith subnetting, an IPv4 address alone
doesn’t help you understand how the address can be used. To be sure, you must know the
number of bits in the network ID. As discussed, the subnet mask provides one way to determine
which bits in the IPv4 address belong to the network ID and which bits belong to the host ID. If
you have a block of IPv4 addresses, writing out each IPv4 address and the subnet mask is
rather tedious. A shorthand way to do this is to use network prefix notation, which is also referred
to as the classless inter-domain routing (CIDR) notation.In network prefix notation, the network
ID is seen as the prefix of an IPv4 address and the host ID is seen as the suffix. To write a block
of IPv4 addresses and specify which bits are used for the network ID, you write the network
number followed by a forward slash and the number of bits in the network ID, as in the
following:Click here to view code imageNetworkNumber/# of bits in the network IDThe slash and
the number of bits in the network ID are referred to as the network prefix. Following this, you
could rewrite Table 2-5 in the way shown in Table 2-6.Table 2-6 Standard network prefixes for
classful networksYou now have two ways of detailing which bits are used for the network ID and
which bits are used for the host ID. With the network number 192.168.1.0, you could use either
of the following to specify that the first 24 bits identify the network ID:• 192.168.1.0,



255.255.255.0• 192.168.1.0/24With either entry, you know that the first 24 bits identify the
network ID and the last 8 bits identify the host ID. This, in turn, means that the usable IPv4
addresses are 192.168.1.1 through 192.168.1.254.SubnettingWhen you use subnetting, nodes
no longer follow the class rules for determining which bits in the IPv4 address are used for the
network ID and which bits are used for the host ID. Instead, you set the 32 bits of the IPv4
address as appropriate to be either network ID bits or host ID bits based on the number of
subnets you need and then number nodes for each subnet. There is an inverse relationship
between the number of subnets and the number of nodes per subnet that can be supported. As
the number of subnets goes up by a factor of two, the number of hosts per subnet goes down by
a factor of two.Because Class A, B, and C networks have a different number of host ID bits to
start with, borrowing bits from the host ID yields different numbers of subnets and hosts. The
technique is the same, however. Each bit represented as a 1 in the subnet mask corresponds to
a bit that belongs to the network ID. This means the value of each bit can be represented as
shown in Figure 2-6.Figure 2-6 Represents the value of each bit when it’s set to 1.You start with
the high-order bits and work your way to the low-order bits. When you borrow 1 bit of the host ID,
you increase the number of possible subnets by a factor of two and reduce the number of
possible hosts by a factor of two.Subnetting Class A networksThe network entry mask for a
standard Class A network can be defined as follows:If you want to divide a Class A network into
two separate subnets, you can borrow the high-order bit from the host ID in the second octet and
add this bit to the network ID. Because the value of this bit taken from the host ID is 128, the
corresponding subnet mask is 255.128.0.0. Thus, the network entry for the subnetted Class A
network can be defined as follows:NoteEach time you borrow a bit from the host ID, the network
prefix bits go up by one.If you take an additional bit from the host ID bits, you allow the Class A
network to be divided into up to four subnets. The value of this bit taken from the host ID is 64.
When you add this value to the value of the previous bit taken from the host ID, the sum is 192
(128 + 64) and the corresponding subnet mask is 255.192.0.0. This means that the network
entry for a subnetted Class A network that can be divided into up to four subnets can be defined
as follows:Table 2-7 shows how Class A networks can be subnetted and how this affects the
number of possible subnets and hosts per subnet.Table 2-7 Subnetting Class A
networksSubnetting Class B networksThe network entry mask for a standard Class B network
can be defined as follows:A standard Class B network can have up to 65,534 hosts. If you want
to divide a Class B network into two separate subnets, you can borrow the high-order bit from
the host ID in the third octet and add this bit to the network ID. Because the value of this bit taken
from the host ID is 128, the corresponding subnet mask is 255.255.128.0. Thus, the network
entry for the subnetted Class B network can be defined as follows:If you take an additional bit
from the host ID bits, you allow the Class B network to be divided into up to four subnets. The
value of this bit taken from the host ID is 64. When you add this value to the value of the previous
bit taken from the host ID, the sum is 192 (128 + 64) and the corresponding subnet mask is
255.255.192.0. This means that the network entry for a subnetted Class B network that can be



divided into up to four subnets can be defined as follows:Table 2-8 shows how Class B networks
can be subnetted and how this affects the number of possible subnets and hosts per
subnet.Table 2-8 Subnetting Class B networksSubnetting Class C networksThe network entry
mask for a standard Class C network can be defined as follows:A standard Class C network can
have up to 254 hosts. If you want to divide a Class C network into two separate subnets, you can
borrow the high-order bit from the host ID in the fourth octet and add this bit to the network ID.
Because the value of this bit taken from the host ID is 128, the corresponding subnet mask is
255.255.255.128. Thus, the network entry for the subnetted Class C network can be defined as
follows:If you take an additional bit from the host ID bits, you allow the Class C network to be
divided into up to four subnets. The value of this bit taken from the host ID is 64. When you add
this value to the value of the previous bit taken from the host ID, the sum is 192 (128 + 64) and
the corresponding subnet mask is 255.255.255.192. This means that the network entry for a
subnetted Class C network that can be divided into up to four subnets can be defined as
follows:Table 2-9 shows how Class C networks can be subnetted and how this affects the
number of possible subnets and hosts per subnet.Table 2-9 Subnetting Class C
networksUnderstanding IP data packetsWith IPv4, computers send data in discrete packets of
information with a header and a payload. IPv4 headers are variable in size, between 20 and 60
bytes, in 4-byte increments. Each bit range is broken into different sections, and each section
corresponds to the range of a related field in a packet. Header bit ranges consist of 0–3, 4–7, 8–
15, 16–18, and 15–31. These correspond to the values 0, 32, 64, 96, 128, 160, and 160/152+ for
data.For examples of the ranges and their use, see Table 2-10. The IP payload is of variable size
as well, ranging from 8 bytes to 65,515 bytes. Although most people will never use this
information on a regular basis, it’s very useful for understanding how to troubleshoot network
problems.Table 2-10 IPv4 packetsGetting and using IPv4 addressesAs discussed previously,
there are two categories of IPv4 addresses:• Public. Public addresses are assigned by Network
Solutions (formerly this was InterNIC) and can also be purchased from the IANA/ICANN. Most
organizations don’t need to purchase their IPv4 addresses directly, however. Instead, they get
the IPv4 addresses they need from their Internet service provider (ISP).• Private. Private
addresses are reserved for Class A, B, and C networks and can be used without specific
assignment. Most organizations follow the private addressing scheme determined by their
Information Technology (IT) department; in this case they request IPv4 addresses from the IT
department.ImportantTechnically, if your organization doesn’t plan to connect to the Internet, you
can use any IPv4 address. However, I still recommend using private IPv4 addresses in this case
and taking the time to plan out the IPv4 address space carefully. If you do this and you later must
connect the organization to the Internet, you won’t have to change the IPv4 address of every
node on the network. Instead, you’ll need to reconfigure only the network’s Internet-facing
nodes, such as a proxy server or NAT router, to connect your organization to the Internet.Inside
OUTPublic IPv4 address spaceThe public IPv4 address space is running out of new addresses
that can be assigned to public devices (and might have run out completely by the time you read



this). Whether public IPv4 addresses are exhausted for you depends on where your company is
located, what regional Internet registry (RIR) is responsible for allocating IP addresses in your
area of the world, and whether your Internet service provider (ISP) has any IPv4 addresses left
from those it obtained from an RIR. In February 2011 the IANA/ICANN, the global authority
coordinating IP addresses, ran out of new IPv4 address blocks to allocate to RIRs. Now, the
RIRs themselves are running out (or have already run out) of new IPv4 addresses to assign.
Because of this, if your company needs public IPv4 addresses, you might not be able to get
them. In this case you need to use IPv6 for your company’s public Internet communications.If
you are planning your organization’s network infrastructure, you must determine how you want to
structure the network. In many cases you’ll want to isolate the internal systems from the public
Internet and place them on their own private network. An example of this is shown in Figure
2-7.Figure 2-7 Overview diagram for connecting a private network to the Internet.In this example
hosts on the internal network connect to a switch. The switch, in turn, connects to a router, which
performs the necessary internal-to-external IPv4 address translation using NAT. The NAT router,
in turn, is connected to a firewall, and the firewall connects to the Internet. If the internal network
ID is 192.168.1.0/24, the internal IPv4 addresses range from 192.168.1.1 to 192.168.1.254 and
all hosts use the network mask 255.255.255.0. After this occurs, the hosts might include the
following:• A router with IPv4 address 192.168.1.1 on the interface facing the internal network• A
manageable switch with IPv4 address 192.168.1.2• Computers with IPv4 addresses
192.168.1.20 to 192.168.149• Servers with IPv4 addresses 192.168.1.150 to 192.168.199• A
network printer with the IPv4 address 192.168.1.200Follow an IPv4 addressing planNotice how
the IPv4 addresses are assigned. I generally recommend reserving blocks of IPv4 addresses for
the various types of hosts you’ll have on a network. On an internal network with the ID
192.168.1.0/24, you might designate that IPv4 addresses 192.168.1.1 to 192.168.1.19 are
reserved for network hardware, IPv4 addresses 192.168.1.20 to 192.168.1.149 are reserved for
workstations, IPv4 addresses 192.168.1.150 to 192.168.1.199 are reserved for servers, and
IPv4 addresses above 192.168.1.200 are reserved for other types of network hardware, such as
printers.You can then determine the number of public IPv4 addresses you need by assessing
the number of public Internet-facing nodes you need. In this example the NAT router needs a
public IPv4 address, as does the external firewall. To be able to send and receive email, you’ll
need an IPv4 address for the organization’s email server. To set up a public website, you’ll need
an IPv4 address for the organization’s web server.That’s a total of four IPv4 addresses (six,
including the network ID address and the broadcast address). In this case your ISP might assign
you a /29 subnet, giving you a total of six usable addresses. If you think you might need more
than this, you could ask for a /28 subnet. However, keep in mind that you might have to pay a
per–IPv4 address leasing fee.Understanding IPv6As with IPv4, the most important thing IPv6
gives you is the IPv6 address. Although IPv4 allows for more than 4 billion networked devices,
the world is running out of available IPv4 addresses. To resolve this problem, IPv6 uses 128-bit
addresses, and this allows for 340,282,237,000,000,000,000,000,000,000,000,000,000



addresses—give or take a few hundred million quadrillion addresses. Put another way, IPv6
makes available enough IP addresses so that every person on 100 billion worlds of 100 billion
people could have 34 quadrillion IP addresses (and there would still be 2.8236 x 10^33 IP
addresses left over).NoteOkay, so 128 bits might seem like overkill. However, the abundance of
IPv6 addresses makes it possible to allocate addresses in large blocks. Not only does this help
simplify administration, it also avoids fragmentation of the address space, which in turn leads to
smaller routing tables. One reason for selecting 128 bits for the address length is the increasing
prevalence of 64-bit processors over 32-bit processors. 64-bit processors can efficiently work
with 128-bit addresses. As we look to the future, the next logical step is 128-bit computing, and
128-bit addresses will already be in place by that time. A key advantage of the larger address
space in IPv6 is that it makes scanning certain IP blocks for vulnerabilities significantly more
difficult than in IPv4, which makes IPv6 more resistant to malicious attacks by hackers looking
for vulnerable computers.Keeping track of so many IPv6 addresses using the numbering
scheme used with IPv4 is impractical. This is why IPv6 uses hexadecimal numbers rather than
decimal numbers to define the address space. This means that instead of allowing only the
numbers 0 through 9 for each position in the IP address, IPv6 allows the values 0 through 9 and
A through F, with A representing 10, B representing 11, and so on, up to F representing 15.
Therefore, the values 0 through 15 can be represented using the values 0 through F.IPv6’s 128-
bit addresses are divided into eight 16-bit blocks delimited by colons. Each 16-bit block is
expressed in hexadecimal form. With standard unicast IPv6 addresses, the first 64 bits represent
the network ID and the last 64 bits represent the network interface. An example of an IPv6
address follows:Click here to view code imageFE80:0:0:02BC:00FF:BECB:FE4F:961DBecause
many IPv6 address blocks are set to 0, a contiguous set of 0 blocks can be expressed as “::”, a
notation referred to as the double-colon notation. Using double-colon notation, the two 0 blocks
in the previous address are compressed as follows:Click here to view code
imageFE80::02BC:00FF:BECB:FE4F:961DThree or more 0 blocks would be compressed in the
same way. For example, FFE8:0:0:0:0:0:0:1 becomes FFE8::1. However, more than one double-
colon abbreviation in an address is invalid because it makes the notation ambiguous. Also,
leading zeros in a group can be omitted. Thus, FE80::02BC:00FF:BECB:FE4F:961D can be
shortened to FE80::2BC:FF:BECB:FE4F:961D. Following this, the following addresses are all
valid and equivalent:• FE80:0000:0000:02BC:00FF:BECB:FE4F:961D•
FE80:0:0:02BC:00FF:BECB:FE4F:961D• FE80::02BC:00FF:BECB:FE4F:961D•
FE80::2BC:FF:BECB:FE4F:961DFinally, you can write a sequence of 4 bytes at the end of an
IPv6 address in decimal, using dots as separators. You can use this notation with IPv4
compatibility addresses, such as FE80::192.168.10.52.As with IPv4 addresses, there are
different types of IPv6 addresses. As Table 2-11 shows, the type of an IPv6 address is identified
by the high-order bits of the address. Link-local unicast IPv6 addresses are the equivalent of
IPv4 private addresses because they are not globally reachable on the Internet. Global unicast
IPv6 addresses are the equivalent of IPv4 public addresses because they are globally reachable



on the Internet and must be assigned by an IP address authority.Table 2-11 IPv6 address
typesIPv6 doesn’t use subnet masks to identify which bits belong to the network ID and which
bits belong to the host ID. Instead, each IPv6 address is assigned a subnet prefix length that
specifies how the bits in the network ID are used. The subnet prefix length is represented in
decimal form. Therefore, if 48 bits in the network ID are used, the subnet prefix length is written
as shown in the following example:Like IPv4, IPv6 packets are composed of two parts: a header
and a payload. Unlike IPv4, IPv6 allows for sending jumbograms. A jumbogram is an IP
datagram containing a payload larger than 64 KBs. IPv4 does not support this type of
transmission, and it has a 64-KB payload limit.Jumbograms greatly increase the throughput of
high-performance networks. The first 40 octets of an IPv6 packet contain the header (composed
of the source and destination addresses, including an IPv4 version where necessary), a traffic
class section, a flow label (for packet priority information), the payload length, the next header
addressing section, and the hop limit. The payload section consists of the actual data sent
during transmission. The payload section can contain either 64 KBs of information, as with IPv4
packets, or a jumbogram for true IPv6 networking architectures.Another major difference
between IPv4 and IPv6 is that IP security (IPsec) is implemented within the IPv6 protocol. IPsec
lies within the IP network layer and encrypts and authenticates as an integrated part of the
protocol by default. This eliminates additional overhead in encoding and decoding packets using
separate IPsec functionality.Understanding name resolutionAlthough IP addressing works well
for computer-to-computer communications, it doesn’t work so well when you want to access
resources. Could you imagine having to remember the IP address of every computer you work
with? That would be difficult, and it would make working with computers on networks a chore.
This is why computers are assigned names. Names are easier to remember than numbers—at
least for most people.When a computer has a name, to access it you can type that name rather
than its IP address. This name resolution doesn’t happen automatically. In the background, a
computer process translates the computer name you type into an IP address that computers can
understand. Windows Vista and later versions natively support three name-resolution systems:•
Domain Name System (DNS)• Windows Internet Naming Service (WINS)• Link-Local Multicast
Name Resolution (LLMNR)The sections that follow examine these services.Domain Name
SystemDNS provides a distributed database that enables computer names to be resolved to
their corresponding IP addresses. When working with DNS, you need to understand what is
meant by the terms “host name,” “domain name,” “fully qualified domain name,” and “name
resolution.”Host namesA host name identifies an individual host in DNS. Ordinarily, you might
call this a computer name. The difference, however, is that there is an actual record in the DNS
database called a host record that corresponds to the computer name and details how the
computer name is used on the network. Host names can be assigned by administrators and
other members of the organization.Domain namesA domain name is the logical identity of a
network in DNS. Domain names follow a specific naming scheme that is organized in a tree-like
structure. Periods (dots) are used to separate the name components or levels within the domain



name.The first level of the tree is where you find the top-level domains. Top-level domains
describe the kinds of networks that are within their domain. For example, the .edu top-level
domain is for educational domains, the .gov top-level domain is for U.S. government domains,
and the .com top-level domain is for commercial domains. As you can see, top-level domains
generally are organized by category. There are also top-level domains organized geographically,
such as .ca for Canada and .uk for United Kingdom.The second level of the tree is where you
find parent domains. Parent domains are the primary domain names of organizations. For
example, City Power & Light’s domain name is cpandl.com. The domain name cpandl.com
identifies a specific network in the .com domain. No parent domain can be used on the public
Internet without being reserved and registered. Name registrars, such as Network Solutions,
charge a fee for this service.Additional levels of the tree belong to individual hosts or subsequent
levels in the organization’s domain structure. These subsequent levels are referred to as child
domains. For example, City Power & Light might have Tech, Support, and Sales child domains,
which are named tech.cpandl.com, support.cpandl.com, and sales.cpandl.com,
respectively.Inside OUTConnect the network to the InternetIf your organization’s network must
be connected to the Internet, you should obtain a public domain name from a name registrar or
use a similar service provided by an ISP. Because many domain names have already been
taken, you should have several previously agreed-upon alternative names in mind when you go
to register. After you obtain a domain name, you must configure DNS hosting for that domain.
You do this by specifying the addresses of two or more DNS servers that will handle DNS
services for this domain. Typically, these DNS servers belong to your ISP.Inside OUTAdditional
top-level domainsAlthough top-level domains generally are organized by category and country/
region, new top-level domains are introduced periodically after approval by the ICANN.
Additional top-level domains that have been approved include .aero for the air-transport
industry, .asia for the Asia-Pacific region, .biz for businesses, .info for information, .jobs for
companies with jobs to advertise, .mobi for mobile-compatible sites, .museum for museums,
and .travel for the travel and tourism industry.Fully qualified domain namesAll hosts on a TCP/IP
network have what is called a fully qualified domain name (FQDN). The FQDN combines the
host name and the domain name and serves to uniquely identify the host. For a host named
CPL05 in the cpandl.com domain, the FQDN would be cpl05.cpandl.com. For a host named
CORPSVR17 in the tech.cpandl.com domain, the FQDN would be
corpsvr17.tech.cpandl.com.Name resolutionName resolution is the process by which host
names are resolved to IP addresses and vice versa. When a TCP/IP application wants to
communicate with another host on a network, it needs the IP address of that host. Typically, the
application knows only the name of the host it is looking for, so it has to resolve that name to an
IP address.To do this, the application first looks in its local DNS cache of names that it has
previously looked up. If the name is in this cache, the IP address is found without having to look
elsewhere and the application can connect to the remote host. If the name isn’t in the cache, the
application must ask the network’s DNS server or servers to help resolve the name. These



servers perform a similar lookup. If the name is in their database or cache, the IP address for the
name is returned. Otherwise, the DNS server has to request this information from another DNS
server.That’s the way it works—the simplified version at least. Most of the time, a TCP/IP
application has the host name and needs to find the corresponding IP address. Occasionally, a
TCP/IP application has the IP address and needs to find the corresponding host name. To do
this, the application must perform a reverse lookup, so instead of requesting an IP address, the
application requests a host name using the IP address.The application first looks in its local
cache of information that it has previously looked up. If the IP address is in this cache, the name
is found without having to look elsewhere and the application can perform whichever tasks are
necessary. If the IP address isn’t in the cache, the application must ask the network’s DNS
server or servers to help resolve the IP address. These servers perform a similar lookup. If the IP
address is in their reverse lookup database or cache, the name for the IP address is returned.
Otherwise, the DNS server has to request this information from another DNS server.Windows
Internet Naming ServiceWindows Internet Naming Service (WINS) is a name-resolution service
that resolves computer names to IP addresses. For example, using WINS, the computer name
COMPUTER84 could be resolved to an IP address that enables computers on a Microsoft
network to find one another and transfer information. WINS is needed to support applications
that use Network Basic Input/Output System (NetBIOS) over TCP/IP, such as Exchange Server
2003, the .NET command-line utilities, and network browsing for users in pre–Windows Server
2008 environments. If you don’t have NetBIOS applications on the network or pre–Windows
Server 2008 infrastructure, you don’t need to use WINS.WINS is designed for client/server
environments in which WINS clients send queries to WINS servers for name resolution and
WINS servers resolve the queries and respond. To transmit WINS queries and other information,
computers use NetBIOS. NetBIOS is an interface developed to allow applications to perform
basic network operations, such as sending data, connecting to remote hosts, and accessing
network resources.NetBIOS computer names can be up to 15 characters long. They must be
unique on the network and can be looked up on a server called a WINS server. WINS supports
both forward lookups (NetBIOS computer name to IP address) and reverse lookups (IP address
to NetBIOS computer name).NetBIOS applications rely on WINS or the local LMHOSTS file to
resolve computer names to IP addresses. On early Windows networks, WINS was the primary
name-resolution service available. On current Windows networks, DNS is the primary name-
resolution service and WINS has a different function. This function is to allow applications
written to the NetBIOS interface to browse lists of resources on the network and to allow
systems to locate NetBIOS resources. To enable WINS name resolution on a network, you need
to configure WINS clients and servers. When you configure WINS clients, you tell the clients the
IP addresses of WINS servers on the network. Using the IP address, clients can communicate
with WINS servers anywhere on the network, even if the servers are on different subnets. WINS
clients can also communicate using a broadcast method in which clients broadcast messages to
other computers on the local network segment requesting their IP addresses. Because



messages are broadcast, the WINS server isn’t used. Any non-WINS clients that support this
type of message broadcasting can also use this method to resolve computer names to IP
addresses.If you are using applications that rely on NetBIOS over TCP/IP, your organization
must set up WINS. If you are currently using WINS and don’t have applications that rely on
NetBIOS over TCP/IP, you can eliminate the need for this service by moving workstations and
servers to currently supported versions of Windows.ImportantWhere legacy systems have been
upgraded to current Windows Server versions, WINS might be needed to establish or
reestablish trust relationships in Active Directory. The only way to be sure WINS is not needed
for trusts is to ensure that there are no legacy references within Active Directory, and that means
performing a bare-metal install of Windows Server with forest and domain operations in
Windows Server 2003 Native Mode or higher. NetBIOS names are still used under the hood for
trust relationships in Active Directory with current Windows Server operating systems.Link-Local
Multicast Name ResolutionLink-Local Multicast Name Resolution (LLMNR) fills a need for peer-
to-peer name-resolution services for devices with IPv4, IPv6, or both addresses, enabling IPv4
and IPv6 devices on a single subnet without a WINS or DNS server to resolve each other’s
names—a service that neither WINS nor DNS can fully provide. Although WINS can provide
NetBIOS name-resolution services for IPv4, it does not support IPv6 addresses. Although DNS
supports IPv4 and IPv6 addresses, it depends on designated servers to provide name-
resolution services.Windows Vista and later support LLMNR. LLMNR is designed for both IPv4
and IPv6 clients when other name-resolution systems are not available, such as on a small-
office or ad hoc network. LLMNR can also be used on corporate networks where DNS services
are not available.LLMNR is designed to complement DNS by enabling name resolution in
scenarios in which conventional DNS name resolution is not possible. Although LLMNR can
replace the need for WINS in cases in which NetBIOS is not required, LLMNR is not a substitute
for DNS because it operates only on the local subnet. Because LLMNR traffic is prevented from
propagating across routers, it can’t accidentally flood the network.As with WINS, you use
LLMNR to resolve a host name, such as COMPUTER84, to an IP address. By default, LLMNR is
enabled on all computers running Windows Vista and later, and these computers use LLMNR
only when all attempts to look up a host name through DNS fail. As a result, name resolution
works like this for Windows Vista and later:1. A host computer looks up the name in its internal
name cache. If the name is not found in the cache, the host sends a query to its configured
primary DNS server. If the host computer does not receive a response or receives an error, it
tries each configured alternate DNS server in turn. If the host has no configured DNS servers or
fails to connect to a DNS server without errors, name resolution fails over to LLMNR.2. The host
computer sends a multicast query over User Datagram Protocol (UDP) requesting the IP
address for the name being looked up. This query is restricted to the local subnet (also referred
to as the local link).3. Each computer on the local link that supports LLMNR and is configured to
respond to incoming queries receives the query and compares the name to its own host name. If
the host name is not a match, the computer discards the query. If the host name is a match, the



computer transmits a unicast message containing its IP address to the originating host.You can
also use LLMNR for reverse mapping. With reverse mapping, a computer sends a unicast query
to a specific IP address, requesting the host name of the target computer. An LLMNR-enabled
computer that receives the request sends a unicast reply containing its host name to the
originating host.LLMNR-enabled computers are required to ensure that their names are unique
on the local subnet. In most cases a computer checks for uniqueness when it starts, when it
resumes from a suspended state, and when you change its network-interface settings. If a
computer has not yet determined that its name is unique, it must indicate this condition when
responding to a name query.By default, LLMNR is automatically enabled on computers running
Windows Vista and later. You can disable LLMNR through registry settings. To disable LLMNR
for all network interfaces, create and set the following DWORD value to 0 (zero): HKLM/
SYSTEM/CurrentControlSet/Services/Dnscache/Parameters/EnableMulticast. To disable
LLMNR for a specific network interface, create and set the following DWORD value to 0 (zero):
HKLM/SYSTEM/CurrentControlSet/Services/Tcpip/Parameters/Interfaces/AdapterGUID/
EnableMulticast, where AdapterGUID is the globally unique identifier (GUID) of the network
interface adapter for which you want to disable LLMNR.You can reenable LLMNR at any time by
setting these DWORD values to 1. You also can manage LLMNR through Group Policy.Chapter
2. Networking with TCP/IPNavigating networking in Windows Server 2012 R2Using TCP/
IPUnderstanding IPv4 addressingSpecial IPv4 addressing rulesUsing subnets and subnet
masksGetting and using IPv4 addressesUnderstanding IPv6Understanding name
resolutionTCP/IP is a protocol suite consisting of Transmission Control Protocol (TCP) and
Internet Protocol (IP). TCP is a connection-oriented protocol designed for reliable end-to-end
communications. IP is an internetworking protocol that is used to route packets of data called
datagrams over a network. An IP datagram consists of an IP header and an IP payload. The IP
header contains information about routing the datagram, including source and destination IP
addresses. The IP payload contains the actual data being sent over the network.TCP/IP is the
backbone for Microsoft Windows networks. It is required for internetwork communications and
for accessing the Internet. Before you can implement TCP/IP networking, you should understand
IP addressing conventions, subnetting options, and name-resolution techniques—all of which
are covered in this chapter.Navigating networking in Windows Server 2012 R2The networking
features in Windows Server 2012 R2 are different from those in early releases of Windows.
Windows Server 2012 R2 has a suite of networking tools, including the following:Navigating
networking in Windows Server 2012 R2The networking features in Windows Server 2012 R2 are
different from those in early releases of Windows. Windows Server 2012 R2 has a suite of
networking tools, including the following:• Network Explorer. Provides a central console for
browsing computers and devices on the network• Network And Sharing Center. Provides a
central console for viewing and managing a computer’s networking and sharing configuration•
Windows Network Diagnostics. Provides automated diagnostics to help diagnose and resolve
networking problemsBefore discussing how these networking tools are used, we must first look



at the features on which these tools rely:• Network Discovery. Controls the ability to see other
computers and devices• Network Location Awareness. Reports changes in network connectivity
and configurationImportantNetwork Location Awareness also enables a computer with multiple
network interfaces to select the best route for a particular data transfer. As part of selecting the
best route, Windows chooses the best interface (either wired or wireless) for the transfer. This
mechanism improves the selection of wireless over wired networks when both interfaces are
present.ImportantNetwork Location Awareness also enables a computer with multiple network
interfaces to select the best route for a particular data transfer. As part of selecting the best
route, Windows chooses the best interface (either wired or wireless) for the transfer. This
mechanism improves the selection of wireless over wired networks when both interfaces are
present.The network discovery settings of the computer you are working with determine the
computers and devices you can browse or view in networking tools. Discovery settings work in
conjunction with a computer’s Windows Firewall to either block or allow the following:• Discovery
of network computers and devices• Discovery of your computer by othersNetwork discovery
settings are meant to provide the appropriate level of security for each of the various categories
of networks to which a computer can connect. Three categories of networks are defined for
servers:• Domain Network. Intended as a designation for a network in which computers are
connected to the corporate domain to which they are joined• Private Network. Intended as a
designation for a network in which computers are configured as members of a homegroup or
workgroup and are not connected directly to the public Internet• Public Network. Intended as a
designation for a guest network in a public place, such as a coffee shop or airport, rather than for
an internal networkIn domains, you can enable discovery on domain controllers to view member
computers. On member computers, you can enable discovery to see other member computers.
With computers running nonserver versions of Windows, both homegroups and workgroups are
available on private networks. Homegroups have special sharing settings that are not available
in workgroups.TroubleshootingCorrecting the network categoryIf Windows detects the wrong
type of network, you should check the TCP/IP configuration settings for the related network
adapter. If the public category is incorrectly assigned and the TCP/IP settings are correct, you
can change the network category to private (or domain, if appropriate) using Network Explorer.
Open Network Explorer, tap or click the warning message in the notification area, and then tap
or click Turn On Network Discovery And File Sharing. In the dialog box provided, tap or click No,
Make The Network That I Am Connected To A Private Network. This sets the network category
as private while leaving network discovery disabled.Another way to change the network
category is to use Windows PowerShell. Enter Get-NetConnectionProfile to list information
about the networks to which the computer is currently connected, including the name and
interface alias for these networks. At an elevated Windows PowerShell prompt, use Set-
NetConnectionProfile to change the category for a specific network adapter. The basic syntax
isClick here to view code imageSet-NetConnectionProfile -Name NetworkName -
NetworkCategory Categorywhere NetworkName is the network name and Category is Private



for a private network or Public for a public network, such asClick here to view code imageSet-
NetConnectionProfile –Name Network –NetworkCategory PrivateAfter you use Network
Explorer or Set-NetConnectionProfile to change the network category to private, computers on
domain networks should eventually be listed as such. If the network type doesn’t change
automatically, you can disable and then enable the related network connection to force Windows
to reevaluate the network category. One way to disable and then enable a network adapter is to
use Disable-NetAdapter and Enable-NetAdapter. The basic syntax for each isClick here to view
code imageDisable-NetAdapter -Name NetworkNameEnable-NetAdapter -Name
NetworkNamewhere NetworkName is the network name, such asClick here to view code
imageDisable-NetAdapter –Name NetworkEnable-NetAdapter –Name
NetworkTroubleshootingCorrecting the network categoryIf Windows detects the wrong type of
network, you should check the TCP/IP configuration settings for the related network adapter. If
the public category is incorrectly assigned and the TCP/IP settings are correct, you can change
the network category to private (or domain, if appropriate) using Network Explorer. Open
Network Explorer, tap or click the warning message in the notification area, and then tap or click
Turn On Network Discovery And File Sharing. In the dialog box provided, tap or click No, Make
The Network That I Am Connected To A Private Network. This sets the network category as
private while leaving network discovery disabled.Another way to change the network category is
to use Windows PowerShell. Enter Get-NetConnectionProfile to list information about the
networks to which the computer is currently connected, including the name and interface alias
for these networks. At an elevated Windows PowerShell prompt, use Set-NetConnectionProfile
to change the category for a specific network adapter. The basic syntax isClick here to view
code imageSet-NetConnectionProfile -Name NetworkName -NetworkCategory Categorywhere
NetworkName is the network name and Category is Private for a private network or Public for a
public network, such asClick here to view code imageSet-NetConnectionProfile –Name Network
–NetworkCategory PrivateAfter you use Network Explorer or Set-NetConnectionProfile to
change the network category to private, computers on domain networks should eventually be
listed as such. If the network type doesn’t change automatically, you can disable and then
enable the related network connection to force Windows to reevaluate the network category.
One way to disable and then enable a network adapter is to use Disable-NetAdapter and Enable-
NetAdapter. The basic syntax for each isClick here to view code imageDisable-NetAdapter -
Name NetworkNameEnable-NetAdapter -Name NetworkNamewhere NetworkName is the
network name, such asClick here to view code imageDisable-NetAdapter –Name
NetworkEnable-NetAdapter –Name NetworkBecause a computer saves settings separately for
each category of network, you can use different block and allow settings for each network
category. When you connect to a network for the first time, Windows automatically sets the
network category based on the computer’s network settings. If the computer has multiple
network adapters, the adapters can be connected to different networks and, therefore, can be
assigned different network categories.Based on the network category, Windows Server 2012 R2



automatically configures settings that turn discovery either on or off. You can manage these
settings as well. Regardless of whether network discovery was managed automatically and
configured manually, the On (Enabled) state means the following:• The computer can discover
other computers and devices on the network.• Other computers on the network can discover the
computer.The Off (Disabled) state means the following:• The computer can’t discover other
computers and devices on the network.• Other computers on the network can’t discover the
computer.Network Explorer, shown in Figure 2-1, displays a list of discovered computers and
devices on the network. In any File Explorer view, you can access Network Explorer by tapping
or clicking the leftmost option button in the address list and then tapping or clicking Network.
The computers and devices listed in Network Explorer depend on the network discovery
settings of the computer.Figure 2-1 Use Network Explorer to browse network resources.If
discovery is blocked, you’ll see a note about this. When you tap or click the warning message,
you can enable network discovery by selecting Turn On Network Discovery And File Sharing.
This opens the appropriate Windows Firewall ports so that network discovery is allowed. If no
other changes have been made with regard to network discovery, the computer will be in the
discovery-only state. You need to manually configure the sharing of printers, files, and media, as
discussed in Chapter 18, “Managing file sharing,” in Windows Server 2012 R2 Inside Out:
Configuration, Storage, & Essentials (Microsoft Press, 2014).When you attempt to enable
network discovery for a network identified as public, you’ll see an additional prompt with options
for making the network a private network or turning on network discovery and file sharing for all
public networks. Generally, you don’t want to turn on network discovery and file sharing on public
networks because this can open the computer to attack. Therefore, if the computer is actually
connected to a public (open) network, click Cancel and do not turn on network discovery.
Otherwise, if the computer is connected to an unidentified private network, select the option for
making the network a private network.Network And Sharing Center, shown in Figure 2-2,
provides the current network status and an overview of the current network configuration. In
Control Panel you can access Network And Sharing Center by tapping or clicking View Network
Status And Tasks under the Network And Internet heading. In Network Explorer, tap or click
Network on the toolbar and then tap or click Network And Sharing Center.Figure 2-2 View and
manage network settings with Network And Sharing Center.Network And Sharing Center lists
the current network by name and provides an overview of the network, including the category of
the current network as Domain Network, Private Network, or Public Network. The Access Type
field specifies whether and how the computer is connected to its current network as No Internet
Access or Internet Access. The Connections field shows the name of the Local Area Connection
being used to connect to the current network. If you tap or click the connection, you can view the
connection status in the related Status dialog box.Windows assigns the public category to any
unidentified network, even on domain-joined computers. In Network And Sharing Center, the
network adapter used to connect to the domain should identify the domain and show the
network category as Domain Network. However, if a computer’s TCP/IP settings aren’t set



correctly, Windows might misidentify a network as public or private rather than as a domain
network. To resolve this, change the network adapter’s TCP/IP settings. When you enter the
correct TCP/IP settings, Windows attempts to identify the network again and should set the
network category correctly.Windows might occasionally identify multiple networks on a
computer with only one network adapter. Often the quickest solution for this mixed-state problem
is to disable and then enable the network adapter. In Network And Sharing Center, tap or click
Change Adapter Settings. Next, tap or click the network adapter and then tap or click Disable
This Network Device. Finally, tap or click Enable This Network Device.NoteYou also can use
Windows PowerShell to work with network adapters. Use Get-NetAdapter to list details for
network adapters, including the network name. Next, use Disable-NetAdapter to disable the
network adapter and then use Enable-NetAdapter to reenable the network adapter.NoteYou also
can use Windows PowerShell to work with network adapters. Use Get-NetAdapter to list details
for network adapters, including the network name. Next, use Disable-NetAdapter to disable the
network adapter and then use Enable-NetAdapter to reenable the network adapter.If a computer
has multiple network adapters connected to different networks, Windows Server might
incorrectly identify the connected networks as either public or private instead of domain as well.
Often the quickest solution for this mixed-state problem is to disable the network adapter that
isn’t connected to the corporate network. For example, during development testing, I often run
Windows Server on laptops with both wired and wireless connections. To get Windows Server to
correctly identify the domain-connected adapter, I disable the wireless adapter.Windows Server
does allow multiple network adapters to be used. You can aggregate bandwidth using network
adapter teaming. You can configure up to 32 network adapters to work together.Using TCP/
IPThe TCP and IP protocols make it possible for computers to communicate across various
networks and the Internet using network adapters, including network-interface cards, USB-
attachable network adapters, PC Card network adapters, or built-in adapters on the
motherboard. Since the introduction of Windows Vista and Windows Server 2008, Windows has
had a dual IP layer architecture in which both Internet Protocol version 4 (IPv4) and Internet
Protocol version 6 (IPv6) are implemented and share common Transport and Frame
layers.Using TCP/IPThe TCP and IP protocols make it possible for computers to communicate
across various networks and the Internet using network adapters, including network-interface
cards, USB-attachable network adapters, PC Card network adapters, or built-in adapters on the
motherboard. Since the introduction of Windows Vista and Windows Server 2008, Windows has
had a dual IP layer architecture in which both Internet Protocol version 4 (IPv4) and Internet
Protocol version 6 (IPv6) are implemented and share common Transport and Frame layers.IPv4
and IPv6 are used in very different ways. IPv4 has 32-bit addresses and is the primary version of
IP used on most networks, including the Internet. IPv6 has 128-bit addresses and is the next-
generation version of IP.When networking hardware is detected during installation of the
operating system, both IPv4 and IPv6 are enabled by default in Windows Vista and later and you
don’t need to install a separate component to enable support for IPv6. The modified IP



architecture is referred to as the Next Generation TCP/IP stack. Table 2-1 summarizes the key
TCP/IP enhancements implemented in the Next Generation TCP/IP stack. Table 2-2 summarizes
the key TCP/IP enhancements that are specific to IPv6.Table 2-1 Key TCP/IP enhancements in
the Next Generation TCP/IP stackTable 2-2 Key TCP/IP enhancements for IPv6Windows 8.1
and Windows Server 2012 R2 have several enhancements in their built-in DNS clients that
improve name resolution on IPv4 and IPv6 networks, including the following:• Adaptive query
timeout. With adaptive query timeout, the DNS client adapts the timeout interval based on the
time required for previous queries. Thus, instead of waiting 1000 milliseconds (ms) before timing
out a query, the timeout is adjusted based on past performance for the network, resulting in
timeouts between 25 ms and 1000 ms.• Query coalescing. With query coalescing, the DNS
client combines multiple DNS queries for the same name. This results in only one query and
optimizes performance.• Parallel queries. With parallel queries, the DNS client issues IPv4 and
IPv6 queries for A and AAAA records in parallel when both IP interfaces are enabled, which
streamlines the query process and improves performance. Link-local multicast name resolution
(LLMNR) and NetBIOS queries also are issued in parallel for IPv4 and IPv6.• Persistent caching.
With a persistent cache, the DNS client maintains the DNS cache across changes that occur on
the same network. For example, the DNS client now persists the cache after address change
notifications and when the computer is resuming from the sleep or standby state.Windows
PowerShell 3.0 includes the NetTCPIP module for working with TCP/IP from the command line
and in scripts. This module is imported automatically when you open a Windows PowerShell
prompt. Cmdlets you might want to use for TCP/IP troubleshooting include the following:• Get-
NetIPAddress. Lists information about IP address configuration• Get-NetIPInterface. Provides
summary information about IP interface properties• Get-NetIPv4Protocol. Provides summary
information about the IPv4 protocol configuration• Get-NetIPv6Protocol. Provides summary
information about the IPv6 protocol configuration• Get-NetNeighbor. Displays information about
the neighbor cache for IPv4 and IPv6• Get-NetOffloadGlobalSetting. Lists the status of the
global TCP/IP offload settings, including receive-side scaling, receive-segment coalescing, and
TCP/IP chimney• Get-NetRoute. Lists the IP routing table• Get-NetTCPConnection. Lists details
about current TCP connection statistics• Get-NetTCPSetting. Displays TCP settings and
configurationTo list all of the available NetTCPIP cmdlets, type Get-Command –Module
NetTCPIP at a Windows PowerShell prompt. Alternatively, you can get a sorted list of commands
by entering the following:Click here to view code imageGet-Command –Module Net-TCPIP |
Sort Noun,Verb | ft -auto Verb,NounUnderstanding IPv4 addressingThe most important thing
IPv4 gives you is the IPv4 address. It’s the existence of IPv4 addresses that enables information
to be routed from point A to point B over a network. An IPv4 address is a 32-bit logical address
that has two components: a network address and a node address. Typically, IPv4 addresses are
divided into four 8-bit values called octets and are written as four separate decimal values
delimited by a period (referred to as a dot). The binary values are converted to decimal
equivalents by adding the numbers represented by the bit positions that are set to 1. The general



way to write this value is in the form w.x.y.z, where each letter represents one of the four
octets.Understanding IPv4 addressingThe most important thing IPv4 gives you is the IPv4
address. It’s the existence of IPv4 addresses that enables information to be routed from point A
to point B over a network. An IPv4 address is a 32-bit logical address that has two components:
a network address and a node address. Typically, IPv4 addresses are divided into four 8-bit
values called octets and are written as four separate decimal values delimited by a period
(referred to as a dot). The binary values are converted to decimal equivalents by adding the
numbers represented by the bit positions that are set to 1. The general way to write this value is
in the form w.x.y.z, where each letter represents one of the four octets.IPv4 addresses can be
used in three ways:• Unicast. Unicast IPv4 addresses are assigned to individual network
interfaces that are attached to an IPv4 network and are used in one-to-one communications.•
Multicast. Multicast IPv4 addresses are addresses for which one or multiple IPv4 nodes can
listen on the same or different network segments and are used in one-to-many
communications.• Broadcast. Broadcast IPv4 addresses are designed to be used by every IPv4
node on a particular network segment and are used in one-to-everyone communications.Each
of these IPv4 addressing techniques is discussed in the sections that follow.Unicast IPv4
addressesUnicast IPv4 addresses are the ones you’ll work with the most. These are the IPv4
addresses that are assigned to individual network interfaces. In fact, each network interface that
uses TCP/IPv4 must have a unique unicast IPv4 address. A unicast IPv4 address consists of two
components:Unicast IPv4 addressesUnicast IPv4 addresses are the ones you’ll work with the
most. These are the IPv4 addresses that are assigned to individual network interfaces. In fact,
each network interface that uses TCP/IPv4 must have a unique unicast IPv4 address. A unicast
IPv4 address consists of two components:• A network ID. The network ID or address identifies a
specific logical network and must be unique within its boundaries. Typically, IPv4 routers set the
boundaries for a logical network and this boundary is the same as the physical network defined
by the routers. All nodes that are on the same logical network must share the same network ID. If
they don’t, routing or delivery problems occur.• A host ID. The host ID or address identifies a
specific node on a network, such as a router interface or server. As with a network ID, it must be
unique within a particular network segment.Address classes are used to create subdivisions of
the IPv4 address space. With unicast IPv4 addresses, the classes A, B, and C can be applied.
Each describes a different way of dividing a subset of the 32-bit IPv4 address space into
network addresses and host addresses.NoteClasses D and E are defined as well. Class D
addresses are used for multicast, as discussed in the next section of this chapter. Class E
addresses are reserved for experimental use. Class D addresses begin with a number between
224 and 239 for the first octet. Class E addresses begin with a number between 240 and 255 for
the first octet. Although Windows Server 2012 R2 supports the use of Class D addresses, it
does not support Class E addresses.NoteClasses D and E are defined as well. Class D
addresses are used for multicast, as discussed in the next section of this chapter. Class E
addresses are reserved for experimental use. Class D addresses begin with a number between



224 and 239 for the first octet. Class E addresses begin with a number between 240 and 255 for
the first octet. Although Windows Server 2012 R2 supports the use of Class D addresses, it
does not support Class E addresses.Class A networksClass A networks are designed for when
you need a large number of hosts but only a few network segments, and they have addresses
that begin with a number between 1 and 127 for the first octet. As shown in Figure 2-3, the first
octet (the first 8 bits of the address) defines the network ID, and the last three octets (the last 24
bits of the address) define the host ID. As you’ll learn shortly, the Class A address 127 has a
special meaning and isn’t available for your use. This means that there are 126 possible Class A
networks and each network can have 16,277,214 nodes. For example, a Class A network with
the network address 100 contains all IPv4 addresses from 100.0.0.0 to 100.255.255.255.Class
A networksClass A networks are designed for when you need a large number of hosts but only a
few network segments, and they have addresses that begin with a number between 1 and 127
for the first octet. As shown in Figure 2-3, the first octet (the first 8 bits of the address) defines
the network ID, and the last three octets (the last 24 bits of the address) define the host ID. As
you’ll learn shortly, the Class A address 127 has a special meaning and isn’t available for your
use. This means that there are 126 possible Class A networks and each network can have
16,277,214 nodes. For example, a Class A network with the network address 100 contains all
IPv4 addresses from 100.0.0.0 to 100.255.255.255.Figure 2-3 IPv4 addressing on Class A
networks.Class B networksClass B networks are designed for when you need a moderate
number of networks and hosts, and they have addresses that begin with a number between 128
and 191 for the first octet. As shown in Figure 2-4, the first two octets (the first 16 bits of the
address) define the network ID, and the last two octets (the last 16 bits of the address) define
the host ID. This means that there are 16,384 Class B networks and each network can have
65,534 nodes.Class B networksClass B networks are designed for when you need a moderate
number of networks and hosts, and they have addresses that begin with a number between 128
and 191 for the first octet. As shown in Figure 2-4, the first two octets (the first 16 bits of the
address) define the network ID, and the last two octets (the last 16 bits of the address) define
the host ID. This means that there are 16,384 Class B networks and each network can have
65,534 nodes.Figure 2-4 IPv4 addressing on Class B networks.Class C networksClass C
networks are designed for when you need a large number of networks and relatively few hosts,
and they have addresses that begin with a number between 192 and 223 for the first octet. As
shown in Figure 2-5, the first three octets (the first 24 bits of the address) define the network ID
and the last octet (the last 8 bits of the address) defines the host ID. This means that there are
2,097,152 Class C networks and each network can have 254 nodes.Class C networksClass C
networks are designed for when you need a large number of networks and relatively few hosts,
and they have addresses that begin with a number between 192 and 223 for the first octet. As
shown in Figure 2-5, the first three octets (the first 24 bits of the address) define the network ID
and the last octet (the last 8 bits of the address) defines the host ID. This means that there are
2,097,152 Class C networks and each network can have 254 nodes.Figure 2-5 IPv4 addressing



on Class C networks.Loopback, public, and private addressesWhen using any of the IPv4
address classifications, you need to follow certain rules. The network ID can’t begin with 127 as
the first octet. All IPv4 addresses that begin with 127 are reserved as loopback addresses. Any
packets sent to an IPv4 address beginning with 127 are handled as if they’ve already been
routed and have reached their destination, which is the local network interface. This means that
any packets addressed to an IPv4 address of 127.0.0.0 to 127.255.255.255 are addressed to
and received by the local network interface.Loopback, public, and private addressesWhen using
any of the IPv4 address classifications, you need to follow certain rules. The network ID can’t
begin with 127 as the first octet. All IPv4 addresses that begin with 127 are reserved as
loopback addresses. Any packets sent to an IPv4 address beginning with 127 are handled as if
they’ve already been routed and have reached their destination, which is the local network
interface. This means that any packets addressed to an IPv4 address of 127.0.0.0 to
127.255.255.255 are addressed to and received by the local network interface.In addition, some
addresses in the ranges are defined as public and others are defined as private. Public IPv4
addresses are assigned by Internet service providers (ISPs). ISPs obtain allocations of IPv4
addresses from a local Internet registry (LIR), from a national Internet registry (NIR), or from
their appropriate regional Internet registry (RIR). Private addresses are addresses reserved for
organizations to use on internal networks. Because they are nonroutable, which means they are
not reachable on the Internet, they do not affect the public Internet and do not have to be
assigned by an addressing authority.The private IPv4 addresses defined are as follows:• Class
A private IPv4 addresses. 10.0.0.0 through 10.255.255.255• Class B private IPv4 addresses.
172.16.0.0 through 172.31.255.255• Class C private IPv4 addresses. 192.168.0.0 through
192.168.255.255Because you shouldn’t connect hosts on an organization’s private network
directly to the Internet, you should indirectly connect them using the Network Address
Translation (NAT) protocol or a gateway program such as a proxy. When NAT is configured on
the organization’s network, a device, such as a router, is responsible for translating private
addresses to public addresses, allowing the nodes on the internal network to communicate with
the nodes on the public Internet. When proxies are configured on the organization’s network, the
proxy acts as the go-between. It receives requests from nodes on the internal network and
sends the requests to the public Internet. When the response is returned, the proxy sends the
response to the node that made the original request. In both cases the device providing NAT or
proxy services has a private IP address on its internal network interface and a public address on
its Internet interface.Multicast IPv4 addressesMulticast IPv4 addresses are used only as
destination IPv4 addresses and allow multiple nodes to listen for packets sent by a single
originating node. In this way, a single packet can be delivered to and received by many hosts.
Here’s how it works: a sending node addresses a packet using a multicast IPv4 address. If the
packet is addressed to the sending node’s network, nodes on the network that are listening for
multicast traffic receive and process the packet. If the packet is addressed to another network, a
router on the sending node’s network forwards the packet as it would any other packet. When it’s



received on the destination network, any nodes on the network that are listening for multicast
traffic receive and process the packet.Multicast IPv4 addressesMulticast IPv4 addresses are
used only as destination IPv4 addresses and allow multiple nodes to listen for packets sent by a
single originating node. In this way, a single packet can be delivered to and received by many
hosts. Here’s how it works: a sending node addresses a packet using a multicast IPv4 address. If
the packet is addressed to the sending node’s network, nodes on the network that are listening
for multicast traffic receive and process the packet. If the packet is addressed to another
network, a router on the sending node’s network forwards the packet as it would any other
packet. When it’s received on the destination network, any nodes on the network that are
listening for multicast traffic receive and process the packet.The nodes listening for multicast
packets on a particular IPv4 address are referred to as the host group. Members of the host
group can be located anywhere—as long as the organization’s routers know where members of
the host group are located so that the routers can forward packets as appropriate.One address
class is reserved for multicast: Class D. Class D addresses begin with a number between 224
and 239 for the first octet.Multicast IPv4 addresses in the range of 224.0.0.0 through
224.0.0.255 are reserved for local subnet traffic. For example, the address 224.0.0.1 is an all-
hosts multicast address and is designed for multicasting to all hosts on a subnet. The address
224.0.0.2 is an all-routers multicast address and is designed for multicasting to all routers on a
subnet. Other addresses in this range are used as specified by the Internet Assigned Numbers
Authority (IANA), which is a function of the Internet Corporation for Assigned Names and
Numbers (ICANN). For details, see the IANA website at .Broadcast IPv4 addressesBroadcast
IPv4 addresses are used only as destination IPv4 addresses, and they allow a single node to
direct packets to every node on the local network segment. When a sending node addresses a
packet using a broadcast IPv4 address, every node on that network segment receives and
processes the packet.Broadcast IPv4 addressesBroadcast IPv4 addresses are used only as
destination IPv4 addresses, and they allow a single node to direct packets to every node on the
local network segment. When a sending node addresses a packet using a broadcast IPv4
address, every node on that network segment receives and processes the packet.To understand
how broadcasts are used, you must understand the difference between classful networks and
nonclassful networks. A classful network is a network that follows the class rules as defined,
meaning a Class A, B, or C network is configured with network addresses and host addresses
as described previously. A nonclassful network is a network that doesn’t strictly follow the class
rules. Nonclassful networks might have subnets that don’t follow the normal rules for network
and host IDs. You’ll learn more about subnets later in this chapter in the section entitled “Using
subnets and subnet masks.”NoteA nonclassful network can also be referred to as a classless
network. However, classless inter-domain routing (CIDR) and all it implies are specifically
spelled out in Request For Comments (RFCs), such as RFC 1812. RFC 1812 provides rules that
supersede those of some previous RFCs, such as RFC 950, which prohibited the use of all-
zeros subnets.NoteA nonclassful network can also be referred to as a classless network.



However, classless inter-domain routing (CIDR) and all it implies are specifically spelled out in
Request For Comments (RFCs), such as RFC 1812. RFC 1812 provides rules that supersede
those of some previous RFCs, such as RFC 950, which prohibited the use of all-zeros
subnets.All nodes listen for and process broadcasts. Because IPv4 routers usually do not
forward broadcast packets, broadcasts are generally limited by router boundaries. The
broadcast address is obtained by setting all the host bits in the IPv4 address to 1 as appropriate
for the broadcast type. Three types of broadcasts are used:• Network broadcasts. Network
broadcasts are used to send packets to all nodes on a classful network. For network broadcasts,
the host ID bits are set to 1. For a nonclassful network, there is no network broadcast address,
only a subnet broadcast address.• Subnet broadcasts. Subnet broadcasts are used to send
packets to all nodes on a nonclassful network. For subnet broadcasts, the host ID bits are set to
1. For a classful network, there is no subnet broadcast address, only a network broadcast
address.• Limited broadcasts. Limited broadcasts are used to send packets to all nodes when
the network ID is unknown. For a limited broadcast, all network ID and host ID bits are set to
1.DHCP uses limited broadcastsLimited broadcasts are sent by nodes that have their IPv4
address automatically configured, as is the case with Dynamic Host Configuration Protocol
(DHCP). With DHCP, clients use a limited broadcast to advertise that they need to obtain an
IPv4 address. A DHCP server on the network acknowledges the request by assigning the node
an IPv4 address, which the client then uses for normal network communications.DHCP uses
limited broadcastsLimited broadcasts are sent by nodes that have their IPv4 address
automatically configured, as is the case with Dynamic Host Configuration Protocol (DHCP). With
DHCP, clients use a limited broadcast to advertise that they need to obtain an IPv4 address. A
DHCP server on the network acknowledges the request by assigning the node an IPv4 address,
which the client then uses for normal network communications.NotePreviously, a fourth type of
broadcast was available, called an all-subnets-directed broadcast. This broadcast type was
used to send packets to all nodes on all the subnets of a nonclassful network. Because of the
changes specified in RFC 1812, all-subnets-directed broadcasts have been deprecated,
meaning they are no longer going to be supported.NotePreviously, a fourth type of broadcast
was available, called an all-subnets-directed broadcast. This broadcast type was used to send
packets to all nodes on all the subnets of a nonclassful network. Because of the changes
specified in RFC 1812, all-subnets-directed broadcasts have been deprecated, meaning they
are no longer going to be supported.Special IPv4 addressing rulesAs you’ve seen, certain IPv4
addresses and address ranges have special uses:Special IPv4 addressing rulesAs you’ve seen,
certain IPv4 addresses and address ranges have special uses:• The addresses 127.0.0.0
through 127.255.255.255 are reserved for local loopback.• The addresses 10.0.0.0 through
10.255.255.255, 172.16.0.0 through 172.31.255.255, and 192.168.0.0 through
192.168.255.255 are designated as private and, as such, are nonroutable.• On classful
networks, the Class A addresses w.255.255.255, the Class B addresses w.x.255.255, and the
Class C addresses w.x.y.255 are reserved for broadcasts.• On nonclassful networks, the



broadcast address is the last IPv4 address in the range of IPv4 addresses for the associated
subnet.NoteCertain IPv4 addresses are also reserved for other purposes. For example, the IPv4
addresses 169.254.0.1 to 169.254.255.254 are used for Automatic Private IPv4 Addressing
(APIPA) as discussed in the section entitled “Configuring TCP/IP networking” in Chapter 3,
“Managing TCP/IP networking.”NoteCertain IPv4 addresses are also reserved for other
purposes. For example, the IPv4 addresses 169.254.0.1 to 169.254.255.254 are used for
Automatic Private IPv4 Addressing (APIPA) as discussed in the section entitled “Configuring
TCP/IP networking” in Chapter 3, “Managing TCP/IP networking.”On classful networks, all the
bits in the network ID can’t be set to 0 because this expression is reserved to indicate a host on
a local network. Similarly, on a classful network all the bits in the host ID can’t be set to 0
because this is reserved to indicate the IPv4 network number.Table 2-3 lists the ranges of
network numbers based on address classes. You can’t assign the network number to a network
interface. The network number is common to all network interfaces attached to the same logical
network. On a nonclassful network, the network number is the first IPv4 address in the range of
IPv4 addresses for the associated subnet—as specified in RFC 1812.Table 2-3 Network IDs for
classful networksWhen you apply all the rules for IPv4 addresses, you find that hosts on a
network can’t use many IPv4 addresses. This means that the first available host ID and last
available host ID are different from the range of available IPv4 addresses. Table 2-4 shows how
these rules apply to classful networks. On a nonclassful network, the same rules apply—you
lose the first and last available host IDs from the range of available IPv4 addresses.Table 2-4
Available host IDs on classful networksInside OUTRouters, gateways, and bridges connect
networksA router is needed for hosts on a network to communicate with hosts on other
networks. It is standard convention for the network router to be assigned the first available host
ID. On Windows systems, you identify the address for the router as the gateway IPv4 address for
the network. Although the terms “gateways” and “routers” are often used interchangeably,
technically the two are different. A router is a device that sends packets between network
segments. A gateway is a device that performs the necessary translation so that communication
between networks with different architectures is possible. When working with networks, you
might also hear the term “bridge.” A bridge is a device that directs traffic between two network
segments using physical machine addresses (Media Access Control, or MAC, addresses).
Routers, gateways, and bridges can be implemented in hardware as separate devices or in
software so that a system on the network can handle the role as a network router, gateway, or
bridge as necessary.Inside OUTRouters, gateways, and bridges connect networksA router is
needed for hosts on a network to communicate with hosts on other networks. It is standard
convention for the network router to be assigned the first available host ID. On Windows
systems, you identify the address for the router as the gateway IPv4 address for the network.
Although the terms “gateways” and “routers” are often used interchangeably, technically the two
are different. A router is a device that sends packets between network segments. A gateway is a
device that performs the necessary translation so that communication between networks with



different architectures is possible. When working with networks, you might also hear the term
“bridge.” A bridge is a device that directs traffic between two network segments using physical
machine addresses (Media Access Control, or MAC, addresses). Routers, gateways, and
bridges can be implemented in hardware as separate devices or in software so that a system on
the network can handle the role as a network router, gateway, or bridge as necessary.Using
subnets and subnet masksAnyone who works with computers should learn about subnetting
and what it means. A subnet is a portion of a network that operates as a separate network.
Logically, it exists separately from other networks, even if hosts on those other networks share
the same network ID. Typically, such networks are also physically separated by a router. This
ensures that the subnet is isolated and doesn’t affect other subnets.Using subnets and subnet
masksAnyone who works with computers should learn about subnetting and what it means. A
subnet is a portion of a network that operates as a separate network. Logically, it exists
separately from other networks, even if hosts on those other networks share the same network
ID. Typically, such networks are also physically separated by a router. This ensures that the
subnet is isolated and doesn’t affect other subnets.Subnetting is designed to make more
efficient use of the IPv4 address space. Thus, rather than having networks with hundreds,
thousands, or millions of nodes, you have a subnet that is sized appropriately for the number of
nodes you use. This is important, especially for the crowded public IPv4 address space, where it
doesn’t make sense to assign the complete IPv4 address range for a network to an individual
organization. Thus, instead of getting a complete network address for the public Internet, your
organization is more likely to get a block of consecutive IPv4 addresses to use.Subnet
masksYou use a 32-bit value known as a subnet mask to configure nodes in a subnet to
communicate only with other nodes on the same subnet. The mask works by blocking areas
outside the subnet so that they aren’t visible from within the subnet. Because they are 32-bit
values, subnet masks can be expressed as an address for which each 8-bit value (octet) is
written as four separate decimal values delimited by a period (dot). As with IPv4 addresses, the
basic form is w.x.y.z.Subnet masksYou use a 32-bit value known as a subnet mask to configure
nodes in a subnet to communicate only with other nodes on the same subnet. The mask works
by blocking areas outside the subnet so that they aren’t visible from within the subnet. Because
they are 32-bit values, subnet masks can be expressed as an address for which each 8-bit value
(octet) is written as four separate decimal values delimited by a period (dot). As with IPv4
addresses, the basic form is w.x.y.z.The subnet mask identifies which bits of the IPv4 address
belong to the network ID and which bits belong to the host ID. Nodes can see only the portions
of the IPv4 address space that aren’t masked by a bit with a value of 1. If a bit is set to 1, it
corresponds to a bit in the network ID. If a bit is set to 0, it corresponds to a bit in the host
ID.Because a subnet mask must be configured for each IPv4 address, nodes on both classful
and nonclassful networks have subnet masks. On a classful network, all the bits in the network
ID portion of the IPv4 address are set to 1 and can be presented in dotted decimal, as shown in
Table 2-5.Table 2-5 Standard subnet masks for classful networksInside OUTBlocks of IPv4



addresses on the public InternetFor internal networks that use private IPv4 addresses, you’ll
often be able to use the standard subnet masks. This isn’t true, however, when you need public
IPv4 addresses. Most of the time you’ll be assigned a small block of public IPv4 addresses to
work with. For example, you might be assigned a block of eight (six usable) addresses. In this
case you must create a subnet that uses the subnet mask to isolate your nodes as appropriate
for the number of nodes you’ve been assigned. I say there are six usable addresses out of eight
because the lowest address is reserved as the network number and the highest address is
reserved as the broadcast address for the network. This is always the case, as any good Cisco
Certified Network Associate (CCNA) will tell you.Inside OUTBlocks of IPv4 addresses on the
public InternetFor internal networks that use private IPv4 addresses, you’ll often be able to use
the standard subnet masks. This isn’t true, however, when you need public IPv4 addresses.
Most of the time you’ll be assigned a small block of public IPv4 addresses to work with. For
example, you might be assigned a block of eight (six usable) addresses. In this case you must
create a subnet that uses the subnet mask to isolate your nodes as appropriate for the number
of nodes you’ve been assigned. I say there are six usable addresses out of eight because the
lowest address is reserved as the network number and the highest address is reserved as the
broadcast address for the network. This is always the case, as any good Cisco Certified Network
Associate (CCNA) will tell you.Network prefix notationWith subnetting, an IPv4 address alone
doesn’t help you understand how the address can be used. To be sure, you must know the
number of bits in the network ID. As discussed, the subnet mask provides one way to determine
which bits in the IPv4 address belong to the network ID and which bits belong to the host ID. If
you have a block of IPv4 addresses, writing out each IPv4 address and the subnet mask is
rather tedious. A shorthand way to do this is to use network prefix notation, which is also referred
to as the classless inter-domain routing (CIDR) notation.Network prefix notationWith subnetting,
an IPv4 address alone doesn’t help you understand how the address can be used. To be sure,
you must know the number of bits in the network ID. As discussed, the subnet mask provides
one way to determine which bits in the IPv4 address belong to the network ID and which bits
belong to the host ID. If you have a block of IPv4 addresses, writing out each IPv4 address and
the subnet mask is rather tedious. A shorthand way to do this is to use network prefix notation,
which is also referred to as the classless inter-domain routing (CIDR) notation.In network prefix
notation, the network ID is seen as the prefix of an IPv4 address and the host ID is seen as the
suffix. To write a block of IPv4 addresses and specify which bits are used for the network ID, you
write the network number followed by a forward slash and the number of bits in the network ID,
as in the following:Click here to view code imageNetworkNumber/# of bits in the network IDThe
slash and the number of bits in the network ID are referred to as the network prefix. Following
this, you could rewrite Table 2-5 in the way shown in Table 2-6.Table 2-6 Standard network
prefixes for classful networksYou now have two ways of detailing which bits are used for the
network ID and which bits are used for the host ID. With the network number 192.168.1.0, you
could use either of the following to specify that the first 24 bits identify the network ID:•



192.168.1.0, 255.255.255.0• 192.168.1.0/24With either entry, you know that the first 24 bits
identify the network ID and the last 8 bits identify the host ID. This, in turn, means that the usable
IPv4 addresses are 192.168.1.1 through 192.168.1.254.SubnettingWhen you use subnetting,
nodes no longer follow the class rules for determining which bits in the IPv4 address are used for
the network ID and which bits are used for the host ID. Instead, you set the 32 bits of the IPv4
address as appropriate to be either network ID bits or host ID bits based on the number of
subnets you need and then number nodes for each subnet. There is an inverse relationship
between the number of subnets and the number of nodes per subnet that can be supported. As
the number of subnets goes up by a factor of two, the number of hosts per subnet goes down by
a factor of two.SubnettingWhen you use subnetting, nodes no longer follow the class rules for
determining which bits in the IPv4 address are used for the network ID and which bits are used
for the host ID. Instead, you set the 32 bits of the IPv4 address as appropriate to be either
network ID bits or host ID bits based on the number of subnets you need and then number
nodes for each subnet. There is an inverse relationship between the number of subnets and the
number of nodes per subnet that can be supported. As the number of subnets goes up by a
factor of two, the number of hosts per subnet goes down by a factor of two.Because Class A, B,
and C networks have a different number of host ID bits to start with, borrowing bits from the host
ID yields different numbers of subnets and hosts. The technique is the same, however. Each bit
represented as a 1 in the subnet mask corresponds to a bit that belongs to the network ID. This
means the value of each bit can be represented as shown in Figure 2-6.Figure 2-6 Represents
the value of each bit when it’s set to 1.You start with the high-order bits and work your way to the
low-order bits. When you borrow 1 bit of the host ID, you increase the number of possible
subnets by a factor of two and reduce the number of possible hosts by a factor of two.Subnetting
Class A networksThe network entry mask for a standard Class A network can be defined as
follows:Subnetting Class A networksThe network entry mask for a standard Class A network can
be defined as follows:If you want to divide a Class A network into two separate subnets, you can
borrow the high-order bit from the host ID in the second octet and add this bit to the network ID.
Because the value of this bit taken from the host ID is 128, the corresponding subnet mask is
255.128.0.0. Thus, the network entry for the subnetted Class A network can be defined as
follows:NoteEach time you borrow a bit from the host ID, the network prefix bits go up by
one.NoteEach time you borrow a bit from the host ID, the network prefix bits go up by one.If you
take an additional bit from the host ID bits, you allow the Class A network to be divided into up to
four subnets. The value of this bit taken from the host ID is 64. When you add this value to the
value of the previous bit taken from the host ID, the sum is 192 (128 + 64) and the corresponding
subnet mask is 255.192.0.0. This means that the network entry for a subnetted Class A network
that can be divided into up to four subnets can be defined as follows:Table 2-7 shows how Class
A networks can be subnetted and how this affects the number of possible subnets and hosts per
subnet.Table 2-7 Subnetting Class A networksSubnetting Class B networksThe network entry
mask for a standard Class B network can be defined as follows:Subnetting Class B networksThe



network entry mask for a standard Class B network can be defined as follows:A standard Class
B network can have up to 65,534 hosts. If you want to divide a Class B network into two separate
subnets, you can borrow the high-order bit from the host ID in the third octet and add this bit to
the network ID. Because the value of this bit taken from the host ID is 128, the corresponding
subnet mask is 255.255.128.0. Thus, the network entry for the subnetted Class B network can
be defined as follows:If you take an additional bit from the host ID bits, you allow the Class B
network to be divided into up to four subnets. The value of this bit taken from the host ID is 64.
When you add this value to the value of the previous bit taken from the host ID, the sum is 192
(128 + 64) and the corresponding subnet mask is 255.255.192.0. This means that the network
entry for a subnetted Class B network that can be divided into up to four subnets can be defined
as follows:Table 2-8 shows how Class B networks can be subnetted and how this affects the
number of possible subnets and hosts per subnet.Table 2-8 Subnetting Class B
networksSubnetting Class C networksThe network entry mask for a standard Class C network
can be defined as follows:Subnetting Class C networksThe network entry mask for a standard
Class C network can be defined as follows:A standard Class C network can have up to 254
hosts. If you want to divide a Class C network into two separate subnets, you can borrow the
high-order bit from the host ID in the fourth octet and add this bit to the network ID. Because the
value of this bit taken from the host ID is 128, the corresponding subnet mask is
255.255.255.128. Thus, the network entry for the subnetted Class C network can be defined as
follows:If you take an additional bit from the host ID bits, you allow the Class C network to be
divided into up to four subnets. The value of this bit taken from the host ID is 64. When you add
this value to the value of the previous bit taken from the host ID, the sum is 192 (128 + 64) and
the corresponding subnet mask is 255.255.255.192. This means that the network entry for a
subnetted Class C network that can be divided into up to four subnets can be defined as
follows:Table 2-9 shows how Class C networks can be subnetted and how this affects the
number of possible subnets and hosts per subnet.Table 2-9 Subnetting Class C
networksUnderstanding IP data packetsWith IPv4, computers send data in discrete packets of
information with a header and a payload. IPv4 headers are variable in size, between 20 and 60
bytes, in 4-byte increments. Each bit range is broken into different sections, and each section
corresponds to the range of a related field in a packet. Header bit ranges consist of 0–3, 4–7, 8–
15, 16–18, and 15–31. These correspond to the values 0, 32, 64, 96, 128, 160, and 160/152+ for
data.Understanding IP data packetsWith IPv4, computers send data in discrete packets of
information with a header and a payload. IPv4 headers are variable in size, between 20 and 60
bytes, in 4-byte increments. Each bit range is broken into different sections, and each section
corresponds to the range of a related field in a packet. Header bit ranges consist of 0–3, 4–7, 8–
15, 16–18, and 15–31. These correspond to the values 0, 32, 64, 96, 128, 160, and 160/152+ for
data.For examples of the ranges and their use, see Table 2-10. The IP payload is of variable size
as well, ranging from 8 bytes to 65,515 bytes. Although most people will never use this
information on a regular basis, it’s very useful for understanding how to troubleshoot network



problems.Table 2-10 IPv4 packetsGetting and using IPv4 addressesAs discussed previously,
there are two categories of IPv4 addresses:Getting and using IPv4 addressesAs discussed
previously, there are two categories of IPv4 addresses:• Public. Public addresses are assigned
by Network Solutions (formerly this was InterNIC) and can also be purchased from the IANA/
ICANN. Most organizations don’t need to purchase their IPv4 addresses directly, however.
Instead, they get the IPv4 addresses they need from their Internet service provider (ISP).•
Private. Private addresses are reserved for Class A, B, and C networks and can be used without
specific assignment. Most organizations follow the private addressing scheme determined by
their Information Technology (IT) department; in this case they request IPv4 addresses from the
IT department.ImportantTechnically, if your organization doesn’t plan to connect to the Internet,
you can use any IPv4 address. However, I still recommend using private IPv4 addresses in this
case and taking the time to plan out the IPv4 address space carefully. If you do this and you later
must connect the organization to the Internet, you won’t have to change the IPv4 address of
every node on the network. Instead, you’ll need to reconfigure only the network’s Internet-facing
nodes, such as a proxy server or NAT router, to connect your organization to the
Internet.ImportantTechnically, if your organization doesn’t plan to connect to the Internet, you
can use any IPv4 address. However, I still recommend using private IPv4 addresses in this case
and taking the time to plan out the IPv4 address space carefully. If you do this and you later must
connect the organization to the Internet, you won’t have to change the IPv4 address of every
node on the network. Instead, you’ll need to reconfigure only the network’s Internet-facing
nodes, such as a proxy server or NAT router, to connect your organization to the Internet.Inside
OUTPublic IPv4 address spaceThe public IPv4 address space is running out of new addresses
that can be assigned to public devices (and might have run out completely by the time you read
this). Whether public IPv4 addresses are exhausted for you depends on where your company is
located, what regional Internet registry (RIR) is responsible for allocating IP addresses in your
area of the world, and whether your Internet service provider (ISP) has any IPv4 addresses left
from those it obtained from an RIR. In February 2011 the IANA/ICANN, the global authority
coordinating IP addresses, ran out of new IPv4 address blocks to allocate to RIRs. Now, the
RIRs themselves are running out (or have already run out) of new IPv4 addresses to assign.
Because of this, if your company needs public IPv4 addresses, you might not be able to get
them. In this case you need to use IPv6 for your company’s public Internet
communications.Inside OUTPublic IPv4 address spaceThe public IPv4 address space is
running out of new addresses that can be assigned to public devices (and might have run out
completely by the time you read this). Whether public IPv4 addresses are exhausted for you
depends on where your company is located, what regional Internet registry (RIR) is responsible
for allocating IP addresses in your area of the world, and whether your Internet service provider
(ISP) has any IPv4 addresses left from those it obtained from an RIR. In February 2011 the IANA/
ICANN, the global authority coordinating IP addresses, ran out of new IPv4 address blocks to
allocate to RIRs. Now, the RIRs themselves are running out (or have already run out) of new



IPv4 addresses to assign. Because of this, if your company needs public IPv4 addresses, you
might not be able to get them. In this case you need to use IPv6 for your company’s public
Internet communications.If you are planning your organization’s network infrastructure, you must
determine how you want to structure the network. In many cases you’ll want to isolate the
internal systems from the public Internet and place them on their own private network. An
example of this is shown in Figure 2-7.Figure 2-7 Overview diagram for connecting a private
network to the Internet.In this example hosts on the internal network connect to a switch. The
switch, in turn, connects to a router, which performs the necessary internal-to-external IPv4
address translation using NAT. The NAT router, in turn, is connected to a firewall, and the firewall
connects to the Internet. If the internal network ID is 192.168.1.0/24, the internal IPv4 addresses
range from 192.168.1.1 to 192.168.1.254 and all hosts use the network mask 255.255.255.0.
After this occurs, the hosts might include the following:• A router with IPv4 address 192.168.1.1
on the interface facing the internal network• A manageable switch with IPv4 address
192.168.1.2• Computers with IPv4 addresses 192.168.1.20 to 192.168.149• Servers with IPv4
addresses 192.168.1.150 to 192.168.199• A network printer with the IPv4 address
192.168.1.200Follow an IPv4 addressing planNotice how the IPv4 addresses are assigned. I
generally recommend reserving blocks of IPv4 addresses for the various types of hosts you’ll
have on a network. On an internal network with the ID 192.168.1.0/24, you might designate that
IPv4 addresses 192.168.1.1 to 192.168.1.19 are reserved for network hardware, IPv4
addresses 192.168.1.20 to 192.168.1.149 are reserved for workstations, IPv4 addresses
192.168.1.150 to 192.168.1.199 are reserved for servers, and IPv4 addresses above
192.168.1.200 are reserved for other types of network hardware, such as printers.Follow an IPv4
addressing planNotice how the IPv4 addresses are assigned. I generally recommend reserving
blocks of IPv4 addresses for the various types of hosts you’ll have on a network. On an internal
network with the ID 192.168.1.0/24, you might designate that IPv4 addresses 192.168.1.1 to
192.168.1.19 are reserved for network hardware, IPv4 addresses 192.168.1.20 to
192.168.1.149 are reserved for workstations, IPv4 addresses 192.168.1.150 to 192.168.1.199
are reserved for servers, and IPv4 addresses above 192.168.1.200 are reserved for other types
of network hardware, such as printers.You can then determine the number of public IPv4
addresses you need by assessing the number of public Internet-facing nodes you need. In this
example the NAT router needs a public IPv4 address, as does the external firewall. To be able to
send and receive email, you’ll need an IPv4 address for the organization’s email server. To set
up a public website, you’ll need an IPv4 address for the organization’s web server.That’s a total
of four IPv4 addresses (six, including the network ID address and the broadcast address). In this
case your ISP might assign you a /29 subnet, giving you a total of six usable addresses. If you
think you might need more than this, you could ask for a /28 subnet. However, keep in mind that
you might have to pay a per–IPv4 address leasing fee.Understanding IPv6As with IPv4, the most
important thing IPv6 gives you is the IPv6 address. Although IPv4 allows for more than 4 billion
networked devices, the world is running out of available IPv4 addresses. To resolve this problem,



IPv6 uses 128-bit addresses, and this allows for
340,282,237,000,000,000,000,000,000,000,000,000,000 addresses—give or take a few
hundred million quadrillion addresses. Put another way, IPv6 makes available enough IP
addresses so that every person on 100 billion worlds of 100 billion people could have 34
quadrillion IP addresses (and there would still be 2.8236 x 10^33 IP addresses left
over).Understanding IPv6As with IPv4, the most important thing IPv6 gives you is the IPv6
address. Although IPv4 allows for more than 4 billion networked devices, the world is running out
of available IPv4 addresses. To resolve this problem, IPv6 uses 128-bit addresses, and this
allows for 340,282,237,000,000,000,000,000,000,000,000,000,000 addresses—give or take a
few hundred million quadrillion addresses. Put another way, IPv6 makes available enough IP
addresses so that every person on 100 billion worlds of 100 billion people could have 34
quadrillion IP addresses (and there would still be 2.8236 x 10^33 IP addresses left
over).NoteOkay, so 128 bits might seem like overkill. However, the abundance of IPv6 addresses
makes it possible to allocate addresses in large blocks. Not only does this help simplify
administration, it also avoids fragmentation of the address space, which in turn leads to smaller
routing tables. One reason for selecting 128 bits for the address length is the increasing
prevalence of 64-bit processors over 32-bit processors. 64-bit processors can efficiently work
with 128-bit addresses. As we look to the future, the next logical step is 128-bit computing, and
128-bit addresses will already be in place by that time. A key advantage of the larger address
space in IPv6 is that it makes scanning certain IP blocks for vulnerabilities significantly more
difficult than in IPv4, which makes IPv6 more resistant to malicious attacks by hackers looking
for vulnerable computers.NoteOkay, so 128 bits might seem like overkill. However, the
abundance of IPv6 addresses makes it possible to allocate addresses in large blocks. Not only
does this help simplify administration, it also avoids fragmentation of the address space, which
in turn leads to smaller routing tables. One reason for selecting 128 bits for the address length is
the increasing prevalence of 64-bit processors over 32-bit processors. 64-bit processors can
efficiently work with 128-bit addresses. As we look to the future, the next logical step is 128-bit
computing, and 128-bit addresses will already be in place by that time. A key advantage of the
larger address space in IPv6 is that it makes scanning certain IP blocks for vulnerabilities
significantly more difficult than in IPv4, which makes IPv6 more resistant to malicious attacks by
hackers looking for vulnerable computers.Keeping track of so many IPv6 addresses using the
numbering scheme used with IPv4 is impractical. This is why IPv6 uses hexadecimal numbers
rather than decimal numbers to define the address space. This means that instead of allowing
only the numbers 0 through 9 for each position in the IP address, IPv6 allows the values 0
through 9 and A through F, with A representing 10, B representing 11, and so on, up to F
representing 15. Therefore, the values 0 through 15 can be represented using the values 0
through F.IPv6’s 128-bit addresses are divided into eight 16-bit blocks delimited by colons. Each
16-bit block is expressed in hexadecimal form. With standard unicast IPv6 addresses, the first
64 bits represent the network ID and the last 64 bits represent the network interface. An example



of an IPv6 address follows:Click here to view code
imageFE80:0:0:02BC:00FF:BECB:FE4F:961DBecause many IPv6 address blocks are set to 0,
a contiguous set of 0 blocks can be expressed as “::”, a notation referred to as the double-colon
notation. Using double-colon notation, the two 0 blocks in the previous address are compressed
as follows:Click here to view code imageFE80::02BC:00FF:BECB:FE4F:961DThree or more 0
blocks would be compressed in the same way. For example, FFE8:0:0:0:0:0:0:1 becomes
FFE8::1. However, more than one double-colon abbreviation in an address is invalid because it
makes the notation ambiguous. Also, leading zeros in a group can be omitted. Thus,
FE80::02BC:00FF:BECB:FE4F:961D can be shortened to FE80::2BC:FF:BECB:FE4F:961D.
Following this, the following addresses are all valid and equivalent:•
FE80:0000:0000:02BC:00FF:BECB:FE4F:961D• FE80:0:0:02BC:00FF:BECB:FE4F:961D•
FE80::02BC:00FF:BECB:FE4F:961D• FE80::2BC:FF:BECB:FE4F:961DFinally, you can write a
sequence of 4 bytes at the end of an IPv6 address in decimal, using dots as separators. You can
use this notation with IPv4 compatibility addresses, such as FE80::192.168.10.52.As with IPv4
addresses, there are different types of IPv6 addresses. As Table 2-11 shows, the type of an IPv6
address is identified by the high-order bits of the address. Link-local unicast IPv6 addresses are
the equivalent of IPv4 private addresses because they are not globally reachable on the Internet.
Global unicast IPv6 addresses are the equivalent of IPv4 public addresses because they are
globally reachable on the Internet and must be assigned by an IP address authority.Table 2-11
IPv6 address typesIPv6 doesn’t use subnet masks to identify which bits belong to the network
ID and which bits belong to the host ID. Instead, each IPv6 address is assigned a subnet prefix
length that specifies how the bits in the network ID are used. The subnet prefix length is
represented in decimal form. Therefore, if 48 bits in the network ID are used, the subnet prefix
length is written as shown in the following example:Like IPv4, IPv6 packets are composed of two
parts: a header and a payload. Unlike IPv4, IPv6 allows for sending jumbograms. A jumbogram
is an IP datagram containing a payload larger than 64 KBs. IPv4 does not support this type of
transmission, and it has a 64-KB payload limit.Jumbograms greatly increase the throughput of
high-performance networks. The first 40 octets of an IPv6 packet contain the header (composed
of the source and destination addresses, including an IPv4 version where necessary), a traffic
class section, a flow label (for packet priority information), the payload length, the next header
addressing section, and the hop limit. The payload section consists of the actual data sent
during transmission. The payload section can contain either 64 KBs of information, as with IPv4
packets, or a jumbogram for true IPv6 networking architectures.Another major difference
between IPv4 and IPv6 is that IP security (IPsec) is implemented within the IPv6 protocol. IPsec
lies within the IP network layer and encrypts and authenticates as an integrated part of the
protocol by default. This eliminates additional overhead in encoding and decoding packets using
separate IPsec functionality.Understanding name resolutionAlthough IP addressing works well
for computer-to-computer communications, it doesn’t work so well when you want to access
resources. Could you imagine having to remember the IP address of every computer you work



with? That would be difficult, and it would make working with computers on networks a chore.
This is why computers are assigned names. Names are easier to remember than numbers—at
least for most people.Understanding name resolutionAlthough IP addressing works well for
computer-to-computer communications, it doesn’t work so well when you want to access
resources. Could you imagine having to remember the IP address of every computer you work
with? That would be difficult, and it would make working with computers on networks a chore.
This is why computers are assigned names. Names are easier to remember than numbers—at
least for most people.When a computer has a name, to access it you can type that name rather
than its IP address. This name resolution doesn’t happen automatically. In the background, a
computer process translates the computer name you type into an IP address that computers can
understand. Windows Vista and later versions natively support three name-resolution systems:•
Domain Name System (DNS)• Windows Internet Naming Service (WINS)• Link-Local Multicast
Name Resolution (LLMNR)The sections that follow examine these services.Domain Name
SystemDNS provides a distributed database that enables computer names to be resolved to
their corresponding IP addresses. When working with DNS, you need to understand what is
meant by the terms “host name,” “domain name,” “fully qualified domain name,” and “name
resolution.”Domain Name SystemDNS provides a distributed database that enables computer
names to be resolved to their corresponding IP addresses. When working with DNS, you need to
understand what is meant by the terms “host name,” “domain name,” “fully qualified domain
name,” and “name resolution.”Host namesA host name identifies an individual host in DNS.
Ordinarily, you might call this a computer name. The difference, however, is that there is an
actual record in the DNS database called a host record that corresponds to the computer name
and details how the computer name is used on the network. Host names can be assigned by
administrators and other members of the organization.Host namesA host name identifies an
individual host in DNS. Ordinarily, you might call this a computer name. The difference, however,
is that there is an actual record in the DNS database called a host record that corresponds to the
computer name and details how the computer name is used on the network. Host names can be
assigned by administrators and other members of the organization.Domain namesA domain
name is the logical identity of a network in DNS. Domain names follow a specific naming
scheme that is organized in a tree-like structure. Periods (dots) are used to separate the name
components or levels within the domain name.Domain namesA domain name is the logical
identity of a network in DNS. Domain names follow a specific naming scheme that is organized
in a tree-like structure. Periods (dots) are used to separate the name components or levels within
the domain name.The first level of the tree is where you find the top-level domains. Top-level
domains describe the kinds of networks that are within their domain. For example, the .edu top-
level domain is for educational domains, the .gov top-level domain is for U.S. government
domains, and the .com top-level domain is for commercial domains. As you can see, top-level
domains generally are organized by category. There are also top-level domains organized
geographically, such as .ca for Canada and .uk for United Kingdom.The second level of the tree



is where you find parent domains. Parent domains are the primary domain names of
organizations. For example, City Power & Light’s domain name is cpandl.com. The domain name
cpandl.com identifies a specific network in the .com domain. No parent domain can be used on
the public Internet without being reserved and registered. Name registrars, such as Network
Solutions, charge a fee for this service.Additional levels of the tree belong to individual hosts or
subsequent levels in the organization’s domain structure. These subsequent levels are referred
to as child domains. For example, City Power & Light might have Tech, Support, and Sales child
domains, which are named tech.cpandl.com, support.cpandl.com, and sales.cpandl.com,
respectively.Inside OUTConnect the network to the InternetIf your organization’s network must
be connected to the Internet, you should obtain a public domain name from a name registrar or
use a similar service provided by an ISP. Because many domain names have already been
taken, you should have several previously agreed-upon alternative names in mind when you go
to register. After you obtain a domain name, you must configure DNS hosting for that domain.
You do this by specifying the addresses of two or more DNS servers that will handle DNS
services for this domain. Typically, these DNS servers belong to your ISP.Inside OUTConnect
the network to the InternetIf your organization’s network must be connected to the Internet, you
should obtain a public domain name from a name registrar or use a similar service provided by
an ISP. Because many domain names have already been taken, you should have several
previously agreed-upon alternative names in mind when you go to register. After you obtain a
domain name, you must configure DNS hosting for that domain. You do this by specifying the
addresses of two or more DNS servers that will handle DNS services for this domain. Typically,
these DNS servers belong to your ISP.Inside OUTAdditional top-level domainsAlthough top-level
domains generally are organized by category and country/region, new top-level domains are
introduced periodically after approval by the ICANN. Additional top-level domains that have been
approved include .aero for the air-transport industry, .asia for the Asia-Pacific region, .biz for
businesses, .info for information, .jobs for companies with jobs to advertise, .mobi for mobile-
compatible sites, .museum for museums, and .travel for the travel and tourism industry.Inside
OUTAdditional top-level domainsAlthough top-level domains generally are organized by
category and country/region, new top-level domains are introduced periodically after approval
by the ICANN. Additional top-level domains that have been approved include .aero for the air-
transport industry, .asia for the Asia-Pacific region, .biz for businesses, .info for information, .jobs
for companies with jobs to advertise, .mobi for mobile-compatible sites, .museum for museums,
and .travel for the travel and tourism industry.Fully qualified domain namesAll hosts on a TCP/IP
network have what is called a fully qualified domain name (FQDN). The FQDN combines the
host name and the domain name and serves to uniquely identify the host. For a host named
CPL05 in the cpandl.com domain, the FQDN would be cpl05.cpandl.com. For a host named
CORPSVR17 in the tech.cpandl.com domain, the FQDN would be
corpsvr17.tech.cpandl.com.Fully qualified domain namesAll hosts on a TCP/IP network have
what is called a fully qualified domain name (FQDN). The FQDN combines the host name and



the domain name and serves to uniquely identify the host. For a host named CPL05 in the
cpandl.com domain, the FQDN would be cpl05.cpandl.com. For a host named CORPSVR17 in
the tech.cpandl.com domain, the FQDN would be corpsvr17.tech.cpandl.com.Name
resolutionName resolution is the process by which host names are resolved to IP addresses and
vice versa. When a TCP/IP application wants to communicate with another host on a network, it
needs the IP address of that host. Typically, the application knows only the name of the host it is
looking for, so it has to resolve that name to an IP address.Name resolutionName resolution is
the process by which host names are resolved to IP addresses and vice versa. When a TCP/IP
application wants to communicate with another host on a network, it needs the IP address of
that host. Typically, the application knows only the name of the host it is looking for, so it has to
resolve that name to an IP address.To do this, the application first looks in its local DNS cache of
names that it has previously looked up. If the name is in this cache, the IP address is found
without having to look elsewhere and the application can connect to the remote host. If the name
isn’t in the cache, the application must ask the network’s DNS server or servers to help resolve
the name. These servers perform a similar lookup. If the name is in their database or cache, the
IP address for the name is returned. Otherwise, the DNS server has to request this information
from another DNS server.That’s the way it works—the simplified version at least. Most of the
time, a TCP/IP application has the host name and needs to find the corresponding IP address.
Occasionally, a TCP/IP application has the IP address and needs to find the corresponding host
name. To do this, the application must perform a reverse lookup, so instead of requesting an IP
address, the application requests a host name using the IP address.The application first looks in
its local cache of information that it has previously looked up. If the IP address is in this cache,
the name is found without having to look elsewhere and the application can perform whichever
tasks are necessary. If the IP address isn’t in the cache, the application must ask the network’s
DNS server or servers to help resolve the IP address. These servers perform a similar lookup. If
the IP address is in their reverse lookup database or cache, the name for the IP address is
returned. Otherwise, the DNS server has to request this information from another DNS
server.Windows Internet Naming ServiceWindows Internet Naming Service (WINS) is a name-
resolution service that resolves computer names to IP addresses. For example, using WINS, the
computer name COMPUTER84 could be resolved to an IP address that enables computers on
a Microsoft network to find one another and transfer information. WINS is needed to support
applications that use Network Basic Input/Output System (NetBIOS) over TCP/IP, such as
Exchange Server 2003, the .NET command-line utilities, and network browsing for users in pre–
Windows Server 2008 environments. If you don’t have NetBIOS applications on the network or
pre–Windows Server 2008 infrastructure, you don’t need to use WINS.Windows Internet Naming
ServiceWindows Internet Naming Service (WINS) is a name-resolution service that resolves
computer names to IP addresses. For example, using WINS, the computer name
COMPUTER84 could be resolved to an IP address that enables computers on a Microsoft
network to find one another and transfer information. WINS is needed to support applications



that use Network Basic Input/Output System (NetBIOS) over TCP/IP, such as Exchange Server
2003, the .NET command-line utilities, and network browsing for users in pre–Windows Server
2008 environments. If you don’t have NetBIOS applications on the network or pre–Windows
Server 2008 infrastructure, you don’t need to use WINS.WINS is designed for client/server
environments in which WINS clients send queries to WINS servers for name resolution and
WINS servers resolve the queries and respond. To transmit WINS queries and other information,
computers use NetBIOS. NetBIOS is an interface developed to allow applications to perform
basic network operations, such as sending data, connecting to remote hosts, and accessing
network resources.NetBIOS computer names can be up to 15 characters long. They must be
unique on the network and can be looked up on a server called a WINS server. WINS supports
both forward lookups (NetBIOS computer name to IP address) and reverse lookups (IP address
to NetBIOS computer name).NetBIOS applications rely on WINS or the local LMHOSTS file to
resolve computer names to IP addresses. On early Windows networks, WINS was the primary
name-resolution service available. On current Windows networks, DNS is the primary name-
resolution service and WINS has a different function. This function is to allow applications
written to the NetBIOS interface to browse lists of resources on the network and to allow
systems to locate NetBIOS resources. To enable WINS name resolution on a network, you need
to configure WINS clients and servers. When you configure WINS clients, you tell the clients the
IP addresses of WINS servers on the network. Using the IP address, clients can communicate
with WINS servers anywhere on the network, even if the servers are on different subnets. WINS
clients can also communicate using a broadcast method in which clients broadcast messages to
other computers on the local network segment requesting their IP addresses. Because
messages are broadcast, the WINS server isn’t used. Any non-WINS clients that support this
type of message broadcasting can also use this method to resolve computer names to IP
addresses.If you are using applications that rely on NetBIOS over TCP/IP, your organization
must set up WINS. If you are currently using WINS and don’t have applications that rely on
NetBIOS over TCP/IP, you can eliminate the need for this service by moving workstations and
servers to currently supported versions of Windows.ImportantWhere legacy systems have been
upgraded to current Windows Server versions, WINS might be needed to establish or
reestablish trust relationships in Active Directory. The only way to be sure WINS is not needed
for trusts is to ensure that there are no legacy references within Active Directory, and that means
performing a bare-metal install of Windows Server with forest and domain operations in
Windows Server 2003 Native Mode or higher. NetBIOS names are still used under the hood for
trust relationships in Active Directory with current Windows Server operating
systems.ImportantWhere legacy systems have been upgraded to current Windows Server
versions, WINS might be needed to establish or reestablish trust relationships in Active
Directory. The only way to be sure WINS is not needed for trusts is to ensure that there are no
legacy references within Active Directory, and that means performing a bare-metal install of
Windows Server with forest and domain operations in Windows Server 2003 Native Mode or



higher. NetBIOS names are still used under the hood for trust relationships in Active Directory
with current Windows Server operating systems.Link-Local Multicast Name ResolutionLink-
Local Multicast Name Resolution (LLMNR) fills a need for peer-to-peer name-resolution
services for devices with IPv4, IPv6, or both addresses, enabling IPv4 and IPv6 devices on a
single subnet without a WINS or DNS server to resolve each other’s names—a service that
neither WINS nor DNS can fully provide. Although WINS can provide NetBIOS name-resolution
services for IPv4, it does not support IPv6 addresses. Although DNS supports IPv4 and IPv6
addresses, it depends on designated servers to provide name-resolution services.Link-Local
Multicast Name ResolutionLink-Local Multicast Name Resolution (LLMNR) fills a need for peer-
to-peer name-resolution services for devices with IPv4, IPv6, or both addresses, enabling IPv4
and IPv6 devices on a single subnet without a WINS or DNS server to resolve each other’s
names—a service that neither WINS nor DNS can fully provide. Although WINS can provide
NetBIOS name-resolution services for IPv4, it does not support IPv6 addresses. Although DNS
supports IPv4 and IPv6 addresses, it depends on designated servers to provide name-
resolution services.Windows Vista and later support LLMNR. LLMNR is designed for both IPv4
and IPv6 clients when other name-resolution systems are not available, such as on a small-
office or ad hoc network. LLMNR can also be used on corporate networks where DNS services
are not available.LLMNR is designed to complement DNS by enabling name resolution in
scenarios in which conventional DNS name resolution is not possible. Although LLMNR can
replace the need for WINS in cases in which NetBIOS is not required, LLMNR is not a substitute
for DNS because it operates only on the local subnet. Because LLMNR traffic is prevented from
propagating across routers, it can’t accidentally flood the network.As with WINS, you use
LLMNR to resolve a host name, such as COMPUTER84, to an IP address. By default, LLMNR is
enabled on all computers running Windows Vista and later, and these computers use LLMNR
only when all attempts to look up a host name through DNS fail. As a result, name resolution
works like this for Windows Vista and later:1. A host computer looks up the name in its internal
name cache. If the name is not found in the cache, the host sends a query to its configured
primary DNS server. If the host computer does not receive a response or receives an error, it
tries each configured alternate DNS server in turn. If the host has no configured DNS servers or
fails to connect to a DNS server without errors, name resolution fails over to LLMNR.2. The host
computer sends a multicast query over User Datagram Protocol (UDP) requesting the IP
address for the name being looked up. This query is restricted to the local subnet (also referred
to as the local link).3. Each computer on the local link that supports LLMNR and is configured to
respond to incoming queries receives the query and compares the name to its own host name. If
the host name is not a match, the computer discards the query. If the host name is a match, the
computer transmits a unicast message containing its IP address to the originating host.You can
also use LLMNR for reverse mapping. With reverse mapping, a computer sends a unicast query
to a specific IP address, requesting the host name of the target computer. An LLMNR-enabled
computer that receives the request sends a unicast reply containing its host name to the



originating host.LLMNR-enabled computers are required to ensure that their names are unique
on the local subnet. In most cases a computer checks for uniqueness when it starts, when it
resumes from a suspended state, and when you change its network-interface settings. If a
computer has not yet determined that its name is unique, it must indicate this condition when
responding to a name query.By default, LLMNR is automatically enabled on computers running
Windows Vista and later. You can disable LLMNR through registry settings. To disable LLMNR
for all network interfaces, create and set the following DWORD value to 0 (zero): HKLM/
SYSTEM/CurrentControlSet/Services/Dnscache/Parameters/EnableMulticast. To disable
LLMNR for a specific network interface, create and set the following DWORD value to 0 (zero):
HKLM/SYSTEM/CurrentControlSet/Services/Tcpip/Parameters/Interfaces/AdapterGUID/
EnableMulticast, where AdapterGUID is the globally unique identifier (GUID) of the network
interface adapter for which you want to disable LLMNR.You can reenable LLMNR at any time by
setting these DWORD values to 1. You also can manage LLMNR through Group Policy.Chapter
3. Managing TCP/IP networkingInstalling TCP/IP networkingConfiguring TCP/IP
networkingManaging network connectionsTroubleshooting and testing network settingsAs an
administrator, you enable networked computers to communicate by using the basic networking
protocols built into Microsoft Windows Server 2012 R2. The key protocol you’ll use is
Transmission Control Protocol/Internet Protocol (TCP/IP). TCP/IP is actually a collection of
protocols and services used for communicating over a network. It’s the primary protocol used for
internetwork communications. Compared to configuring other networking protocols, configuring
TCP/IP communications is fairly complicated, but TCP/IP is the most versatile protocol
available.NoteGroup Policy settings can affect your ability to install and manage TCP/IP
networking. The key policies you’ll want to examine are in User Configuration\Administrative
Templates\Network\Network Connections and Computer Configuration\Administrative Templates
\System\Group Policy. Group Policy is discussed in Chapter 17, “Managing Group
Policy.”Installing TCP/IP networkingIf you want to install networking on a computer, you must
install TCP/IP networking and a network adapter. Windows Server 2012 R2 uses TCP/IP as its
networking protocol. Normally, networking is installed during setup of the operating system. You
can also install TCP/IP networking through network connection properties. Although name
resolution can be performed using Domain Name System (DNS), Windows Internet Naming
Service (WINS), or Link-Local Multicast Name Resolution (LLNMR), the preferred technique on
Windows Server domains is DNS.Preparing for installation of TCP/IP networkingBefore you can
configure TCP/IP networking on individual computers, you need the following information:•
Domain name. The name of the domain in which the computer will be located. This can be a
parent or child domain.• IP address type, value, or both. The IP address information to assign to
the computer, which can include both Internet Protocol version 4 (IPv4) and Internet Protocol
version 6 (IPv6) addressing details.• Subnet mask. The subnet mask for the IPv4 network to
which the computer is attached.• Subnet prefix length. The subnet prefix length for the IPv6
network to which the computer is attached.• Default gateway address. The address of the router



or routers that will function as the computer’s gateway.• DNS server address. The address of the
DNS server or servers that provide DNS name-resolution services on the network.• WINS
server address. The address of the WINS server or servers that provide WINS name-resolution
services on the network.If you are unsure of any of this information, you should ask the IT staff.
In many cases, even if you are an administrator, there is a specific person you must ask for the
IP address setup that should be used. Typically, this is your organization’s network administrator,
and it is that person’s job to maintain the spreadsheet or database that shows how IP addresses
are assigned within the organization.If no one in your organization has this role yet, this role
should be assigned to someone or jointly managed to ensure that IP addresses are assigned
following a specific plan. The plan should detail the following information:• The address ranges
that are reserved for network equipment and hardware and which individual IP addresses in this
range are currently in use• The address ranges that are reserved for DHCP and, as such, can’t
be assigned using a static IP address• The address ranges that are for static IP addresses and
which individual IP addresses in this range are currently in useInstalling network
adaptersNetwork adapters are hardware devices that are used to communicate on networks.
You can install and configure network adapters by following these steps:1. Configure the
network adapter following the manufacturer’s instructions. For example, you might need to use
the software provided by the manufacturer to modify the Interrupt setting or the Port setting of
the adapter.2. If you’re installing an internal network interface card, shut down the computer,
unplug it, and install the adapter card in the appropriate slot on the computer. When you’re
finished, plug in the computer and start it.3. Windows Server should detect the new adapter
during startup. If you have a separate driver disk for the adapter, insert it now. Otherwise, you
might be prompted to insert a driver disk.4. If Windows Server doesn’t detect the adapter
automatically, the most common reason is a missing driver, especially for motherboards with an
embedded network adapter that isn’t from Intel. If the driver wasn’t found and you don’t have a
driver disk, you can obtain the required driver by visiting the manufacturer’s website. For other
issues, you’ll need to try to diagnose and resolve the problem.The built-in hardware diagnostics
can detect many types of problems with hardware devices. If a problem is detected, you might
see a Problem Reporting balloon telling you there is a problem. Tapping or clicking this balloon
opens Action Center. You can also access Action Center in Control Panel by tapping or clicking
the System And Security link and then selecting Action Center. To open Action Center, tap or
click the Action Center icon in the notification area of the taskbar and then select Open Action
Center.Events related to malfunctioning hardware often will be written to the system logs. You
can quickly find events related to a specific device by using Device Manager. In Device
Manager, press and hold or right-click the device that you want to troubleshoot and then select
Properties. If there’s a problem with a device, there will be an error status and a related error
code in the General tab. In the Events tab, you’ll see the most recent events related to the
device.5. If networking services aren’t installed on the system, install them as described in the
next section.Installing networking services (TCP/IP)If you’re installing TCP/IP after installing



Windows Server 2012 R2, log on to the computer using an account with Administrator privileges
and then follow these steps:1. In Control Panel, under the Network And Internet heading, tap or
click View Network Status And Tasks.2. In Network And Sharing Center, tap or click Change
Adapter Settings.3. In Network Connections, press and hold or right-click the connection you
want to work with and then select Properties.4. This displays the Properties dialog box for the
connection, shown in Figure 3-1.Figure 3-1 Install and configure TCP/IP in the Properties dialog
box for the connection.5. If Internet Protocol Version 6 (TCP/IPv6), Internet Protocol Version 4
(TCP/IPv4), or both aren’t shown in the list of installed components, you need to install them. Tap
or click Install. Select Protocol and then tap or click Add. In the Select Network Protocol dialog
box, select the protocol to install and then tap or click OK. If you are installing both TCP/IPv6 and
TCP/IPv4, perform this procedure for each protocol.6. In the Properties dialog box for the
connection, make sure that the following are selected as appropriate: Internet Protocol Version 6
(TCP/IPv6), Internet Protocol Version 4 (TCP/IPv4), or both. Then tap or click OK.7. As
necessary, follow the instructions in the next section for configuring network connections for the
computer.Configuring TCP/IP networkingA network connection is created automatically if a
computer has a network adapter and is connected to a network. If a computer has multiple
network adapters and is connected to a network, you’ll have one network connection for each
adapter. If no network connection is available, you should connect the computer to the network
or create a different type of connection, as explained later in this chapter in the section entitled
“Managing network connections.”Computers use IP addresses to communicate over TCP/IP.
Windows Server provides the following ways to configure IP addressing:• Manually. IP
addresses that are assigned manually are called static IP addresses. Static IP addresses are
fixed and don’t change unless you change them. You’ll usually assign static IP addresses to
Windows servers, and when you do this, you’ll need to configure additional information to help
the server navigate the network.• Dynamically. A Dynamic Host Configuration Protocol (DHCP)
server (if one is installed on the network) assigns dynamic IP addresses at startup, and the
addresses might change over time. Dynamic IP addressing is the default configuration.•
Alternatively (IPv4 only). When a computer is configured to use DHCPv4 and no DHCPv4 server
is available, Windows Server assigns an alternate private IP address automatically. By default,
the alternate IPv4 address is in the range from 169.254.0.1 to 169.254.255.254 with a subnet
mask of 255.255.0.0. You can also specify a user-configured alternate IPv4 address, which is
particularly useful for laptop users.ImportantUnless an IP address is specifically reserved,
DHCP servers assign IP addresses for a specific period of time, known as an IP address lease.
If this lease expires and can’t be renewed, the client assigns itself an automatic private IP
address.Configuring static IP addressesWhen you assign a static IP address, you need to tell
the computer the IP address you want to use, the subnet mask for this IP address, and, if
necessary, the default gateway to use for internetwork communications. An IP address is a
numeric identifier for a computer. IP addressing schemes vary according to how your network is
configured, but they’re normally assigned based on a particular network segment.IPv6



addresses and IPv4 addresses are very different. With IPv6, the first 64 bits represent the
network ID and the remaining 64 bits represent the network interface. With IPv4, a variable
number of the initial bits represents the network ID and the rest of the bits represent the host ID.
For example, if you’re working with IPv4 and a computer on the network segment 192.168.10.0
with a subnet mask of 255.255.255.0, the first 24 bits represent the network ID and the address
range you have available for computer hosts is from 192.168.10.1 to 192.168.10.254. In this
range, the address 192.168.10.255 is reserved for network broadcasts.If you’re on a private
network that is indirectly connected to the Internet, you should use private IPv6 addresses. Link-
local unicast addresses are private IPv6 addresses. All link-local unicast addresses begin with
FE80.If you’re on a private network that is indirectly connected to the Internet, you should use
private IPv4 addresses. Table 3-1 summarizes private network IPv4 addresses.Table 3-1 Private
IPv4 network addressingAll other IPv4 network addresses are public and must be leased or
purchased. If the network is connected directly to the Internet and you’ve obtained a range of
IPv4 addresses from your Internet service provider, you can use the IPv4 addresses you’ve
been assigned.Testing an IP addressBefore you assign a static IP address, you should make
sure that the address isn’t already in use or reserved for use with DHCP. You can do this with the
PING command and with the Test-Connection cmdlet.TroubleshootingBlocked pingsWindows
Firewall (and other firewalls) can be configured to block pings. If a firewall is configured in this
way, ping tests will fail, as will connection tests using Test-Connection. The reason Test-
Connection fails if pings are blocked is because the cmdlet uses Get-WMIObject
Win32_PingStatus to test connections.With the PING command, you can check to see whether
an address is in use. Open a command prompt and enter ping, followed by the IP address you
want to check.To test the IPv4 address 10.0.10.12, you would use the following command:ping
10.0.10.12To test the IPv6 address FEC0::02BC:FF:BECB:FE4F:961D, you would use the
following command:Click here to view code imageping FEC0::02BC:FF:BECB:FE4F:961DIf you
receive a successful reply from the PING test, the IP address is in use and you should try
another one. If no current host on the network uses this IP address, the PING command output
should be similar to the following:Click here to view code imagePinging 192.168.1.100 with 32
bytes of data:Request timed out.Request timed out.Request timed out.Request timed out.Ping
statistics for 192.168.1.100:Packets: Sent = 4, Received = 0, Lost = 4 (100% loss)You can then
use the IP address.ImportantPinging an IP address will work as long as all the hosts are active
and reachable on the network at the time you ping the address. However, a firewall could be
blocking your PING request. It’s more important to plan the assignment of static addresses to
machines on your network carefully.You also can use the Test-Connection cmdlet to check
whether an IP address is in use. The cmdlet’s basic syntax is this:Click here to view code
imagetest-connection [–count Count] IPAddressOrServerNameHere, you can optionally use the
–Count parameter to specify the number of times to test a connection and
IPAddressOrServerName is the IP address or server name you want to check. If you don’t
specify a count, Windows PowerShell tries to connect to a server or IP address only once. In the



following example, you try to connect five times to 192.168.10.42:Click here to view code
imagetest-connection –count 5 192.168.10.42If the IP address is in use, the test results will look
similar to the following:Click here to view code imageSource Destination IPV4Address
IPV6Address Bytes Time(ms)------ ----------- ----------- ----------- ----- --------
CORPSERVER64 192.168.10.42 192.168.10.42 32 0CORPSERVER64
192.168.10.42 192.168.10.42 32 0CORPSERVER64 192.168.10.42
192.168.10.42 32 0CORPSERVER64 192.168.10.42 192.168.10.42
32 0CORPSERVER64 192.168.10.42 192.168.10.42 32 0As with PING, a
successful reply from the test means the IP address is in use and you should try another one. If
no current host on the network uses this IP address, the output should be similar to the
following:Click here to view code imagetest-connection : Testing connection to computer
'192.168.10.42' failed:A non-recoverable error occurredAt line:1 char:1+ test-connection -count
5 192.168.10.42+ ~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~ + CategoryInfo :
ResourceUnavailable: (192.168.10.42:String)[Test-Connection], PingExceptionConfiguring a
static IPv4 or IPv6 addressOne local area network (LAN) connection is available for each
network adapter installed. These connections are created automatically. To configure static IP
addresses for a particular connection, follow these steps:1. In Control Panel, tap or click View
Network Status And Tasks under the Network And Internet heading.2. In Network And Sharing
Center, tap or click Change Adapter Settings. In Network Connections, press and hold or right-
click the connection you want to work with and then select Properties.3. Double-tap or double-
click Internet Protocol Version 6 (TCP/IPv6) or Internet Protocol Version 4 (TCP/IPv4) as
appropriate for the type of IP address you are configuring.4. For an IPv6 address, do the
following:Select Use The Following IPv6 Address and then enter the IPv6 address in the IPv6
Address text box. The IPv6 address you assign to the computer must not be used anywhere else
on the network.Press the Tab key. The Subnet Prefix Length field ensures that the computer
communicates over the network properly. Windows Server should insert a default value for the
subnet prefix into the Subnet Prefix Length text box. If the network doesn’t use variable-length
subnetting, the default value should suffice. If your network does use variable-length subnets,
you need to change this value as appropriate for your network.5. For an IPv4 address, do the
following:Select Use The Following IP Address and then enter the IPv4 address in the IP
Address text box. The IPv4 address you assign to the computer must not be used anywhere else
on the network.Press the Tab key. The Subnet Mask field ensures that the computer
communicates over the network properly. Windows Server should insert a default value for the
subnet prefix into the Subnet Mask text box. If the network doesn’t use variable-length
subnetting, the default value should suffice. If your network does use variable-length subnets,
you need to change this value as appropriate for your network.6. If the computer needs to
access other TCP/IP networks, the Internet, or other subnets, you must specify a default
gateway. Enter the IP address of the network’s default router in the Default Gateway text box.7.
DNS is needed for domain-name resolution. Select Use The Following DNS Server Addresses



and then enter a preferred address and an alternate DNS server address in the text boxes
provided.8. When you’re finished, tap or click OK three times to save your changes. Repeat this
process for other network adapters and IP protocols you want to configure.9. With IPv4
addressing, configure WINS as necessary, following the technique outlined later in this chapter
in the section entitled “Configuring WINS resolution.”Configuring dynamic IP addresses and
alternate IP addressingMany organizations use DHCP servers to dynamically assign IPv4 and
IPv6 addresses. To receive an IPv4 or IPv6 address, client computers use a limited broadcast to
advertise that they need to obtain an IP address. DHCP servers on the network acknowledge
the request by offering the client an IP address. The client acknowledges the first offer it
receives, and the DHCP server in turn tells the client that it has succeeded in leasing the IP
address for a specified amount of time.The message from the DHCP server can, and typically
does, include the IP addresses of the default gateway, the preferred and alternate DNS servers,
and the preferred and alternate WINS servers. This means these settings don’t need to be
manually configured on the client computer.Inside OUTDHCP is primarily for clientsDynamic IP
addresses aren’t for all hosts on the network, however. Typically, you’ll want to assign dynamic IP
addresses to workstations and, in some instances, to member servers that perform noncritical
roles on the network. But if you use dynamic IP addressing for member servers, these servers
should have reservations for their IP addresses. For any server that has a critical network role or
provides a key service, you definitely want to use static IP addresses. Finally, with DNS and
DHCP servers you must use static IP addresses, so don’t try to assign dynamic IP addresses to
these servers.Although you can use static IP addresses with workstations, most workstations
use dynamic addressing, alternative IP addressing, or both. You configure dynamic and
alternative addressing by following these steps:1. In Control Panel, under the Network And
Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings. In Network Connections, one LAN connection is shown for
each network adapter installed. These connections are created automatically. If you don’t see a
LAN connection for an installed adapter, check the driver for the adapter. It might be installed
incorrectly. Press and hold or right-click the connection you want to work with and then select
Properties.3. Double-tap or double-click Internet Protocol Version 6 (TCP/IPv6) or Internet
Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address you are configuring.4.
Select Obtain An IPv6 Address Automatically or Obtain An IP Address Automatically, whichever
is appropriate for the type of IP address you are configuring. If desired, select Obtain DNS
Server Address Automatically. Or select Use The Following DNS Server Addresses and then
enter preferred and alternate DNS server addresses in the text boxes provided.5. When you use
dynamic IPv4 addressing with desktop computers, you should configure an automatic
alternative address. To use this configuration, in the Alternate Configuration tab select Automatic
Private IP Address. Tap or click OK, tap or click Close, and then skip the remaining steps.6.
When you use dynamic IPv4 addressing with mobile computers, you’ll usually want to configure
the alternative address manually. To use this configuration, in the Alternate Configuration tab



select User Configured and then enter the IP address you want to use in the IP Address text box.
The IP address you assign to the computer should be a private IP address, as shown in Table
3-1, and it must not be in use anywhere else when the settings are applied.7. With dynamic IPv4
addressing, complete the alternate configuration by entering a subnet mask, a default gateway,
DNS, and WINS settings. When you’re finished, tap or click OK and then tap or click OK
again.Inside OUTDisabling APIPAWhenever DHCP is used, Automatic Private IP Addressing
(APIPA) is enabled by default. If you don’t want a computer to use APIPA, you can either assign
a static TCP/IP address or disable APIPA. For example, if your network uses routers or your
network is connected to the Internet without a Network Address Translation (NAT) or proxy
server, you might not want to use APIPA. You can disable APIPA in the registry.You can disable
APIPA by creating IPAutoconfigurationEnabled as a DWORD value in the registry under
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip\Parameters\Interfaces
\AdapterGUID, where AdapterGUID is the globally unique identifier (GUID) for the computer’s
network adapter. Set the value to 0×0.If you create IPAutoconfigurationEnabled as a DWORD
value entry, you can enable APIPA at any time by changing the value to 0×1.For more
information about disabling APIPA, see Microsoft Knowledge Base article 220874
at .Configuring multiple IP addresses and gatewaysUsing advanced TCP/IP settings, you can
configure a single network interface on a computer to use multiple IP addresses and multiple
gateways. This allows a computer to appear to be several computers and to access multiple
logical subnets to route information or to provide internetworking services.To provide fault
tolerance in case of a router outage, you can choose to configure Windows servers so that they
use multiple default gateways. When you assign multiple gateways, Windows Server uses the
gateway metric to determine which gateway is used and at what time. The gateway metric
indicates the routing cost of using a gateway. The gateway with the lowest routing cost, or metric,
is used first. If the computer can’t communicate with this gateway, Windows Server tries to use
the gateway with the next lowest metric.The best way to configure multiple gateways depends
on the configuration of your network. If your organization’s computers use DHCP, you’ll probably
want to configure the additional gateways through settings on the DHCP server. If computers
use static IP addresses or you want to set gateways specifically, assign them by following these
steps:1. In Control Panel, tap or click View Network Status And Tasks under the Network And
Internet heading.2. In Network And Sharing Center, tap or click Change Adapter Settings. In
Network Connections, press and hold or right-click the connection you want to work with and
then select Properties.3. Double-tap or double-click Internet Protocol Version 6 (TCP/IPv6) or
Internet Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address you are
configuring.4. Tap or click Advanced to open the Advanced TCP/IP Settings dialog box. Figure
3-2 shows advanced settings for IPv4. The dialog box for IPv6 is similar.Figure 3-2 Configure
multiple IP addresses and gateways in the Advanced TCP/IP Settings dialog box.5. To add an IP
address, tap or click Add below IP Address to display the TCP/IP Address dialog box. After you
enter the IP address in the IP Address field, enter the subnet mask in the Subnet Mask field for



IPv4 addresses or the subnet prefix length in the Subnet Prefix Length field for IPv6 addresses.
Tap or click Add to return to the Advanced TCP/IP Settings dialog box. Repeat this step for each
IP address you want to add.6. The Default Gateways panel shows the gateways that are
currently manually configured (if any). To add a default gateway, tap or click Add below Default
Gateways to display the TCP/IP Gateway Address dialog box. Enter the gateway address in the
Gateway field. By default, Windows Server automatically assigns a metric to the gateway, which
determines the order in which the gateway is used. To assign the metric manually, clear the
Automatic Metric check box and then enter a metric in the field provided. Tap or click Add.
Repeat this step for each gateway you want to add.7. Tap or click OK three times to close the
open dialog boxes.Configuring DNS resolutionDNS is a host-name resolution service that you
can use to determine the IP address of a computer from its host name. This lets users work with
host names, such as fileserver18.cpandl.com or , rather than IP addresses, such as
192.168.5.102 or 192.168.12.68. DNS is the primary name service for Windows Server and the
Internet.As with gateways, the best way to configure DNS depends on the configuration of your
network. If computers use DHCP, you’ll probably want to configure DNS through settings on the
DHCP server. If computers use static IP addresses or you want to configure DNS specifically for
a particular computer, you’ll want to configure DNS manually.Configuring Basic DNS settingsYou
can configure basic DNS settings by following these steps:1. In Control Panel, under the
Network And Internet heading tap or click View Network Status And Tasks.2. In Network And
Sharing Center, tap or click Change Adapter Settings. In Network Connections, press and hold
or right-click the connection you want to work with and then select Properties.3. Double-tap or
double-click Internet Protocol Version 6 (TCP/IPv6) or Internet Protocol Version 4 (TCP/IPv4) as
appropriate for the type of IP address you are configuring.4. If the computer is using DHCP and
you want DHCP to specify the DNS server address, select Obtain DNS Server Address
Automatically. Otherwise, select Use The Following DNS Server Addresses and then enter
primary and alternate DNS server addresses in the text boxes provided.5. Tap or click OK three
times to save your changes.Configuring Advanced DNS settingsYou configure advanced DNS
settings in the DNS tab of the Advanced TCP/IP Settings dialog box, shown in Figure 3-3. You
use the fields of the DNS tab as follows:• DNS Server Addresses, In Order Of Use. Use this area
to specify the IP address of each DNS server that is used for domain-name resolution. Tap or
click Add if you want to add a server IP address to the list. Tap or click Remove to remove a
selected server address from the list. Tap or click Edit to edit the selected entry. You can specify
multiple servers for DNS resolution. Their priority is determined by the order. If the first server
isn’t available to respond to a host-name resolution request, the next DNS server on the list is
accessed, and so on. To change the position of a server in the list box, select it and then tap or
click the Up or Down arrow button.• Append Primary And Connection Specific DNS Suffixes.
Normally, this option is selected by default. Select this option to resolve unqualified computer
names in the primary domain. For example, if the computer name Gandolf is used and the
parent domain is microsoft.com, the computer name resolves to gandolf.microsoft.com. If the



fully qualified computer name doesn’t exist in the parent domain, the query fails. The parent
domain used is the one set in the System Properties dialog box in the Computer Name tab. (Tap
or click System And Security\System in Control Panel and then tap or click Change Settings and
view the Computer Name tab to check the settings.)• Append Parent Suffixes Of The Primary
DNS Suffix. This option is selected by default. Select this check box to resolve unqualified
computer names using the parent/child domain hierarchy. If a query fails in the immediate parent
domain, the suffix for the parent of the parent domain is used to try to resolve the query. This
process continues until the top of the DNS domain hierarchy is reached. For example, if the
computer name Gandolf is used in the dev.microsoft.com domain, DNS attempts to resolve the
computer name to gandolf.dev.microsoft.com. If this doesn’t work, DNS attempts to resolve the
computer name to gandolf.microsoft.com.• Append These DNS Suffixes (In Order). Select this
option to set specific DNS suffixes to use rather than resolving through the parent domain. Tap
or click Add if you want to add a domain suffix to the list. Tap or click Remove to remove a
selected domain suffix from the list. Tap or click Edit to edit the selected entry. You can specify
multiple domain suffixes, which are used in order. If the first suffix doesn’t resolve properly, DNS
attempts to use the next suffix in the list. If this fails, the next suffix is used, and so on. To change
the order of the domain suffixes, select the suffix and then tap or click the Up or Down arrow
button to change its position.• DNS Suffix For This Connection. This option sets a specific DNS
suffix for the connection that overrides DNS names already configured for use on this
connection. You’ll usually set the DNS domain name through the System Properties dialog box
in the Computer Name tab.• Register This Connection’s Addresses In DNS. Select this option if
you want all IP addresses for this connection to be registered in DNS under the computer’s fully
qualified domain name (FQDN). This option is selected by default.NoteDynamic DNS updates
are used in conjunction with DHCP to enable a client to update its A (Host Address) record if its
IP address changes and to enable the DHCP server to update the PTR (Pointer) record for the
client on the DNS server. You can also configure DHCP servers to update both the A and PTR
records on the client’s behalf. Dynamic DNS updates are supported only by BIND 8.2.1 or higher
DNS servers and by server editions of Microsoft Windows.• Use This Connection’s DNS Suffix
In DNS Registration. Select this check box if you want all IP addresses for this connection to be
registered in DNS under the parent domain.Figure 3-3 Configure advanced DNS settings in the
DNS tab of the Advanced TCP/IP Settings dialog box.Configuring WINS resolutionYou use
WINS to resolve Network Basic Input/Output System (NetBIOS) computer names to IPv4
addresses. You can use WINS to help computers on a network determine the address of other
computers on the network. If a WINS server is installed on the network, you can use the server
to resolve computer names. Although WINS is supported on all versions of Windows, Windows
Server 2012 R2 primarily uses WINS for backward compatibility.You can also configure
Windows Server 2012 R2 computers to use the local file LMHOSTS to resolve NetBIOS
computer names. However, LMHOSTS is consulted only if normal name resolution methods fail.
In a properly configured network, these files are rarely used. Thus, the preferred method of



NetBIOS computer name resolution is WINS in conjunction with a WINS server.As with
gateways and DNS, the best way to configure WINS depends on the configuration of your
network. If computers use DHCP, you’ll probably want to configure WINS through settings on the
DHCP server. If computers use static IPv4 addresses or you want to configure WINS specifically
for a particular computer, you’ll want to configure WINS manually.You can manually configure
WINS by following these steps:1. Access the Advanced TCP/IP Settings dialog box for IPv4 and
tap or click the WINS tab, as shown in Figure 3-4. In the WINS Addresses, In Order Of Use
panel, you can specify the IPv4 addresses of each WINS server that is used for NetBIOS name
resolution. If you want to add a server IPv4 address to the list, tap or click Add. Tap or click
Remove to remove a selected server from the list. Tap or click Edit to edit the selected
entry.Figure 3-4 Configure WINS resolution for NetBIOS computer names in the WINS tab of the
Advanced TCP/IP Settings dialog box.2. You can specify multiple servers, which are used in
order, for WINS resolution. If the first server isn’t available to respond to a NetBIOS name-
resolution request, the next WINS server on the list is accessed, and so on. To change the
position of a server in the list box, select it and then tap or click the Up or Down arrow button.3.
To enable LMHOSTS lookups, select the Enable LMHOSTS Lookup check box. If you want the
computer to use an existing LMHOSTS file defined somewhere on the network, retrieve this file
by tapping or clicking Import LMHOSTS. You generally will use LMHOSTS only when other
name-resolution methods fail.4. WINS name resolution requires NetBIOS Over TCP/IP services.
To configure WINS name resolution using NetBIOS, select one of the following options:If you
use DHCP and dynamic addressing, you can get the NetBIOS setting from the DHCP server.
Select Default: Use NetBIOS Setting From The DHCP Server.If you use a static IP address or if
the DHCP server does not provide NetBIOS settings, select Enable NetBIOS Over TCP/IP.If
WINS and NetBIOS are not used on the network, select Disable NetBIOS Over TCP/IP. This
eliminates the NetBIOS broadcasts that would otherwise be sent by the computer.5. Tap or click
OK two times and then tap or click OK. As necessary, repeat this process for other network
adapters.NoteLMHOSTS files are maintained locally on a computer-by-computer basis, which
can eventually make them unreliable. Rather than relying on LMHOSTS, ensure that your DNS
and WINS servers are configured properly and are accessible to the network for centralized
administration of name-resolution services.Managing network connectionsLocal area
connections make it possible for computers to access resources on the network and the
Internet. One network connection is created automatically for each network adapter installed on
a computer. This section examines techniques you can use to manage these
connections.Checking the status, speed, and activity for network connectionsTo check the
status of a network connection, follow these steps:1. In Control Panel, under the Network And
Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings. In Network Connections, press and hold or right-click the
connection you want to work with and then tap or click Status.3. The Status dialog box for the
connection is displayed. If the connection is disabled or the media is unplugged, you won’t be



able to access this dialog box. Enable the connection or connect the network cable to resolve
the problem and then try to display the Status dialog box again.The General tab of this dialog
box, shown in Figure 3-5, provides useful information regarding the following:• IPv4 Connectivity.
The current IPv4 connection state and type. You’ll typically see the status as No Internet Access
when connected to an internal network or as Not Connected when not connected to a network.•
IPv6 Connectivity. The current IPv6 connection state and type. You’ll typically see the status as
No Internet Access when connected to an internal network or as Not Connected when not
connected to a network.• Media State. The state of the media. Because the Status dialog box is
available only when the connection is enabled, you’ll typically see this as Enabled.• Duration.
The amount of time the connection has been established. If the duration is fairly short, the user
either recently connected to the network or the connection was recently reset.• Speed. The
speed of the connection. This should read 100.0 megabits per second (Mbps) for 100 Mbps
connections, 1 gigabit per second (Gbps) for 1-gigabit connections, and 10 Gbps for 10-
gigabyte connections. An incorrect setting can affect the computer’s performance.• Bytes. The
number of bytes sent and the number received by the connection.Figure 3-5 The General tab of
the Status dialog box for the connection provides access to summary information regarding
connections, properties, and support.Viewing network configuration informationYou can view the
current configuration for network adapters in several ways. To view configuration settings using
the Status dialog box for the connection, follow these steps:1. In Control Panel, under the
Network And Internet heading tap or click View Network Status And Tasks.2. In Network And
Sharing Center, tap or click Change Adapter Settings. In Network Connections, press and hold
or right-click the connection you want to work with and then tap or click Status. This displays the
Status dialog box for the connection. If the connection is disabled or the media is unplugged,
you won’t be able to access this dialog box. Enable the connection or connect the network cable
to resolve the problem and then try to display the status dialog box again.3. Tap or click Details
to view the following detailed information about the IP address configuration:Connection-
Specific DNS Suffix. The DNS suffix used to resolve unqualified computer names (if any) for this
connection.Description. Normally shows the descriptive name of the network adapter.Physical
Address. The machine or Media Access Control (MAC) address of the network adapter. This
address is unique for each network adapter.IPv4 Default Gateway. The IPv4 address of the
default gateway used for IPv4 networking.IPv4 DHCP Server. The IPv4 address of the DHCPv4
server from which the current lease was obtained (DHCPv4 only).IPv4 DNS Servers. IPv4
addresses for DNS servers used with IPv4 networking.IPv4 IP Address. The IPv4 address
assigned for IPv4 networking.IPv4 Subnet Mask. The subnet mask used for IPv4
networking.IPv4 WINS Servers. IPv4 addresses for WINS servers used with IPv4
networking.IPv6 Default Gateway. The IPv6 address of the default gateway used for IPv6
networking.IPv6 DNS Servers. The IPv6 address of the DNS servers used with IPv6
networking.Lease Expires. A date and time stamp for when the DHCPv4 lease expires (DHCPv4
only, when enabled).Lease Obtained. A date and time stamp for when the DHCPv4 lease was



obtained (DHCPv4 only, when enabled).Link-Local IPv6 Address. Shows the computer’s link-
local IPv6 address.NetBIOS Over Tcpip Enabled. Shows whether NetBIOS over TCP/IP is
enabled.You can also use the IPCONFIG command to view advanced configuration settings. To
do so, follow these steps:1. Enter cmd in the Apps Search field and press Enter.2. At the
command line, enter ipconfig /all to see detailed configuration information for all network
adapters configured on the computer.NoteThe command prompt is started in standard user
mode. You also can enter the command at the Windows PowerShell prompt.Inside OUTGetting
IP configuration in Windows PowerShellAlthough you can use Windows PowerShell to obtain
similar information, there really is no single-command substitute for ipconfig /all. That said, you
can enter Get-NetIPAddress –AddressState Preferred to view information about all the valid and
active IP addresses that a computer is using. You also can enter Get-NetIPInterface –
ConnectionState Connected | FL –Property * to get detailed information about each active and
connected interface.Enabling and disabling network connectionsLocal area connections are
created and connected automatically. If you want to disable a connection so that it can’t be used,
follow these steps:1. In Control Panel, under the Network And Internet heading, tap or click View
Network Status And Tasks.2. In Network And Sharing Center, tap or click Change Adapter
Settings. In Network Connections, press and hold or right-click the connection and select
Disable to deactivate the connection and disable it.3. If you want to enable the connection later,
press and hold or right-click the connection in Network Connections and select Enable.Another
way to disable a network adapter is to use Disable-NetAdapter. The basic syntax for each isClick
here to view code imageDisable-NetAdapter -Name NetworkNameWhere NetworkName is the
network name, such asClick here to view code imageDisable-NetAdapter –Name NetworkIf you
want to disconnect from a network or start another connection, follow these steps:1. In Control
Panel, under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, tap or click Change Adapter Settings. In Network Connections,
press and hold or right-click the connection and select Disconnect. Typically, only remote access
or wireless connections have a Disconnect option.3. If you want to activate the connection later,
press and hold or right-click the connection in Network Connections and select
Connect.Renaming network connectionsWindows Server 2012 R2 initially assigns default
names for network connections. In Network Connections, you can rename the connections at
any time by pressing and holding or right-clicking the connection, selecting Rename, and then
typing a new connection name. If a computer has multiple network connections, proper naming
can help you and others better understand the uses of a particular connection.Troubleshooting
and testing network settingsWindows Server 2012 R2 includes many tools for troubleshooting
and testing TCP/IP connectivity. This section looks at automated diagnostics, basic tests that
you should perform whenever you install or modify a computer’s network settings, and
techniques for resolving difficult networking problems involving DHCP and DNS. The final
section shows you how to perform detailed network diagnostics testing.Diagnosing and
resolving network connection problemsOccasionally, network cables can get unplugged or the



network adapter might experience a problem that temporarily prevents it from working. After you
plug the cable back in or solve the adapter problem, the connection should automatically
reconnect. To diagnose network connection problems, follow these steps:1. In Control Panel,
under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, tap or click Change Adapter Settings.3. Press and hold or right-
click the connection you want to work with and select Diagnose.Windows Network Diagnostics
will then try to identify the problem. A list of possible solutions is provided for identifiable
configuration problems. Some solutions provide automated fixes you can make by tapping or
clicking the solution. Other solutions require manual fixes, such as might be required if you need
to reset a network router or broadband modem. If your actions don’t fix the problem, refer to
other appropriate parts of this troubleshooting section.Diagnosing and resolving Internet
connection problemsBecause of the many interdependencies among services, protocols, and
configuration settings, troubleshooting network problems can be difficult. Fortunately, Windows
Server 2012 R2 includes a powerful network diagnostics tool for pinpointing problems that relate
to the following:• General network connectivity• Internet service settings for email, newsgroups,
and proxies• Settings for modems, network clients, and network adapters• DNS, DHCP, and
WINS configuration• Default gateways and IP addressesTo diagnose Internet connection
problems, follow these steps:1. In Control Panel, under the Network And Internet heading tap or
click View Network Status And Tasks.2. Tap or click Troubleshoot Problems and then tap or click
a troubleshooter to run, such as Incoming Connections or Network Adapter.3. When the
troubleshooter starts, tap or click Next.Windows Network Diagnostics will then try to identify the
problem. If identifiable configuration problems exist, a list of possible solutions is provided. Some
solutions provide automated fixes you can make by tapping or clicking the solution. Other
solutions require manual fixes, such as might be required if you need to reset a network router or
broadband modem. If your actions don’t fix the problem, refer to other appropriate parts of this
troubleshooting section.Performing basic network testsWhenever you install a new computer or
make configuration changes to the computer’s network settings, you should test the
configuration. The most basic TCP/IP test is to use the PING command or the Test-Connection
cmdlet to test the computer’s connection to the network. PING is a command-line command. To
use it, enter ping <host> at the command prompt or Test-Connection <host> at a Windows
PowerShell prompt, where <host> is either the computer name or the IP address of the host
computer you’re trying to reach. Keep in mind that Test-Connection is a wrapper for Get-
WMIObject Win32_PingStatus, so whether you enter Ping at a command prompt or Test-
Connection at a Windows PowerShell prompt, you are using PING.You can use the following
methods to test the configuration using PING:• Try to PING IP addresses. If the computer is
configured correctly and the host you’re trying to reach is accessible to the network, PING
should receive a reply—as long as the computer’s firewall allows pinging. If ping can’t reach the
host or is blocked by a firewall, PING times out.• On domains that use WINS, try to PING
NetBIOS computer names. If PING correctly resolves NetBIOS computer names, the NetBIOS



facilities, such as WINS, are correctly configured for the computer.• On domains that use DNS,
try to PING DNS host names. If PING correctly resolves fully qualified DNS host names, DNS
name resolution is configured properly.You might also want to test network browsing for the
computer. If the computer is a member of a domain and computer browsing is enabled
throughout the domain, log on to the computer and then use File Explorer or Network Explorer to
browse other computers in the domain. Afterward, log on to a different computer in the domain
and try to browse the computer you just configured. These tests tell you if the DNS resolution is
being handled properly in the local environment. If you can’t browse, check the configuration of
the DNS services and protocols.In some cases, discovering and sharing might be set to block
discovery. You’ll need to allow discovery to resolve this by following these steps:1. In Control
Panel, under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, in the left pane tap or click Change Advanced Sharing Settings.3.
You’ll then see options for configuring the computer’s sharing and discovery settings for each
network profile. Manage the settings for each profile as appropriate. For example, if network
discovery is disabled for a profile and should be enabled, tap or click the related Turn On
Network Discovery option.4. Tap or click Save Changes.Diagnosing and resolving IP addressing
problemsYou can obtain the current IP address settings of a computer as discussed earlier in
this chapter in the section entitled “Viewing network configuration information.” If a computer is
having problems accessing network resources or communicating with other computers, there
might be an IP addressing problem. Take a close look at the IP address currently assigned and
other IP address settings and use the following tips to help in your troubleshooting:• If the IPv4
address currently assigned to the computer is in the range 169.254.0.1 to 169.254.255.254, the
computer is using Automatic Private IP Addressing (APIPA). An automatic private IP address is
assigned to a computer when it is configured to use DHCP and its DHCP client can’t reach a
DHCP server. When using APIPA, Windows Server will automatically periodically check for a
DHCP server to become available. If a computer doesn’t eventually obtain a dynamic IP
address, the network connection usually has a problem. Check the network cable and if
necessary trace the cable back to the switch or hub into which it connects.• If the IPv4 address
and the subnet mask of the computer are currently set as 0.0.0.0, either the network is
disconnected or someone has attempted to use a static IP address that duplicated another IP
address already in use on the network. In this case you should access Network Connections
and determine the state of the connection. If the connection is disabled or disconnected, this
should be shown. Press and hold or right-click the connection and select Enable or Diagnose as
appropriate. If the connection is already enabled, you need to modify the IP address settings for
the connection.• If the IP address is dynamically assigned, make sure that another computer on
the network isn’t using the same IP address. You can do this by disconnecting the network cable
for the computer you are working with and pinging the IP address in question. If you receive a
response from the PING test, you know that another computer is using the IP address. This
computer probably has an improper static IP address or a reservation that isn’t set up properly.•



If the IP address appears to be set correctly, check the subnet mask, gateway, DNS, and WINS
settings by comparing the network settings of the computer you are troubleshooting with those
of a computer that is known to have a good network configuration. One of the biggest problem
areas is the subnet mask. When subnetting is used, the subnet mask used in one area of the
network might look very similar to the subnet mask in another area of the network. For example,
the subnet mask in one IPv4 area might be 255.255.255.240, and it might be 255.255.255.248
in another IPv4 area.When you are using static IP addressing, you can check the current IPv4 or
IPv6 settings by entering ipconfig /all at a command prompt. The display of the ipconfig /all
command includes IPv4/IPv6 addresses, default routers, and DNS servers for all interfaces. You
can also check IPv4 and IPv6 addressing separately. To check the IPv4 addressing
configuration, enter netsh interface ipv4 show address. To check IPv6 addressing, enter netsh
interface ipv6 show address. To use Netsh to show the configuration of a remote computer, use
the –r RemoteComputerName command-line option. For example, to display the configuration of
the remote computer named CORPSERVER26, you would enter netsh –r corpserver26 interface
ipv4 show address.To make changes to the configuration of IP interfaces, use the netsh
interface ipv4 set interface and netsh interface ipv6 set interface commands. To add the IP
addresses of DNS servers, use the netsh interface ipv4 add dns and netsh interface ipv6 add
dns commands.Diagnosing and resolving routing problemsAs part of troubleshooting, you can
verify the reachability of local and remote destinations. You can ping your default router by its
IPv4 or IPv6 address. You can obtain the local IPv4 address of your default router by entering
netsh interface ipv4 show route at a command prompt or get-netroute –addressfamily ipv4 at a
Windows PowerShell prompt. You can obtain the link-local IPv6 address of your default router by
entering netsh interface ipv6 show route at a command prompt or get-netroute –addressfamily
ipv6 at a Windows PowerShell prompt. Pinging the default router tests whether you can reach
local nodes and whether you can reach the default router, which forwards IP packets to remote
nodes.When you ping the default IPv6 router, you must specify the zone identifier (ID) for the
interface on which you want the ICMPv6 Echo Request messages to be sent. The zone ID for
the default router is listed when you enter the ipconfig /all command.If you are able to ping your
default router, ping a remote destination by its IPv4 or IPv6 address. If you are unable to ping a
remote destination by its IP address, there might be a routing problem between your node and
the destination node. Enter tracert –d IPAddress to trace the routing path to the remote
destination. You use the –d command-line option to speed up the response by preventing Tracert
from performing a reverse DNS query on every near-side router interface in the routing
path.Being unable to reach a local or remote destination might be due to incorrect or missing
routes in the local IP routing table. To view the local IP routing table, enter the netsh interface
ipv4 show route command or the netsh interface ipv6 show route command. Use the command
output to verify that you have a route corresponding to your local subnet. The route with the
lowest metric is used first. If you have multiple default routes with the same lowest metric, you
might need to modify your IP router configuration so that the default route with the lowest metric



uses the interface that connects to the correct network.You can add a route to the IP routing
table by using the netsh interface ipv4 add route command or the netsh interface ipv6 add route
command. To modify an existing route, use the netsh interface ipv4 set route command or the
netsh interface ipv6 set route command. To remove an existing route, use the netsh interface
ipv6 delete route command or the netsh interface ipv6 delete route command.If you suspect a
problem with router performance, use the pathping –n IPAddress command to trace the path to a
destination and display information on packet losses for each router in the path. You use the –n
command-line option to speed up the response by preventing Pathping from performing a
reverse DNS query on every near-side router interface in the routing path.Inside OUTChecking
IPsec policies and Windows FirewallA problem reaching a destination node might be due to the
configuration of Internet Protocol security (IPsec) or packet filtering. Check for IPsec policies that
have been configured on the computer having the problem, on intermediate IPv6 routers, and on
the destination computer. On computers running Windows Vista or later, connection security
rules are configured using Windows Firewall With Advanced Security and IPsec policies are
configured using the IP Security Policy Management snap-in for MMC.Packet filtering is often
configured to allow specific types of traffic and discard all others or to discard specific types of
traffic and allow all others. Because of this, you might be able to view webpages on a web server
but not ping the web server by its host name or IP address.Each network connection configured
on a computer can be enabled or disabled in Windows Firewall. When enabled, IPv4 and IPv6
drop incoming requests. During troubleshooting, you can disable Windows Firewall for a specific
IPv4 or IPv6 interface with the netsh interface ipv4 set interface interface=NameOrIndex
firewall=disabled and netsh interface ipv6 set interface interface=NameOrIndex
firewall=disabled commands. You can also completely turn off Windows Firewall with the netsh
firewall set opmode disable command. Don’t forget to reenable the firewall when you are done
troubleshooting.Releasing and renewing DHCP settingsDHCP servers can assign many
network configuration settings automatically, including IP addresses, default gateways, primary
and secondary DNS servers, primary and secondary WINS servers, and more. When
computers use dynamic addressing, they are assigned a lease on a specific IP address. This
lease is good for a specific time period and must be renewed periodically. When the lease needs
to be renewed, the computer contacts the DHCP server that provided the lease. If the server is
available, the lease is renewed and a new lease period is granted. You can also renew leases
manually as necessary on individual computers or by using the DHCP server itself.Problems
that prevent network communications can occur during the lease assignment and renewal
process. If the server isn’t available and can’t be reached before a lease expires, the IP address
can become invalid. If this happens, the computer might use the alternate IP address
configuration to set an alternate address, which usually has settings that are inappropriate and
prevent proper communications. To resolve this problem, you need to release and then renew
the DHCP lease.Another type of problem occurs when users move around to various offices and
subnets within the organization. While users are moving from location to location, their laptop or



tablet might obtain DHCP settings from the wrong server. When the users return to their offices,
the laptop or tablet might seem sluggish or perform incorrectly because of the settings assigned
by the DHCP server at another location. If this happens, you need to release and then renew the
DHCP lease. (Alternatively, because computers don’t retain their dynamically assigned settings,
you can just restart the computer.)You can use the graphical interface to release and renew
DHCP leases by following these steps:1. In Control Panel, under the Network And Internet
heading tap or click View Network Status And Tasks.2. In Network And Sharing Center, tap or
click Change Adapter Settings. In Network Connections, press and hold or right-click the
connection you want to work with and then select Diagnose.3. After Windows Network
Diagnostics tries to identify the problem, a list of possible solutions is provided. If the computer
has one or more dynamically assigned IP addresses, one of the solutions should be
Automatically Get New IP Settings. Tap or click this option.You can also follow these steps to use
the IPCONFIG command to renew and release settings:1. Open an elevated command
prompt.2. To release the current settings for all network adapters, enter ipconfig /release at the
command line. Then renew the lease by entering ipconfig /renew.3. To renew a DHCP lease for
all network adapters, enter ipconfig /renew at the command line.4. You can check the updated
settings by entering ipconfig /all at the command line.TroubleshootingIdentifying a specific
interfaceIf a computer has multiple network adapters and you want to work with only one or a
subset of the adapters, specify all or part of the connection name after the ipconfig /renew or
ipconfig /release command. Use the asterisk as a wildcard to match any characters in a
connection’s name. For example, if you want to renew the lease for all connections with names
starting with Loc, enter the command ipconfig /renew Loc*. If you want to release the settings for
all connections containing the word Network, enter the command ipconfig /release
*Network*.Diagnosing and fixing name-resolution issuesWhen you can reach a destination
using an IP address but you can’t reach a host using a host name, you might have a problem
with host-name resolution. Typically, name-resolution problems have to do with improper
configuration of the DNS client or problems with DNS registration. You can use the following
tasks to troubleshoot problems with DNS name resolution:• Display and flush the DNS client
resolver cache.• Verify DNS configuration.• Test DNS name resolution with the Ping tool.• Use
the Nslookup tool to view DNS server responses.NoteProblems with the DNS cache will give
misleading results for the other tests you do. If you flush the cache first using ipconfig /flushdns,
then you know you’re getting the correct answer and not a cached error. Typically, you’ll want to
flush the cache on the DNS client and on the DNS server.On the computer having DNS name-
resolution problems, verify the following information:• Host name• Primary DNS suffix• DNS
suffix search list• Connection-specific DNS suffixes• DNS serversYou can obtain this information
by entering ipconfig /all at a command prompt. To obtain information about which DNS names
should be registered in DNS, enter netsh interface ip show dns.Computers running Windows
Vista and later support DNS traffic over IPv6. By default, IPv6 configures the well-known, site-
local addresses of DNS servers at FEC0:0:0:FFFF::1, FEC0:0:0:FFFF::2, and



FEC0:0:0:FFFF::3. To add the IPv6 addresses of your DNS servers, use the properties of the
Internet Protocol Version 6 (TCP/IPv6) component in Network Connections or the netsh
interface ipv6 add dns command. To register the appropriate DNS names as IP address
resource records with DNS dynamic update, use the ipconfig /registerdns command. Computers
running Windows XP or Windows Server 2003 do not support DNS traffic over IPv6.TCP/IP
checks the DNS client resolver cache before sending DNS name queries. The DNS resolver
cache maintains a history of DNS lookups that have been performed when a user accesses
network resources using TCP/IP. This cache contains forward lookups, which provide host
name–to–IP address resolution, and reverse lookups, which provide IP address–to–host name
resolution. After a DNS entry is stored in the resolver cache for a particular DNS host, the local
computer no longer has to query external servers for DNS information on that host. This enables
the computer to resolve DNS requests locally, providing a quicker response.How long entries
are stored in the resolver cache depends on the Time to Live (TTL) value assigned to the record
by the originating server. To view current records and see the remaining TTL value for each
record, enter ipconfig /displaydns at an elevated command prompt. These values are given as
the number of seconds that a particular record can remain in the cache before it expires. These
values are continually being counted down by the local computer. When the TTL value reaches
zero, the record expires and is removed from the resolver cache.Occasionally, you’ll find that you
need to clear out the resolver cache to remove old entries and enable computers to check for
updated DNS entries before the normal expiration and purging process takes place. This
typically happens because server IP addresses have changed and the current entries in the
resolver cache point to the old addresses rather than the new ones. Sometimes the resolver
cache itself can get out of sync, particularly when DHCP has been misconfigured.Inside
OUTDecreasing TTLs for important DNS recordsSkilled administrators know that several weeks
in advance of the actual change, they should start to decrease the TTL values for important DNS
records that are going to be changed. Typically, this means reducing the TTL from a number of
days (or weeks) to a number of hours, which allows for quicker propagation of the changes to
computers that have cached the related DNS records. After the change is completed,
administrators should restore the original TTL value to reduce renewal requests.You can usually
resolve problems with the DNS resolver cache by either flushing the cache or reregistering DNS.
When you flush the resolver cache, all DNS entries are cleared out of the cache and new entries
are not created until the next time the computer performs a DNS lookup on a particular host or IP
address. When you reregister DNS, Windows Server attempts to refresh all current DHCP
leases and then performs a lookup on each DNS entry in the resolver cache. By looking up each
host or IP address again, the entries are renewed and reregistered in the resolver cache. You’ll
generally want to flush the cache completely and allow the computer to perform lookups as
needed. Reregister DNS only when you suspect problems with DHCP and the DNS resolver
cache.You can test DNS name resolution by pinging a destination using its host name or its fully
qualified domain name (FQDN). If an incorrect IP address is shown, you can flush the DNS



resolver cache and use the Nslookup tool to determine the set of addresses returned in the DNS
Name Query Response message.You can use the IPCONFIG command to flush and reregister
entries in the DNS resolver cache by following these steps:1. Start an elevated command
prompt.2. To clear out the resolver cache, enter ipconfig /flushdns at the command line.3. To
renew DHCP leases and reregister DNS entries, enter ipconfig /registerdns at the command
line.4. When the tasks are complete, you can check your work by entering ipconfig/displaydns at
the command line.To start Nslookup, enter Nslookup at a command prompt. At the Nslookup >
prompt, use the set d2 command to get detailed information about DNS response messages.
Then use Nslookup to look up the desired FQDN. Look for A and AAAA records in the detailed
display of the DNS response messages.With IPv6, the DNS client maintains a neighbor’s cache
of recently resolved link-layer addresses and a standard resolver cache. To display the current
contents of the neighbor’s cache, enter netsh interface ipv6 show neighbors. To flush the
neighbor’s cache, enter netsh interface ipv6 delete neighbors.With IPv6, the DNS client also
maintains a destination cache. The destination cache stores next-hop IPv6 addresses for
destinations. To display the current contents of the destination cache, enter netsh interface ipv6
show destinationcache. To flush the destination cache, enter netsh interface ipv6 delete
destinationcache.Chapter 3. Managing TCP/IP networkingInstalling TCP/IP
networkingConfiguring TCP/IP networkingManaging network connectionsTroubleshooting and
testing network settingsAs an administrator, you enable networked computers to communicate
by using the basic networking protocols built into Microsoft Windows Server 2012 R2. The key
protocol you’ll use is Transmission Control Protocol/Internet Protocol (TCP/IP). TCP/IP is actually
a collection of protocols and services used for communicating over a network. It’s the primary
protocol used for internetwork communications. Compared to configuring other networking
protocols, configuring TCP/IP communications is fairly complicated, but TCP/IP is the most
versatile protocol available.NoteGroup Policy settings can affect your ability to install and
manage TCP/IP networking. The key policies you’ll want to examine are in User Configuration
\Administrative Templates\Network\Network Connections and Computer Configuration
\Administrative Templates\System\Group Policy. Group Policy is discussed in Chapter 17,
“Managing Group Policy.”NoteGroup Policy settings can affect your ability to install and manage
TCP/IP networking. The key policies you’ll want to examine are in User Configuration
\Administrative Templates\Network\Network Connections and Computer Configuration
\Administrative Templates\System\Group Policy. Group Policy is discussed in Chapter 17,
“Managing Group Policy.”Installing TCP/IP networkingIf you want to install networking on a
computer, you must install TCP/IP networking and a network adapter. Windows Server 2012 R2
uses TCP/IP as its networking protocol. Normally, networking is installed during setup of the
operating system. You can also install TCP/IP networking through network connection
properties. Although name resolution can be performed using Domain Name System (DNS),
Windows Internet Naming Service (WINS), or Link-Local Multicast Name Resolution (LLNMR),
the preferred technique on Windows Server domains is DNS.Installing TCP/IP networkingIf you



want to install networking on a computer, you must install TCP/IP networking and a network
adapter. Windows Server 2012 R2 uses TCP/IP as its networking protocol. Normally, networking
is installed during setup of the operating system. You can also install TCP/IP networking through
network connection properties. Although name resolution can be performed using Domain
Name System (DNS), Windows Internet Naming Service (WINS), or Link-Local Multicast Name
Resolution (LLNMR), the preferred technique on Windows Server domains is DNS.Preparing for
installation of TCP/IP networkingBefore you can configure TCP/IP networking on individual
computers, you need the following information:Preparing for installation of TCP/IP
networkingBefore you can configure TCP/IP networking on individual computers, you need the
following information:• Domain name. The name of the domain in which the computer will be
located. This can be a parent or child domain.• IP address type, value, or both. The IP address
information to assign to the computer, which can include both Internet Protocol version 4 (IPv4)
and Internet Protocol version 6 (IPv6) addressing details.• Subnet mask. The subnet mask for
the IPv4 network to which the computer is attached.• Subnet prefix length. The subnet prefix
length for the IPv6 network to which the computer is attached.• Default gateway address. The
address of the router or routers that will function as the computer’s gateway.• DNS server
address. The address of the DNS server or servers that provide DNS name-resolution services
on the network.• WINS server address. The address of the WINS server or servers that provide
WINS name-resolution services on the network.If you are unsure of any of this information, you
should ask the IT staff. In many cases, even if you are an administrator, there is a specific person
you must ask for the IP address setup that should be used. Typically, this is your organization’s
network administrator, and it is that person’s job to maintain the spreadsheet or database that
shows how IP addresses are assigned within the organization.If no one in your organization has
this role yet, this role should be assigned to someone or jointly managed to ensure that IP
addresses are assigned following a specific plan. The plan should detail the following
information:• The address ranges that are reserved for network equipment and hardware and
which individual IP addresses in this range are currently in use• The address ranges that are
reserved for DHCP and, as such, can’t be assigned using a static IP address• The address
ranges that are for static IP addresses and which individual IP addresses in this range are
currently in useInstalling network adaptersNetwork adapters are hardware devices that are used
to communicate on networks. You can install and configure network adapters by following these
steps:Installing network adaptersNetwork adapters are hardware devices that are used to
communicate on networks. You can install and configure network adapters by following these
steps:1. Configure the network adapter following the manufacturer’s instructions. For example,
you might need to use the software provided by the manufacturer to modify the Interrupt setting
or the Port setting of the adapter.2. If you’re installing an internal network interface card, shut
down the computer, unplug it, and install the adapter card in the appropriate slot on the
computer. When you’re finished, plug in the computer and start it.3. Windows Server should
detect the new adapter during startup. If you have a separate driver disk for the adapter, insert it



now. Otherwise, you might be prompted to insert a driver disk.4. If Windows Server doesn’t
detect the adapter automatically, the most common reason is a missing driver, especially for
motherboards with an embedded network adapter that isn’t from Intel. If the driver wasn’t found
and you don’t have a driver disk, you can obtain the required driver by visiting the manufacturer’s
website. For other issues, you’ll need to try to diagnose and resolve the problem.The built-in
hardware diagnostics can detect many types of problems with hardware devices. If a problem is
detected, you might see a Problem Reporting balloon telling you there is a problem. Tapping or
clicking this balloon opens Action Center. You can also access Action Center in Control Panel by
tapping or clicking the System And Security link and then selecting Action Center. To open
Action Center, tap or click the Action Center icon in the notification area of the taskbar and then
select Open Action Center.Events related to malfunctioning hardware often will be written to the
system logs. You can quickly find events related to a specific device by using Device Manager. In
Device Manager, press and hold or right-click the device that you want to troubleshoot and then
select Properties. If there’s a problem with a device, there will be an error status and a related
error code in the General tab. In the Events tab, you’ll see the most recent events related to the
device.5. If networking services aren’t installed on the system, install them as described in the
next section.Installing networking services (TCP/IP)If you’re installing TCP/IP after installing
Windows Server 2012 R2, log on to the computer using an account with Administrator privileges
and then follow these steps:Installing networking services (TCP/IP)If you’re installing TCP/IP
after installing Windows Server 2012 R2, log on to the computer using an account with
Administrator privileges and then follow these steps:1. In Control Panel, under the Network And
Internet heading, tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings.3. In Network Connections, press and hold or right-click
the connection you want to work with and then select Properties.4. This displays the Properties
dialog box for the connection, shown in Figure 3-1.Figure 3-1 Install and configure TCP/IP in the
Properties dialog box for the connection.5. If Internet Protocol Version 6 (TCP/IPv6), Internet
Protocol Version 4 (TCP/IPv4), or both aren’t shown in the list of installed components, you need
to install them. Tap or click Install. Select Protocol and then tap or click Add. In the Select
Network Protocol dialog box, select the protocol to install and then tap or click OK. If you are
installing both TCP/IPv6 and TCP/IPv4, perform this procedure for each protocol.6. In the
Properties dialog box for the connection, make sure that the following are selected as
appropriate: Internet Protocol Version 6 (TCP/IPv6), Internet Protocol Version 4 (TCP/IPv4), or
both. Then tap or click OK.7. As necessary, follow the instructions in the next section for
configuring network connections for the computer.Configuring TCP/IP networkingA network
connection is created automatically if a computer has a network adapter and is connected to a
network. If a computer has multiple network adapters and is connected to a network, you’ll have
one network connection for each adapter. If no network connection is available, you should
connect the computer to the network or create a different type of connection, as explained later
in this chapter in the section entitled “Managing network connections.”Configuring TCP/IP



networkingA network connection is created automatically if a computer has a network adapter
and is connected to a network. If a computer has multiple network adapters and is connected to
a network, you’ll have one network connection for each adapter. If no network connection is
available, you should connect the computer to the network or create a different type of
connection, as explained later in this chapter in the section entitled “Managing network
connections.”Computers use IP addresses to communicate over TCP/IP. Windows Server
provides the following ways to configure IP addressing:• Manually. IP addresses that are
assigned manually are called static IP addresses. Static IP addresses are fixed and don’t
change unless you change them. You’ll usually assign static IP addresses to Windows servers,
and when you do this, you’ll need to configure additional information to help the server navigate
the network.• Dynamically. A Dynamic Host Configuration Protocol (DHCP) server (if one is
installed on the network) assigns dynamic IP addresses at startup, and the addresses might
change over time. Dynamic IP addressing is the default configuration.• Alternatively (IPv4 only).
When a computer is configured to use DHCPv4 and no DHCPv4 server is available, Windows
Server assigns an alternate private IP address automatically. By default, the alternate IPv4
address is in the range from 169.254.0.1 to 169.254.255.254 with a subnet mask of 255.255.0.0.
You can also specify a user-configured alternate IPv4 address, which is particularly useful for
laptop users.ImportantUnless an IP address is specifically reserved, DHCP servers assign IP
addresses for a specific period of time, known as an IP address lease. If this lease expires and
can’t be renewed, the client assigns itself an automatic private IP address.ImportantUnless an IP
address is specifically reserved, DHCP servers assign IP addresses for a specific period of time,
known as an IP address lease. If this lease expires and can’t be renewed, the client assigns itself
an automatic private IP address.Configuring static IP addressesWhen you assign a static IP
address, you need to tell the computer the IP address you want to use, the subnet mask for this
IP address, and, if necessary, the default gateway to use for internetwork communications. An IP
address is a numeric identifier for a computer. IP addressing schemes vary according to how
your network is configured, but they’re normally assigned based on a particular network
segment.Configuring static IP addressesWhen you assign a static IP address, you need to tell
the computer the IP address you want to use, the subnet mask for this IP address, and, if
necessary, the default gateway to use for internetwork communications. An IP address is a
numeric identifier for a computer. IP addressing schemes vary according to how your network is
configured, but they’re normally assigned based on a particular network segment.IPv6
addresses and IPv4 addresses are very different. With IPv6, the first 64 bits represent the
network ID and the remaining 64 bits represent the network interface. With IPv4, a variable
number of the initial bits represents the network ID and the rest of the bits represent the host ID.
For example, if you’re working with IPv4 and a computer on the network segment 192.168.10.0
with a subnet mask of 255.255.255.0, the first 24 bits represent the network ID and the address
range you have available for computer hosts is from 192.168.10.1 to 192.168.10.254. In this
range, the address 192.168.10.255 is reserved for network broadcasts.If you’re on a private



network that is indirectly connected to the Internet, you should use private IPv6 addresses. Link-
local unicast addresses are private IPv6 addresses. All link-local unicast addresses begin with
FE80.If you’re on a private network that is indirectly connected to the Internet, you should use
private IPv4 addresses. Table 3-1 summarizes private network IPv4 addresses.Table 3-1 Private
IPv4 network addressingAll other IPv4 network addresses are public and must be leased or
purchased. If the network is connected directly to the Internet and you’ve obtained a range of
IPv4 addresses from your Internet service provider, you can use the IPv4 addresses you’ve
been assigned.Testing an IP addressBefore you assign a static IP address, you should make
sure that the address isn’t already in use or reserved for use with DHCP. You can do this with the
PING command and with the Test-Connection cmdlet.Testing an IP addressBefore you assign a
static IP address, you should make sure that the address isn’t already in use or reserved for use
with DHCP. You can do this with the PING command and with the Test-Connection
cmdlet.TroubleshootingBlocked pingsWindows Firewall (and other firewalls) can be configured
to block pings. If a firewall is configured in this way, ping tests will fail, as will connection tests
using Test-Connection. The reason Test-Connection fails if pings are blocked is because the
cmdlet uses Get-WMIObject Win32_PingStatus to test connections.TroubleshootingBlocked
pingsWindows Firewall (and other firewalls) can be configured to block pings. If a firewall is
configured in this way, ping tests will fail, as will connection tests using Test-Connection. The
reason Test-Connection fails if pings are blocked is because the cmdlet uses Get-WMIObject
Win32_PingStatus to test connections.With the PING command, you can check to see whether
an address is in use. Open a command prompt and enter ping, followed by the IP address you
want to check.To test the IPv4 address 10.0.10.12, you would use the following command:ping
10.0.10.12To test the IPv6 address FEC0::02BC:FF:BECB:FE4F:961D, you would use the
following command:Click here to view code imageping FEC0::02BC:FF:BECB:FE4F:961DIf you
receive a successful reply from the PING test, the IP address is in use and you should try
another one. If no current host on the network uses this IP address, the PING command output
should be similar to the following:Click here to view code imagePinging 192.168.1.100 with 32
bytes of data:Request timed out.Request timed out.Request timed out.Request timed out.Ping
statistics for 192.168.1.100:Packets: Sent = 4, Received = 0, Lost = 4 (100% loss)You can then
use the IP address.ImportantPinging an IP address will work as long as all the hosts are active
and reachable on the network at the time you ping the address. However, a firewall could be
blocking your PING request. It’s more important to plan the assignment of static addresses to
machines on your network carefully.ImportantPinging an IP address will work as long as all the
hosts are active and reachable on the network at the time you ping the address. However, a
firewall could be blocking your PING request. It’s more important to plan the assignment of static
addresses to machines on your network carefully.You also can use the Test-Connection cmdlet
to check whether an IP address is in use. The cmdlet’s basic syntax is this:Click here to view
code imagetest-connection [–count Count] IPAddressOrServerNameHere, you can optionally
use the –Count parameter to specify the number of times to test a connection and



IPAddressOrServerName is the IP address or server name you want to check. If you don’t
specify a count, Windows PowerShell tries to connect to a server or IP address only once. In the
following example, you try to connect five times to 192.168.10.42:Click here to view code
imagetest-connection –count 5 192.168.10.42If the IP address is in use, the test results will look
similar to the following:Click here to view code imageSource Destination IPV4Address
IPV6Address Bytes Time(ms)------ ----------- ----------- ----------- ----- --------
CORPSERVER64 192.168.10.42 192.168.10.42 32 0CORPSERVER64
192.168.10.42 192.168.10.42 32 0CORPSERVER64 192.168.10.42
192.168.10.42 32 0CORPSERVER64 192.168.10.42 192.168.10.42
32 0CORPSERVER64 192.168.10.42 192.168.10.42 32 0As with PING, a
successful reply from the test means the IP address is in use and you should try another one. If
no current host on the network uses this IP address, the output should be similar to the
following:Click here to view code imagetest-connection : Testing connection to computer
'192.168.10.42' failed:A non-recoverable error occurredAt line:1 char:1+ test-connection -count
5 192.168.10.42+ ~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~~ + CategoryInfo :
ResourceUnavailable: (192.168.10.42:String)[Test-Connection], PingExceptionConfiguring a
static IPv4 or IPv6 addressOne local area network (LAN) connection is available for each
network adapter installed. These connections are created automatically. To configure static IP
addresses for a particular connection, follow these steps:Configuring a static IPv4 or IPv6
addressOne local area network (LAN) connection is available for each network adapter installed.
These connections are created automatically. To configure static IP addresses for a particular
connection, follow these steps:1. In Control Panel, tap or click View Network Status And Tasks
under the Network And Internet heading.2. In Network And Sharing Center, tap or click Change
Adapter Settings. In Network Connections, press and hold or right-click the connection you want
to work with and then select Properties.3. Double-tap or double-click Internet Protocol Version 6
(TCP/IPv6) or Internet Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address
you are configuring.4. For an IPv6 address, do the following:Select Use The Following IPv6
Address and then enter the IPv6 address in the IPv6 Address text box. The IPv6 address you
assign to the computer must not be used anywhere else on the network.Press the Tab key. The
Subnet Prefix Length field ensures that the computer communicates over the network properly.
Windows Server should insert a default value for the subnet prefix into the Subnet Prefix Length
text box. If the network doesn’t use variable-length subnetting, the default value should suffice. If
your network does use variable-length subnets, you need to change this value as appropriate for
your network.5. For an IPv4 address, do the following:Select Use The Following IP Address and
then enter the IPv4 address in the IP Address text box. The IPv4 address you assign to the
computer must not be used anywhere else on the network.Press the Tab key. The Subnet Mask
field ensures that the computer communicates over the network properly. Windows Server
should insert a default value for the subnet prefix into the Subnet Mask text box. If the network
doesn’t use variable-length subnetting, the default value should suffice. If your network does use



variable-length subnets, you need to change this value as appropriate for your network.6. If the
computer needs to access other TCP/IP networks, the Internet, or other subnets, you must
specify a default gateway. Enter the IP address of the network’s default router in the Default
Gateway text box.7. DNS is needed for domain-name resolution. Select Use The Following DNS
Server Addresses and then enter a preferred address and an alternate DNS server address in
the text boxes provided.8. When you’re finished, tap or click OK three times to save your
changes. Repeat this process for other network adapters and IP protocols you want to
configure.9. With IPv4 addressing, configure WINS as necessary, following the technique
outlined later in this chapter in the section entitled “Configuring WINS resolution.”Configuring
dynamic IP addresses and alternate IP addressingMany organizations use DHCP servers to
dynamically assign IPv4 and IPv6 addresses. To receive an IPv4 or IPv6 address, client
computers use a limited broadcast to advertise that they need to obtain an IP address. DHCP
servers on the network acknowledge the request by offering the client an IP address. The client
acknowledges the first offer it receives, and the DHCP server in turn tells the client that it has
succeeded in leasing the IP address for a specified amount of time.Configuring dynamic IP
addresses and alternate IP addressingMany organizations use DHCP servers to dynamically
assign IPv4 and IPv6 addresses. To receive an IPv4 or IPv6 address, client computers use a
limited broadcast to advertise that they need to obtain an IP address. DHCP servers on the
network acknowledge the request by offering the client an IP address. The client acknowledges
the first offer it receives, and the DHCP server in turn tells the client that it has succeeded in
leasing the IP address for a specified amount of time.The message from the DHCP server can,
and typically does, include the IP addresses of the default gateway, the preferred and alternate
DNS servers, and the preferred and alternate WINS servers. This means these settings don’t
need to be manually configured on the client computer.Inside OUTDHCP is primarily for
clientsDynamic IP addresses aren’t for all hosts on the network, however. Typically, you’ll want to
assign dynamic IP addresses to workstations and, in some instances, to member servers that
perform noncritical roles on the network. But if you use dynamic IP addressing for member
servers, these servers should have reservations for their IP addresses. For any server that has a
critical network role or provides a key service, you definitely want to use static IP addresses.
Finally, with DNS and DHCP servers you must use static IP addresses, so don’t try to assign
dynamic IP addresses to these servers.Inside OUTDHCP is primarily for clientsDynamic IP
addresses aren’t for all hosts on the network, however. Typically, you’ll want to assign dynamic IP
addresses to workstations and, in some instances, to member servers that perform noncritical
roles on the network. But if you use dynamic IP addressing for member servers, these servers
should have reservations for their IP addresses. For any server that has a critical network role or
provides a key service, you definitely want to use static IP addresses. Finally, with DNS and
DHCP servers you must use static IP addresses, so don’t try to assign dynamic IP addresses to
these servers.Although you can use static IP addresses with workstations, most workstations
use dynamic addressing, alternative IP addressing, or both. You configure dynamic and



alternative addressing by following these steps:1. In Control Panel, under the Network And
Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings. In Network Connections, one LAN connection is shown for
each network adapter installed. These connections are created automatically. If you don’t see a
LAN connection for an installed adapter, check the driver for the adapter. It might be installed
incorrectly. Press and hold or right-click the connection you want to work with and then select
Properties.3. Double-tap or double-click Internet Protocol Version 6 (TCP/IPv6) or Internet
Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address you are configuring.4.
Select Obtain An IPv6 Address Automatically or Obtain An IP Address Automatically, whichever
is appropriate for the type of IP address you are configuring. If desired, select Obtain DNS
Server Address Automatically. Or select Use The Following DNS Server Addresses and then
enter preferred and alternate DNS server addresses in the text boxes provided.5. When you use
dynamic IPv4 addressing with desktop computers, you should configure an automatic
alternative address. To use this configuration, in the Alternate Configuration tab select Automatic
Private IP Address. Tap or click OK, tap or click Close, and then skip the remaining steps.6.
When you use dynamic IPv4 addressing with mobile computers, you’ll usually want to configure
the alternative address manually. To use this configuration, in the Alternate Configuration tab
select User Configured and then enter the IP address you want to use in the IP Address text box.
The IP address you assign to the computer should be a private IP address, as shown in Table
3-1, and it must not be in use anywhere else when the settings are applied.7. With dynamic IPv4
addressing, complete the alternate configuration by entering a subnet mask, a default gateway,
DNS, and WINS settings. When you’re finished, tap or click OK and then tap or click OK
again.Inside OUTDisabling APIPAWhenever DHCP is used, Automatic Private IP Addressing
(APIPA) is enabled by default. If you don’t want a computer to use APIPA, you can either assign
a static TCP/IP address or disable APIPA. For example, if your network uses routers or your
network is connected to the Internet without a Network Address Translation (NAT) or proxy
server, you might not want to use APIPA. You can disable APIPA in the registry.You can disable
APIPA by creating IPAutoconfigurationEnabled as a DWORD value in the registry under
HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip\Parameters\Interfaces
\AdapterGUID, where AdapterGUID is the globally unique identifier (GUID) for the computer’s
network adapter. Set the value to 0×0.If you create IPAutoconfigurationEnabled as a DWORD
value entry, you can enable APIPA at any time by changing the value to 0×1.For more
information about disabling APIPA, see Microsoft Knowledge Base article 220874 at .Inside
OUTDisabling APIPAWhenever DHCP is used, Automatic Private IP Addressing (APIPA) is
enabled by default. If you don’t want a computer to use APIPA, you can either assign a static
TCP/IP address or disable APIPA. For example, if your network uses routers or your network is
connected to the Internet without a Network Address Translation (NAT) or proxy server, you
might not want to use APIPA. You can disable APIPA in the registry.You can disable APIPA by
creating IPAutoconfigurationEnabled as a DWORD value in the registry under



HKEY_LOCAL_MACHINE\SYSTEM\CurrentControlSet\Services\Tcpip\Parameters\Interfaces
\AdapterGUID, where AdapterGUID is the globally unique identifier (GUID) for the computer’s
network adapter. Set the value to 0×0.If you create IPAutoconfigurationEnabled as a DWORD
value entry, you can enable APIPA at any time by changing the value to 0×1.For more
information about disabling APIPA, see Microsoft Knowledge Base article 220874
at .Configuring multiple IP addresses and gatewaysUsing advanced TCP/IP settings, you can
configure a single network interface on a computer to use multiple IP addresses and multiple
gateways. This allows a computer to appear to be several computers and to access multiple
logical subnets to route information or to provide internetworking services.Configuring multiple
IP addresses and gatewaysUsing advanced TCP/IP settings, you can configure a single network
interface on a computer to use multiple IP addresses and multiple gateways. This allows a
computer to appear to be several computers and to access multiple logical subnets to route
information or to provide internetworking services.To provide fault tolerance in case of a router
outage, you can choose to configure Windows servers so that they use multiple default
gateways. When you assign multiple gateways, Windows Server uses the gateway metric to
determine which gateway is used and at what time. The gateway metric indicates the routing
cost of using a gateway. The gateway with the lowest routing cost, or metric, is used first. If the
computer can’t communicate with this gateway, Windows Server tries to use the gateway with
the next lowest metric.The best way to configure multiple gateways depends on the
configuration of your network. If your organization’s computers use DHCP, you’ll probably want to
configure the additional gateways through settings on the DHCP server. If computers use static
IP addresses or you want to set gateways specifically, assign them by following these steps:1. In
Control Panel, tap or click View Network Status And Tasks under the Network And Internet
heading.2. In Network And Sharing Center, tap or click Change Adapter Settings. In Network
Connections, press and hold or right-click the connection you want to work with and then select
Properties.3. Double-tap or double-click Internet Protocol Version 6 (TCP/IPv6) or Internet
Protocol Version 4 (TCP/IPv4) as appropriate for the type of IP address you are configuring.4.
Tap or click Advanced to open the Advanced TCP/IP Settings dialog box. Figure 3-2 shows
advanced settings for IPv4. The dialog box for IPv6 is similar.Figure 3-2 Configure multiple IP
addresses and gateways in the Advanced TCP/IP Settings dialog box.5. To add an IP address,
tap or click Add below IP Address to display the TCP/IP Address dialog box. After you enter the
IP address in the IP Address field, enter the subnet mask in the Subnet Mask field for IPv4
addresses or the subnet prefix length in the Subnet Prefix Length field for IPv6 addresses. Tap or
click Add to return to the Advanced TCP/IP Settings dialog box. Repeat this step for each IP
address you want to add.6. The Default Gateways panel shows the gateways that are currently
manually configured (if any). To add a default gateway, tap or click Add below Default Gateways
to display the TCP/IP Gateway Address dialog box. Enter the gateway address in the Gateway
field. By default, Windows Server automatically assigns a metric to the gateway, which
determines the order in which the gateway is used. To assign the metric manually, clear the



Automatic Metric check box and then enter a metric in the field provided. Tap or click Add.
Repeat this step for each gateway you want to add.7. Tap or click OK three times to close the
open dialog boxes.Configuring DNS resolutionDNS is a host-name resolution service that you
can use to determine the IP address of a computer from its host name. This lets users work with
host names, such as fileserver18.cpandl.com or , rather than IP addresses, such as
192.168.5.102 or 192.168.12.68. DNS is the primary name service for Windows Server and the
Internet.Configuring DNS resolutionDNS is a host-name resolution service that you can use to
determine the IP address of a computer from its host name. This lets users work with host
names, such as fileserver18.cpandl.com or , rather than IP addresses, such as 192.168.5.102
or 192.168.12.68. DNS is the primary name service for Windows Server and the Internet.As with
gateways, the best way to configure DNS depends on the configuration of your network. If
computers use DHCP, you’ll probably want to configure DNS through settings on the DHCP
server. If computers use static IP addresses or you want to configure DNS specifically for a
particular computer, you’ll want to configure DNS manually.Configuring Basic DNS settingsYou
can configure basic DNS settings by following these steps:Configuring Basic DNS settingsYou
can configure basic DNS settings by following these steps:1. In Control Panel, under the
Network And Internet heading tap or click View Network Status And Tasks.2. In Network And
Sharing Center, tap or click Change Adapter Settings. In Network Connections, press and hold
or right-click the connection you want to work with and then select Properties.3. Double-tap or
double-click Internet Protocol Version 6 (TCP/IPv6) or Internet Protocol Version 4 (TCP/IPv4) as
appropriate for the type of IP address you are configuring.4. If the computer is using DHCP and
you want DHCP to specify the DNS server address, select Obtain DNS Server Address
Automatically. Otherwise, select Use The Following DNS Server Addresses and then enter
primary and alternate DNS server addresses in the text boxes provided.5. Tap or click OK three
times to save your changes.Configuring Advanced DNS settingsYou configure advanced DNS
settings in the DNS tab of the Advanced TCP/IP Settings dialog box, shown in Figure 3-3. You
use the fields of the DNS tab as follows:Configuring Advanced DNS settingsYou configure
advanced DNS settings in the DNS tab of the Advanced TCP/IP Settings dialog box, shown in
Figure 3-3. You use the fields of the DNS tab as follows:• DNS Server Addresses, In Order Of
Use. Use this area to specify the IP address of each DNS server that is used for domain-name
resolution. Tap or click Add if you want to add a server IP address to the list. Tap or click Remove
to remove a selected server address from the list. Tap or click Edit to edit the selected entry. You
can specify multiple servers for DNS resolution. Their priority is determined by the order. If the
first server isn’t available to respond to a host-name resolution request, the next DNS server on
the list is accessed, and so on. To change the position of a server in the list box, select it and
then tap or click the Up or Down arrow button.• Append Primary And Connection Specific DNS
Suffixes. Normally, this option is selected by default. Select this option to resolve unqualified
computer names in the primary domain. For example, if the computer name Gandolf is used and
the parent domain is microsoft.com, the computer name resolves to gandolf.microsoft.com. If



the fully qualified computer name doesn’t exist in the parent domain, the query fails. The parent
domain used is the one set in the System Properties dialog box in the Computer Name tab. (Tap
or click System And Security\System in Control Panel and then tap or click Change Settings and
view the Computer Name tab to check the settings.)• Append Parent Suffixes Of The Primary
DNS Suffix. This option is selected by default. Select this check box to resolve unqualified
computer names using the parent/child domain hierarchy. If a query fails in the immediate parent
domain, the suffix for the parent of the parent domain is used to try to resolve the query. This
process continues until the top of the DNS domain hierarchy is reached. For example, if the
computer name Gandolf is used in the dev.microsoft.com domain, DNS attempts to resolve the
computer name to gandolf.dev.microsoft.com. If this doesn’t work, DNS attempts to resolve the
computer name to gandolf.microsoft.com.• Append These DNS Suffixes (In Order). Select this
option to set specific DNS suffixes to use rather than resolving through the parent domain. Tap
or click Add if you want to add a domain suffix to the list. Tap or click Remove to remove a
selected domain suffix from the list. Tap or click Edit to edit the selected entry. You can specify
multiple domain suffixes, which are used in order. If the first suffix doesn’t resolve properly, DNS
attempts to use the next suffix in the list. If this fails, the next suffix is used, and so on. To change
the order of the domain suffixes, select the suffix and then tap or click the Up or Down arrow
button to change its position.• DNS Suffix For This Connection. This option sets a specific DNS
suffix for the connection that overrides DNS names already configured for use on this
connection. You’ll usually set the DNS domain name through the System Properties dialog box
in the Computer Name tab.• Register This Connection’s Addresses In DNS. Select this option if
you want all IP addresses for this connection to be registered in DNS under the computer’s fully
qualified domain name (FQDN). This option is selected by default.NoteDynamic DNS updates
are used in conjunction with DHCP to enable a client to update its A (Host Address) record if its
IP address changes and to enable the DHCP server to update the PTR (Pointer) record for the
client on the DNS server. You can also configure DHCP servers to update both the A and PTR
records on the client’s behalf. Dynamic DNS updates are supported only by BIND 8.2.1 or higher
DNS servers and by server editions of Microsoft Windows.NoteDynamic DNS updates are used
in conjunction with DHCP to enable a client to update its A (Host Address) record if its IP
address changes and to enable the DHCP server to update the PTR (Pointer) record for the
client on the DNS server. You can also configure DHCP servers to update both the A and PTR
records on the client’s behalf. Dynamic DNS updates are supported only by BIND 8.2.1 or higher
DNS servers and by server editions of Microsoft Windows.• Use This Connection’s DNS Suffix
In DNS Registration. Select this check box if you want all IP addresses for this connection to be
registered in DNS under the parent domain.Figure 3-3 Configure advanced DNS settings in the
DNS tab of the Advanced TCP/IP Settings dialog box.Configuring WINS resolutionYou use
WINS to resolve Network Basic Input/Output System (NetBIOS) computer names to IPv4
addresses. You can use WINS to help computers on a network determine the address of other
computers on the network. If a WINS server is installed on the network, you can use the server



to resolve computer names. Although WINS is supported on all versions of Windows, Windows
Server 2012 R2 primarily uses WINS for backward compatibility.Configuring WINS
resolutionYou use WINS to resolve Network Basic Input/Output System (NetBIOS) computer
names to IPv4 addresses. You can use WINS to help computers on a network determine the
address of other computers on the network. If a WINS server is installed on the network, you can
use the server to resolve computer names. Although WINS is supported on all versions of
Windows, Windows Server 2012 R2 primarily uses WINS for backward compatibility.You can
also configure Windows Server 2012 R2 computers to use the local file LMHOSTS to resolve
NetBIOS computer names. However, LMHOSTS is consulted only if normal name resolution
methods fail. In a properly configured network, these files are rarely used. Thus, the preferred
method of NetBIOS computer name resolution is WINS in conjunction with a WINS server.As
with gateways and DNS, the best way to configure WINS depends on the configuration of your
network. If computers use DHCP, you’ll probably want to configure WINS through settings on the
DHCP server. If computers use static IPv4 addresses or you want to configure WINS specifically
for a particular computer, you’ll want to configure WINS manually.You can manually configure
WINS by following these steps:1. Access the Advanced TCP/IP Settings dialog box for IPv4 and
tap or click the WINS tab, as shown in Figure 3-4. In the WINS Addresses, In Order Of Use
panel, you can specify the IPv4 addresses of each WINS server that is used for NetBIOS name
resolution. If you want to add a server IPv4 address to the list, tap or click Add. Tap or click
Remove to remove a selected server from the list. Tap or click Edit to edit the selected
entry.Figure 3-4 Configure WINS resolution for NetBIOS computer names in the WINS tab of the
Advanced TCP/IP Settings dialog box.2. You can specify multiple servers, which are used in
order, for WINS resolution. If the first server isn’t available to respond to a NetBIOS name-
resolution request, the next WINS server on the list is accessed, and so on. To change the
position of a server in the list box, select it and then tap or click the Up or Down arrow button.3.
To enable LMHOSTS lookups, select the Enable LMHOSTS Lookup check box. If you want the
computer to use an existing LMHOSTS file defined somewhere on the network, retrieve this file
by tapping or clicking Import LMHOSTS. You generally will use LMHOSTS only when other
name-resolution methods fail.4. WINS name resolution requires NetBIOS Over TCP/IP services.
To configure WINS name resolution using NetBIOS, select one of the following options:If you
use DHCP and dynamic addressing, you can get the NetBIOS setting from the DHCP server.
Select Default: Use NetBIOS Setting From The DHCP Server.If you use a static IP address or if
the DHCP server does not provide NetBIOS settings, select Enable NetBIOS Over TCP/IP.If
WINS and NetBIOS are not used on the network, select Disable NetBIOS Over TCP/IP. This
eliminates the NetBIOS broadcasts that would otherwise be sent by the computer.5. Tap or click
OK two times and then tap or click OK. As necessary, repeat this process for other network
adapters.NoteLMHOSTS files are maintained locally on a computer-by-computer basis, which
can eventually make them unreliable. Rather than relying on LMHOSTS, ensure that your DNS
and WINS servers are configured properly and are accessible to the network for centralized



administration of name-resolution services.NoteLMHOSTS files are maintained locally on a
computer-by-computer basis, which can eventually make them unreliable. Rather than relying on
LMHOSTS, ensure that your DNS and WINS servers are configured properly and are accessible
to the network for centralized administration of name-resolution services.Managing network
connectionsLocal area connections make it possible for computers to access resources on the
network and the Internet. One network connection is created automatically for each network
adapter installed on a computer. This section examines techniques you can use to manage
these connections.Managing network connectionsLocal area connections make it possible for
computers to access resources on the network and the Internet. One network connection is
created automatically for each network adapter installed on a computer. This section examines
techniques you can use to manage these connections.Checking the status, speed, and activity
for network connectionsTo check the status of a network connection, follow these
steps:Checking the status, speed, and activity for network connectionsTo check the status of a
network connection, follow these steps:1. In Control Panel, under the Network And Internet
heading tap or click View Network Status And Tasks.2. In Network And Sharing Center, tap or
click Change Adapter Settings. In Network Connections, press and hold or right-click the
connection you want to work with and then tap or click Status.3. The Status dialog box for the
connection is displayed. If the connection is disabled or the media is unplugged, you won’t be
able to access this dialog box. Enable the connection or connect the network cable to resolve
the problem and then try to display the Status dialog box again.The General tab of this dialog
box, shown in Figure 3-5, provides useful information regarding the following:• IPv4 Connectivity.
The current IPv4 connection state and type. You’ll typically see the status as No Internet Access
when connected to an internal network or as Not Connected when not connected to a network.•
IPv6 Connectivity. The current IPv6 connection state and type. You’ll typically see the status as
No Internet Access when connected to an internal network or as Not Connected when not
connected to a network.• Media State. The state of the media. Because the Status dialog box is
available only when the connection is enabled, you’ll typically see this as Enabled.• Duration.
The amount of time the connection has been established. If the duration is fairly short, the user
either recently connected to the network or the connection was recently reset.• Speed. The
speed of the connection. This should read 100.0 megabits per second (Mbps) for 100 Mbps
connections, 1 gigabit per second (Gbps) for 1-gigabit connections, and 10 Gbps for 10-
gigabyte connections. An incorrect setting can affect the computer’s performance.• Bytes. The
number of bytes sent and the number received by the connection.Figure 3-5 The General tab of
the Status dialog box for the connection provides access to summary information regarding
connections, properties, and support.Viewing network configuration informationYou can view the
current configuration for network adapters in several ways. To view configuration settings using
the Status dialog box for the connection, follow these steps:Viewing network configuration
informationYou can view the current configuration for network adapters in several ways. To view
configuration settings using the Status dialog box for the connection, follow these steps:1. In



Control Panel, under the Network And Internet heading tap or click View Network Status And
Tasks.2. In Network And Sharing Center, tap or click Change Adapter Settings. In Network
Connections, press and hold or right-click the connection you want to work with and then tap or
click Status. This displays the Status dialog box for the connection. If the connection is disabled
or the media is unplugged, you won’t be able to access this dialog box. Enable the connection or
connect the network cable to resolve the problem and then try to display the status dialog box
again.3. Tap or click Details to view the following detailed information about the IP address
configuration:Connection-Specific DNS Suffix. The DNS suffix used to resolve unqualified
computer names (if any) for this connection.Description. Normally shows the descriptive name
of the network adapter.Physical Address. The machine or Media Access Control (MAC) address
of the network adapter. This address is unique for each network adapter.IPv4 Default Gateway.
The IPv4 address of the default gateway used for IPv4 networking.IPv4 DHCP Server. The IPv4
address of the DHCPv4 server from which the current lease was obtained (DHCPv4 only).IPv4
DNS Servers. IPv4 addresses for DNS servers used with IPv4 networking.IPv4 IP Address. The
IPv4 address assigned for IPv4 networking.IPv4 Subnet Mask. The subnet mask used for IPv4
networking.IPv4 WINS Servers. IPv4 addresses for WINS servers used with IPv4
networking.IPv6 Default Gateway. The IPv6 address of the default gateway used for IPv6
networking.IPv6 DNS Servers. The IPv6 address of the DNS servers used with IPv6
networking.Lease Expires. A date and time stamp for when the DHCPv4 lease expires (DHCPv4
only, when enabled).Lease Obtained. A date and time stamp for when the DHCPv4 lease was
obtained (DHCPv4 only, when enabled).Link-Local IPv6 Address. Shows the computer’s link-
local IPv6 address.NetBIOS Over Tcpip Enabled. Shows whether NetBIOS over TCP/IP is
enabled.You can also use the IPCONFIG command to view advanced configuration settings. To
do so, follow these steps:1. Enter cmd in the Apps Search field and press Enter.2. At the
command line, enter ipconfig /all to see detailed configuration information for all network
adapters configured on the computer.NoteThe command prompt is started in standard user
mode. You also can enter the command at the Windows PowerShell prompt.NoteThe command
prompt is started in standard user mode. You also can enter the command at the Windows
PowerShell prompt.Inside OUTGetting IP configuration in Windows PowerShellAlthough you can
use Windows PowerShell to obtain similar information, there really is no single-command
substitute for ipconfig /all. That said, you can enter Get-NetIPAddress –AddressState Preferred
to view information about all the valid and active IP addresses that a computer is using. You also
can enter Get-NetIPInterface –ConnectionState Connected | FL –Property * to get detailed
information about each active and connected interface.Inside OUTGetting IP configuration in
Windows PowerShellAlthough you can use Windows PowerShell to obtain similar information,
there really is no single-command substitute for ipconfig /all. That said, you can enter Get-
NetIPAddress –AddressState Preferred to view information about all the valid and active IP
addresses that a computer is using. You also can enter Get-NetIPInterface –ConnectionState
Connected | FL –Property * to get detailed information about each active and connected



interface.Enabling and disabling network connectionsLocal area connections are created and
connected automatically. If you want to disable a connection so that it can’t be used, follow these
steps:Enabling and disabling network connectionsLocal area connections are created and
connected automatically. If you want to disable a connection so that it can’t be used, follow these
steps:1. In Control Panel, under the Network And Internet heading, tap or click View Network
Status And Tasks.2. In Network And Sharing Center, tap or click Change Adapter Settings. In
Network Connections, press and hold or right-click the connection and select Disable to
deactivate the connection and disable it.3. If you want to enable the connection later, press and
hold or right-click the connection in Network Connections and select Enable.Another way to
disable a network adapter is to use Disable-NetAdapter. The basic syntax for each isClick here
to view code imageDisable-NetAdapter -Name NetworkNameWhere NetworkName is the
network name, such asClick here to view code imageDisable-NetAdapter –Name NetworkIf you
want to disconnect from a network or start another connection, follow these steps:1. In Control
Panel, under the Network And Internet heading tap or click View Network Status And Tasks.2. In
Network And Sharing Center, tap or click Change Adapter Settings. In Network Connections,
press and hold or right-click the connection and select Disconnect. Typically, only remote access
or wireless connections have a Disconnect option.3. If you want to activate the connection later,
press and hold or right-click the connection in Network Connections and select
Connect.Renaming network connectionsWindows Server 2012 R2 initially assigns default
names for network connections. In Network Connections, you can rename the connections at
any time by pressing and holding or right-clicking the connection, selecting Rename, and then
typing a new connection name. If a computer has multiple network connections, proper naming
can help you and others better understand the uses of a particular connection.Renaming
network connectionsWindows Server 2012 R2 initially assigns default names for network
connections. In Network Connections, you can rename the connections at any time by pressing
and holding or right-clicking the connection, selecting Rename, and then typing a new
connection name. If a computer has multiple network connections, proper naming can help you
and others better understand the uses of a particular connection.Troubleshooting and testing
network settingsWindows Server 2012 R2 includes many tools for troubleshooting and testing
TCP/IP connectivity. This section looks at automated diagnostics, basic tests that you should
perform whenever you install or modify a computer’s network settings, and techniques for
resolving difficult networking problems involving DHCP and DNS. The final section shows you
how to perform detailed network diagnostics testing.Troubleshooting and testing network
settingsWindows Server 2012 R2 includes many tools for troubleshooting and testing TCP/IP
connectivity. This section looks at automated diagnostics, basic tests that you should perform
whenever you install or modify a computer’s network settings, and techniques for resolving
difficult networking problems involving DHCP and DNS. The final section shows you how to
perform detailed network diagnostics testing.Diagnosing and resolving network connection
problemsOccasionally, network cables can get unplugged or the network adapter might



experience a problem that temporarily prevents it from working. After you plug the cable back in
or solve the adapter problem, the connection should automatically reconnect. To diagnose
network connection problems, follow these steps:Diagnosing and resolving network connection
problemsOccasionally, network cables can get unplugged or the network adapter might
experience a problem that temporarily prevents it from working. After you plug the cable back in
or solve the adapter problem, the connection should automatically reconnect. To diagnose
network connection problems, follow these steps:1. In Control Panel, under the Network And
Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing Center,
tap or click Change Adapter Settings.3. Press and hold or right-click the connection you want to
work with and select Diagnose.Windows Network Diagnostics will then try to identify the
problem. A list of possible solutions is provided for identifiable configuration problems. Some
solutions provide automated fixes you can make by tapping or clicking the solution. Other
solutions require manual fixes, such as might be required if you need to reset a network router or
broadband modem. If your actions don’t fix the problem, refer to other appropriate parts of this
troubleshooting section.Diagnosing and resolving Internet connection problemsBecause of the
many interdependencies among services, protocols, and configuration settings, troubleshooting
network problems can be difficult. Fortunately, Windows Server 2012 R2 includes a powerful
network diagnostics tool for pinpointing problems that relate to the following:Diagnosing and
resolving Internet connection problemsBecause of the many interdependencies among
services, protocols, and configuration settings, troubleshooting network problems can be
difficult. Fortunately, Windows Server 2012 R2 includes a powerful network diagnostics tool for
pinpointing problems that relate to the following:• General network connectivity• Internet service
settings for email, newsgroups, and proxies• Settings for modems, network clients, and network
adapters• DNS, DHCP, and WINS configuration• Default gateways and IP addressesTo
diagnose Internet connection problems, follow these steps:1. In Control Panel, under the
Network And Internet heading tap or click View Network Status And Tasks.2. Tap or click
Troubleshoot Problems and then tap or click a troubleshooter to run, such as Incoming
Connections or Network Adapter.3. When the troubleshooter starts, tap or click Next.Windows
Network Diagnostics will then try to identify the problem. If identifiable configuration problems
exist, a list of possible solutions is provided. Some solutions provide automated fixes you can
make by tapping or clicking the solution. Other solutions require manual fixes, such as might be
required if you need to reset a network router or broadband modem. If your actions don’t fix the
problem, refer to other appropriate parts of this troubleshooting section.Performing basic
network testsWhenever you install a new computer or make configuration changes to the
computer’s network settings, you should test the configuration. The most basic TCP/IP test is to
use the PING command or the Test-Connection cmdlet to test the computer’s connection to the
network. PING is a command-line command. To use it, enter ping <host> at the command
prompt or Test-Connection <host> at a Windows PowerShell prompt, where <host> is either the
computer name or the IP address of the host computer you’re trying to reach. Keep in mind that



Test-Connection is a wrapper for Get-WMIObject Win32_PingStatus, so whether you enter Ping
at a command prompt or Test-Connection at a Windows PowerShell prompt, you are using
PING.Performing basic network testsWhenever you install a new computer or make
configuration changes to the computer’s network settings, you should test the configuration. The
most basic TCP/IP test is to use the PING command or the Test-Connection cmdlet to test the
computer’s connection to the network. PING is a command-line command. To use it, enter ping
<host> at the command prompt or Test-Connection <host> at a Windows PowerShell prompt,
where <host> is either the computer name or the IP address of the host computer you’re trying
to reach. Keep in mind that Test-Connection is a wrapper for Get-WMIObject Win32_PingStatus,
so whether you enter Ping at a command prompt or Test-Connection at a Windows PowerShell
prompt, you are using PING.You can use the following methods to test the configuration using
PING:• Try to PING IP addresses. If the computer is configured correctly and the host you’re
trying to reach is accessible to the network, PING should receive a reply—as long as the
computer’s firewall allows pinging. If ping can’t reach the host or is blocked by a firewall, PING
times out.• On domains that use WINS, try to PING NetBIOS computer names. If PING correctly
resolves NetBIOS computer names, the NetBIOS facilities, such as WINS, are correctly
configured for the computer.• On domains that use DNS, try to PING DNS host names. If PING
correctly resolves fully qualified DNS host names, DNS name resolution is configured
properly.You might also want to test network browsing for the computer. If the computer is a
member of a domain and computer browsing is enabled throughout the domain, log on to the
computer and then use File Explorer or Network Explorer to browse other computers in the
domain. Afterward, log on to a different computer in the domain and try to browse the computer
you just configured. These tests tell you if the DNS resolution is being handled properly in the
local environment. If you can’t browse, check the configuration of the DNS services and
protocols.In some cases, discovering and sharing might be set to block discovery. You’ll need to
allow discovery to resolve this by following these steps:1. In Control Panel, under the Network
And Internet heading tap or click View Network Status And Tasks.2. In Network And Sharing
Center, in the left pane tap or click Change Advanced Sharing Settings.3. You’ll then see options
for configuring the computer’s sharing and discovery settings for each network profile. Manage
the settings for each profile as appropriate. For example, if network discovery is disabled for a
profile and should be enabled, tap or click the related Turn On Network Discovery option.4. Tap
or click Save Changes.Diagnosing and resolving IP addressing problemsYou can obtain the
current IP address settings of a computer as discussed earlier in this chapter in the section
entitled “Viewing network configuration information.” If a computer is having problems accessing
network resources or communicating with other computers, there might be an IP addressing
problem. Take a close look at the IP address currently assigned and other IP address settings
and use the following tips to help in your troubleshooting:Diagnosing and resolving IP
addressing problemsYou can obtain the current IP address settings of a computer as discussed
earlier in this chapter in the section entitled “Viewing network configuration information.” If a



computer is having problems accessing network resources or communicating with other
computers, there might be an IP addressing problem. Take a close look at the IP address
currently assigned and other IP address settings and use the following tips to help in your
troubleshooting:• If the IPv4 address currently assigned to the computer is in the range
169.254.0.1 to 169.254.255.254, the computer is using Automatic Private IP Addressing
(APIPA). An automatic private IP address is assigned to a computer when it is configured to use
DHCP and its DHCP client can’t reach a DHCP server. When using APIPA, Windows Server will
automatically periodically check for a DHCP server to become available. If a computer doesn’t
eventually obtain a dynamic IP address, the network connection usually has a problem. Check
the network cable and if necessary trace the cable back to the switch or hub into which it
connects.• If the IPv4 address and the subnet mask of the computer are currently set as 0.0.0.0,
either the network is disconnected or someone has attempted to use a static IP address that
duplicated another IP address already in use on the network. In this case you should access
Network Connections and determine the state of the connection. If the connection is disabled or
disconnected, this should be shown. Press and hold or right-click the connection and select
Enable or Diagnose as appropriate. If the connection is already enabled, you need to modify the
IP address settings for the connection.• If the IP address is dynamically assigned, make sure
that another computer on the network isn’t using the same IP address. You can do this by
disconnecting the network cable for the computer you are working with and pinging the IP
address in question. If you receive a response from the PING test, you know that another
computer is using the IP address. This computer probably has an improper static IP address or a
reservation that isn’t set up properly.• If the IP address appears to be set correctly, check the
subnet mask, gateway, DNS, and WINS settings by comparing the network settings of the
computer you are troubleshooting with those of a computer that is known to have a good
network configuration. One of the biggest problem areas is the subnet mask. When subnetting is
used, the subnet mask used in one area of the network might look very similar to the subnet
mask in another area of the network. For example, the subnet mask in one IPv4 area might be
255.255.255.240, and it might be 255.255.255.248 in another IPv4 area.When you are using
static IP addressing, you can check the current IPv4 or IPv6 settings by entering ipconfig /all at a
command prompt. The display of the ipconfig /all command includes IPv4/IPv6 addresses,
default routers, and DNS servers for all interfaces. You can also check IPv4 and IPv6 addressing
separately. To check the IPv4 addressing configuration, enter netsh interface ipv4 show address.
To check IPv6 addressing, enter netsh interface ipv6 show address. To use Netsh to show the
configuration of a remote computer, use the –r RemoteComputerName command-line option.
For example, to display the configuration of the remote computer named CORPSERVER26, you
would enter netsh –r corpserver26 interface ipv4 show address.To make changes to the
configuration of IP interfaces, use the netsh interface ipv4 set interface and netsh interface ipv6
set interface commands. To add the IP addresses of DNS servers, use the netsh interface ipv4
add dns and netsh interface ipv6 add dns commands.Diagnosing and resolving routing



problemsAs part of troubleshooting, you can verify the reachability of local and remote
destinations. You can ping your default router by its IPv4 or IPv6 address. You can obtain the
local IPv4 address of your default router by entering netsh interface ipv4 show route at a
command prompt or get-netroute –addressfamily ipv4 at a Windows PowerShell prompt. You
can obtain the link-local IPv6 address of your default router by entering netsh interface ipv6
show route at a command prompt or get-netroute –addressfamily ipv6 at a Windows PowerShell
prompt. Pinging the default router tests whether you can reach local nodes and whether you can
reach the default router, which forwards IP packets to remote nodes.Diagnosing and resolving
routing problemsAs part of troubleshooting, you can verify the reachability of local and remote
destinations. You can ping your default router by its IPv4 or IPv6 address. You can obtain the
local IPv4 address of your default router by entering netsh interface ipv4 show route at a
command prompt or get-netroute –addressfamily ipv4 at a Windows PowerShell prompt. You
can obtain the link-local IPv6 address of your default router by entering netsh interface ipv6
show route at a command prompt or get-netroute –addressfamily ipv6 at a Windows PowerShell
prompt. Pinging the default router tests whether you can reach local nodes and whether you can
reach the default router, which forwards IP packets to remote nodes.When you ping the default
IPv6 router, you must specify the zone identifier (ID) for the interface on which you want the
ICMPv6 Echo Request messages to be sent. The zone ID for the default router is listed when
you enter the ipconfig /all command.If you are able to ping your default router, ping a remote
destination by its IPv4 or IPv6 address. If you are unable to ping a remote destination by its IP
address, there might be a routing problem between your node and the destination node. Enter
tracert –d IPAddress to trace the routing path to the remote destination. You use the –d
command-line option to speed up the response by preventing Tracert from performing a reverse
DNS query on every near-side router interface in the routing path.Being unable to reach a local
or remote destination might be due to incorrect or missing routes in the local IP routing table. To
view the local IP routing table, enter the netsh interface ipv4 show route command or the netsh
interface ipv6 show route command. Use the command output to verify that you have a route
corresponding to your local subnet. The route with the lowest metric is used first. If you have
multiple default routes with the same lowest metric, you might need to modify your IP router
configuration so that the default route with the lowest metric uses the interface that connects to
the correct network.You can add a route to the IP routing table by using the netsh interface ipv4
add route command or the netsh interface ipv6 add route command. To modify an existing route,
use the netsh interface ipv4 set route command or the netsh interface ipv6 set route command.
To remove an existing route, use the netsh interface ipv6 delete route command or the netsh
interface ipv6 delete route command.If you suspect a problem with router performance, use the
pathping –n IPAddress command to trace the path to a destination and display information on
packet losses for each router in the path. You use the –n command-line option to speed up the
response by preventing Pathping from performing a reverse DNS query on every near-side
router interface in the routing path.Inside OUTChecking IPsec policies and Windows FirewallA



problem reaching a destination node might be due to the configuration of Internet Protocol
security (IPsec) or packet filtering. Check for IPsec policies that have been configured on the
computer having the problem, on intermediate IPv6 routers, and on the destination computer.
On computers running Windows Vista or later, connection security rules are configured using
Windows Firewall With Advanced Security and IPsec policies are configured using the IP
Security Policy Management snap-in for MMC.Packet filtering is often configured to allow
specific types of traffic and discard all others or to discard specific types of traffic and allow all
others. Because of this, you might be able to view webpages on a web server but not ping the
web server by its host name or IP address.Each network connection configured on a computer
can be enabled or disabled in Windows Firewall. When enabled, IPv4 and IPv6 drop incoming
requests. During troubleshooting, you can disable Windows Firewall for a specific IPv4 or IPv6
interface with the netsh interface ipv4 set interface interface=NameOrIndex firewall=disabled
and netsh interface ipv6 set interface interface=NameOrIndex firewall=disabled commands. You
can also completely turn off Windows Firewall with the netsh firewall set opmode disable
command. Don’t forget to reenable the firewall when you are done troubleshooting.Inside
OUTChecking IPsec policies and Windows FirewallA problem reaching a destination node might
be due to the configuration of Internet Protocol security (IPsec) or packet filtering. Check for
IPsec policies that have been configured on the computer having the problem, on intermediate
IPv6 routers, and on the destination computer. On computers running Windows Vista or later,
connection security rules are configured using Windows Firewall With Advanced Security and
IPsec policies are configured using the IP Security Policy Management snap-in for MMC.Packet
filtering is often configured to allow specific types of traffic and discard all others or to discard
specific types of traffic and allow all others. Because of this, you might be able to view webpages
on a web server but not ping the web server by its host name or IP address.Each network
connection configured on a computer can be enabled or disabled in Windows Firewall. When
enabled, IPv4 and IPv6 drop incoming requests. During troubleshooting, you can disable
Windows Firewall for a specific IPv4 or IPv6 interface with the netsh interface ipv4 set interface
interface=NameOrIndex firewall=disabled and netsh interface ipv6 set interface
interface=NameOrIndex firewall=disabled commands. You can also completely turn off Windows
Firewall with the netsh firewall set opmode disable command. Don’t forget to reenable the
firewall when you are done troubleshooting.Releasing and renewing DHCP settingsDHCP
servers can assign many network configuration settings automatically, including IP addresses,
default gateways, primary and secondary DNS servers, primary and secondary WINS servers,
and more. When computers use dynamic addressing, they are assigned a lease on a specific IP
address. This lease is good for a specific time period and must be renewed periodically. When
the lease needs to be renewed, the computer contacts the DHCP server that provided the lease.
If the server is available, the lease is renewed and a new lease period is granted. You can also
renew leases manually as necessary on individual computers or by using the DHCP server
itself.Releasing and renewing DHCP settingsDHCP servers can assign many network



configuration settings automatically, including IP addresses, default gateways, primary and
secondary DNS servers, primary and secondary WINS servers, and more. When computers use
dynamic addressing, they are assigned a lease on a specific IP address. This lease is good for a
specific time period and must be renewed periodically. When the lease needs to be renewed,
the computer contacts the DHCP server that provided the lease. If the server is available, the
lease is renewed and a new lease period is granted. You can also renew leases manually as
necessary on individual computers or by using the DHCP server itself.Problems that prevent
network communications can occur during the lease assignment and renewal process. If the
server isn’t available and can’t be reached before a lease expires, the IP address can become
invalid. If this happens, the computer might use the alternate IP address configuration to set an
alternate address, which usually has settings that are inappropriate and prevent proper
communications. To resolve this problem, you need to release and then renew the DHCP
lease.Another type of problem occurs when users move around to various offices and subnets
within the organization. While users are moving from location to location, their laptop or tablet
might obtain DHCP settings from the wrong server. When the users return to their offices, the
laptop or tablet might seem sluggish or perform incorrectly because of the settings assigned by
the DHCP server at another location. If this happens, you need to release and then renew the
DHCP lease. (Alternatively, because computers don’t retain their dynamically assigned settings,
you can just restart the computer.)You can use the graphical interface to release and renew
DHCP leases by following these steps:1. In Control Panel, under the Network And Internet
heading tap or click View Network Status And Tasks.2. In Network And Sharing Center, tap or
click Change Adapter Settings. In Network Connections, press and hold or right-click the
connection you want to work with and then select Diagnose.3. After Windows Network
Diagnostics tries to identify the problem, a list of possible solutions is provided. If the computer
has one or more dynamically assigned IP addresses, one of the solutions should be
Automatically Get New IP Settings. Tap or click this option.You can also follow these steps to use
the IPCONFIG command to renew and release settings:1. Open an elevated command
prompt.2. To release the current settings for all network adapters, enter ipconfig /release at the
command line. Then renew the lease by entering ipconfig /renew.3. To renew a DHCP lease for
all network adapters, enter ipconfig /renew at the command line.4. You can check the updated
settings by entering ipconfig /all at the command line.TroubleshootingIdentifying a specific
interfaceIf a computer has multiple network adapters and you want to work with only one or a
subset of the adapters, specify all or part of the connection name after the ipconfig /renew or
ipconfig /release command. Use the asterisk as a wildcard to match any characters in a
connection’s name. For example, if you want to renew the lease for all connections with names
starting with Loc, enter the command ipconfig /renew Loc*. If you want to release the settings for
all connections containing the word Network, enter the command ipconfig /release
*Network*.TroubleshootingIdentifying a specific interfaceIf a computer has multiple network
adapters and you want to work with only one or a subset of the adapters, specify all or part of the



connection name after the ipconfig /renew or ipconfig /release command. Use the asterisk as a
wildcard to match any characters in a connection’s name. For example, if you want to renew the
lease for all connections with names starting with Loc, enter the command ipconfig /renew Loc*.
If you want to release the settings for all connections containing the word Network, enter the
command ipconfig /release *Network*.Diagnosing and fixing name-resolution issuesWhen you
can reach a destination using an IP address but you can’t reach a host using a host name, you
might have a problem with host-name resolution. Typically, name-resolution problems have to do
with improper configuration of the DNS client or problems with DNS registration. You can use the
following tasks to troubleshoot problems with DNS name resolution:Diagnosing and fixing name-
resolution issuesWhen you can reach a destination using an IP address but you can’t reach a
host using a host name, you might have a problem with host-name resolution. Typically, name-
resolution problems have to do with improper configuration of the DNS client or problems with
DNS registration. You can use the following tasks to troubleshoot problems with DNS name
resolution:• Display and flush the DNS client resolver cache.• Verify DNS configuration.• Test
DNS name resolution with the Ping tool.• Use the Nslookup tool to view DNS server
responses.NoteProblems with the DNS cache will give misleading results for the other tests you
do. If you flush the cache first using ipconfig /flushdns, then you know you’re getting the correct
answer and not a cached error. Typically, you’ll want to flush the cache on the DNS client and on
the DNS server.NoteProblems with the DNS cache will give misleading results for the other tests
you do. If you flush the cache first using ipconfig /flushdns, then you know you’re getting the
correct answer and not a cached error. Typically, you’ll want to flush the cache on the DNS client
and on the DNS server.On the computer having DNS name-resolution problems, verify the
following information:• Host name• Primary DNS suffix• DNS suffix search list• Connection-
specific DNS suffixes• DNS serversYou can obtain this information by entering ipconfig /all at a
command prompt. To obtain information about which DNS names should be registered in DNS,
enter netsh interface ip show dns.Computers running Windows Vista and later support DNS
traffic over IPv6. By default, IPv6 configures the well-known, site-local addresses of DNS servers
at FEC0:0:0:FFFF::1, FEC0:0:0:FFFF::2, and FEC0:0:0:FFFF::3. To add the IPv6 addresses of
your DNS servers, use the properties of the Internet Protocol Version 6 (TCP/IPv6) component
in Network Connections or the netsh interface ipv6 add dns command. To register the
appropriate DNS names as IP address resource records with DNS dynamic update, use the
ipconfig /registerdns command. Computers running Windows XP or Windows Server 2003 do
not support DNS traffic over IPv6.TCP/IP checks the DNS client resolver cache before sending
DNS name queries. The DNS resolver cache maintains a history of DNS lookups that have been
performed when a user accesses network resources using TCP/IP. This cache contains forward
lookups, which provide host name–to–IP address resolution, and reverse lookups, which provide
IP address–to–host name resolution. After a DNS entry is stored in the resolver cache for a
particular DNS host, the local computer no longer has to query external servers for DNS
information on that host. This enables the computer to resolve DNS requests locally, providing a



quicker response.How long entries are stored in the resolver cache depends on the Time to Live
(TTL) value assigned to the record by the originating server. To view current records and see the
remaining TTL value for each record, enter ipconfig /displaydns at an elevated command
prompt. These values are given as the number of seconds that a particular record can remain in
the cache before it expires. These values are continually being counted down by the local
computer. When the TTL value reaches zero, the record expires and is removed from the
resolver cache.Occasionally, you’ll find that you need to clear out the resolver cache to remove
old entries and enable computers to check for updated DNS entries before the normal expiration
and purging process takes place. This typically happens because server IP addresses have
changed and the current entries in the resolver cache point to the old addresses rather than the
new ones. Sometimes the resolver cache itself can get out of sync, particularly when DHCP has
been misconfigured.Inside OUTDecreasing TTLs for important DNS recordsSkilled
administrators know that several weeks in advance of the actual change, they should start to
decrease the TTL values for important DNS records that are going to be changed. Typically, this
means reducing the TTL from a number of days (or weeks) to a number of hours, which allows
for quicker propagation of the changes to computers that have cached the related DNS records.
After the change is completed, administrators should restore the original TTL value to reduce
renewal requests.Inside OUTDecreasing TTLs for important DNS recordsSkilled administrators
know that several weeks in advance of the actual change, they should start to decrease the TTL
values for important DNS records that are going to be changed. Typically, this means reducing
the TTL from a number of days (or weeks) to a number of hours, which allows for quicker
propagation of the changes to computers that have cached the related DNS records. After the
change is completed, administrators should restore the original TTL value to reduce renewal
requests.You can usually resolve problems with the DNS resolver cache by either flushing the
cache or reregistering DNS. When you flush the resolver cache, all DNS entries are cleared out
of the cache and new entries are not created until the next time the computer performs a DNS
lookup on a particular host or IP address. When you reregister DNS, Windows Server attempts
to refresh all current DHCP leases and then performs a lookup on each DNS entry in the
resolver cache. By looking up each host or IP address again, the entries are renewed and
reregistered in the resolver cache. You’ll generally want to flush the cache completely and allow
the computer to perform lookups as needed. Reregister DNS only when you suspect problems
with DHCP and the DNS resolver cache.You can test DNS name resolution by pinging a
destination using its host name or its fully qualified domain name (FQDN). If an incorrect IP
address is shown, you can flush the DNS resolver cache and use the Nslookup tool to
determine the set of addresses returned in the DNS Name Query Response message.You can
use the IPCONFIG command to flush and reregister entries in the DNS resolver cache by
following these steps:1. Start an elevated command prompt.2. To clear out the resolver cache,
enter ipconfig /flushdns at the command line.3. To renew DHCP leases and reregister DNS
entries, enter ipconfig /registerdns at the command line.4. When the tasks are complete, you



can check your work by entering ipconfig/displaydns at the command line.To start Nslookup,
enter Nslookup at a command prompt. At the Nslookup > prompt, use the set d2 command to
get detailed information about DNS response messages. Then use Nslookup to look up the
desired FQDN. Look for A and AAAA records in the detailed display of the DNS response
messages.With IPv6, the DNS client maintains a neighbor’s cache of recently resolved link-layer
addresses and a standard resolver cache. To display the current contents of the neighbor’s
cache, enter netsh interface ipv6 show neighbors. To flush the neighbor’s cache, enter netsh
interface ipv6 delete neighbors.With IPv6, the DNS client also maintains a destination cache.
The destination cache stores next-hop IPv6 addresses for destinations. To display the current
contents of the destination cache, enter netsh interface ipv6 show destinationcache. To flush the
destination cache, enter netsh interface ipv6 delete destinationcache.Chapter 4. Deploying
DHCP ServicesDHCP essentialsDHCP security considerationsDHCP and IPAMPlanning
DHCPv4 and DHCPv6 implementationsSetting up DHCP serversMost Microsoft Windows
networks should be configured to use Dynamic Host Configuration Protocol (DHCP). DHCP
simplifies administration and makes it easier for users to get their devices on the organization’s
network. How does DHCP do this? DHCP is a protocol that allows client devices to start up and
automatically receive an Internet Protocol (IP) address and other related Transmission Control
Protocol/Internet Protocol (TCP/IP) settings, such as the subnet mask, default gateway, Domain
Name System (DNS) server addresses, and Windows Internet Naming Service (WINS) server
addresses. DHCP servers can assign a dynamic IP version 4 (IPv4), IP version 6 (IPv6), or both
addresses to any of the network interface cards (NICs) on a device.DHCP essentialsDHCP is a
standards-based protocol that was originally defined by the Internet Engineering Task Force
(IETF) and based on the Bootstrap Protocol (BOOTP). It has been implemented on a variety of
operating systems, including UNIX and Windows. Because DHCP is a client/server protocol, a
server component and a client component are necessary to implement the protocol on a
network. To make it easier to deploy DHCP in the enterprise, all server editions of Windows
Server 2012 R2 include the DHCP Server service, which can be installed to support DHCP, and
all current versions of the Windows operating system automatically install the DHCP Client
service as part of TCP/IP.A device that uses dynamic IP addressing and configuration is called a
DHCP client. When you boot a DHCP client, a 32-bit IPv4 address, a 128-bit IPv6 address, or
both can be retrieved from a pool of IP addresses defined for the network’s DHCP server. It’s the
job of the DHCP server to maintain a database about the IP addresses that are available and the
related configuration information. When an IP address is given out to a client, the client is said to
have a lease on the IP address. The term “lease” is used because the assignment generally is
not permanent. The DHCP server sets the duration of the lease when the lease is granted and
can also change it later as necessary, such as when the lease is renewed.DHCP also provides a
way to assign a lease on an address permanently. To do this, you can create a reservation by
specifying the IP address to reserve and the unique identifier of the device that will hold the IP
address. The reservation thereafter ensures that the client device with the specified device



address always gets the designated IP address. With IPv4, you specify the necessary unique
identifier by using the Media Access Control (MAC) address of the network card. With IPv6, you
specify the DHCP unique identifier for the DHCPv6 client and the identity association identifier
(IAID) being used by the DHCPv6 client.NoteMAC addresses are tied to the network interface
card (NIC) of a device. If you remove a NIC or install an additional NIC on a device, the MAC
address of the new or additional card will be different from the address of the original
NIC.Consider DHCP for non-DHCP member serversYou’ll find that configuring member servers
to use DHCP and then assigning them a reservation is an easy way to ensure that member
servers have a fixed IP address while maintaining the flexibility provided by DHCP. After the
member servers are configured for DHCP, they get all their TCP/IP options from DHCP, including
their IP addresses. If you ever need to change their addressing, you can do this from within
DHCP rather than on each member server—and changing IP addressing and other TCP/IP
options in one location is much easier than doing it in multiple locations. Keep in mind that some
server applications or roles might require a static IP address to work properly.Microsoft
recommends that a single DHCP server service no more than 10,000 clients. You define a set of
IP addresses that can be assigned to clients by using a scope. A scope is a pool of IPv4 or IPv6
addresses and related configuration options. The IP addresses set in a scope are contiguous
and are associated with a specific subnet mask or network prefix length. To define a subset of IP
addresses within a scope that should not be used, you can specify an exclusion. An exclusion
defines a range of IP addresses that you can exclude so that it isn’t assigned to client devices.All
current releases of Windows Server support integration of DHCP with dynamic DNS. When
configured, this ensures that the client’s DNS record is updated when it receives a new IP
address. To ensure that client names can be resolved to IP addresses, you should configure the
integration of DHCP and DNS.DHCP can be integrated with the Routing and Remote Access
Service (RRAS). When configured, dial-up networking clients or virtual private network (VPN)
clients can log on to the network remotely and use DHCP to configure their IP address and TCP/
IP options. The server managing their connection to the network is called a remote access
server, and it’s the responsibility of this server to obtain blocks of IP addresses from a DHCP
server for use by remote clients. If a DHCP server is not available when the remote access
server requests IP addresses, the remote clients are configured with Automatic Private IP
Addressing (APIPA). APIPA works differently for IPv4 and IPv6.DHCPv4 and
autoconfigurationThe availability of a DHCP server doesn’t affect startup or logon (in most
cases). DHCP clients can start and users can log on to the local machine even if a DHCP server
isn’t available. During startup, the DHCP client looks for a DHCP server. If a DHCP server is
available, the client gets its configuration information from the server. If a DHCP server isn’t
available and the client’s previous lease is still valid, the client pings the default gateway listed in
the lease.A successful ping tells the client that it’s probably on the same network it was on when
it was issued the lease, and the client will continue to use the lease as described previously. A
failed ping tells the client that it might be on a different network. In this case, the client uses IP



autoconfiguration. The client also uses IP autoconfiguration if a DHCP server isn’t available and
the previous lease has expired.IPv4 autoconfiguration works like this:1. The client device selects
an IP address from the Microsoft-reserved Class B subnet 169.254.0.0 and uses the subnet
mask 255.255.0.0. Before using the IPv4 address, the client performs an Address Resolution
Protocol (ARP) test to make sure that no other client is using this IPv4 address.2. If the IPv4
address is in use, the client repeats step 1, testing up to 10 IPv4 addresses before reporting
failure. When a client is disconnected from the network, the ARP test always succeeds. As a
result, the client uses the first IPv4 address it selects.3. If the IPv4 address is available, the client
configures the NIC with this address. The client then attempts to contact a DHCP server,
sending out a broadcast every five minutes to the network. When the client successfully
contacts a server, the client obtains a lease and reconfigures the network interface.DHCPv6 and
autoconfigurationYou can use DHCP to configure IPv6 addressing in two key ways: DHCPv6
stateful mode and DHCPv6 stateless mode. In DHCPv6 stateful mode, clients acquire their IPv6
address and their network-configuration parameters through DHCPv6. In DHCPv6 stateless
mode, clients use autoconfiguration to acquire their IP address and acquire their network-
configuration parameters through DHCPv6. You also can use a combination of stateful and
stateless address autoconfiguration.A device that uses dynamic IPv6 addressing, configuration,
or both is called a DHCPv6 client. Windows Vista and later include a DHCPv6 client. Like
DHCPv4, the components of a DHCPv6 infrastructure consist of DHCPv6 clients that request
configuration, DHCPv6 servers that provide configuration, and DHCPv6 relay agents that
convey messages between clients and servers when clients are on subnets that don’t have a
DHCPv6 server.Unlike DHCPv4, you must also configure your IPv6 routers to support DHCPv6.
A DHCPv6 client performs autoconfiguration based on the M and O flags in the Router
Advertisement message sent by a neighboring router. When the Managed Address
Configuration, or M, flag is set to 1, the client uses a configuration protocol to obtain stateful
addresses. When the Other Stateful Configuration, or O, flag is set to 1, the client uses a
configuration protocol to obtain other configuration settings.Windows Vista and later obtain
dynamic IPv6 addresses by using a process similar to that used for dynamic IPv4 addresses.
Typically, IPv6 autoconfiguration for DHCPv6 clients in stateful mode works like this:1. The client
device selects a link-local unicast IPv6 address. Before using the IPv6 address, the client
performs an ARP test to make sure that no other client is using this IPv6 address.2. If the IPv6
address is in use, the client repeats step 1. Note that when a client is disconnected from the
network, the ARP test always succeeds. As a result, the client uses the first IPv6 address it
selects.3. If the IPv6 address is available, the client configures the NIC with this address. The
client then attempts to contact a DHCP server, sending out a broadcast every five minutes to the
network. When the client successfully contacts a server, the client obtains a lease and
reconfigures the network interface.This is not how IPv6 autoconfiguration works for DHCPv6
clients in stateless mode. In stateless mode, DHCPv6 clients configure link-local addresses and
additional non-link-local addresses by exchanging Router Solicitation and Router Advertisement



messages with neighboring routers. Although stateless address autoconfiguration is convenient,
one reason for deploying a DHCPv6 server on an IPv6 network is that Windows does not
support stateless address autoconfiguration of DNS server settings using Router Advertisement
messages. Because of this, a DHCPv6 server is required if your Windows devices need to be
able to perform DNS name resolution using IPv6. Also, keep in mind that link-local IPv6
addresses are always autoconfigured, regardless of whether DHCPv6 is being used.DHCP
security considerationsDHCP is inherently insecure. Anyone with access to the network can
perform malicious actions that could cause problems for other clients trying to obtain IP
addresses. A user could take the following actions:• Initiate a denial of service (DoS) attack by
requesting all available IP addresses or by using large numbers of IP addresses, either of which
could make it impossible for other users to obtain IP addresses.• Initiate an attack on DNS by
performing a large number of dynamic updates through DHCP.• Use the information provided by
DHCP to set up rogue services on the network, such as using a non-Microsoft DHCP server to
provide incorrect IP address information.To reduce the risk of attacks, you should limit physical
access to the network. Don’t make it easy for unauthorized users to connect to the network. If
you use wireless technologies, configure the network so that it doesn’t broadcast the service set
identifier (SSID) or use protected-access encryption, which prohibits wireless users from
obtaining a DHCP lease until they provide an appropriate encryption key using strong data
encryption. Wi-Fi Protected Access (WPA) and Wi-Fi Protected Access Version 2 (WPA2) are
the preferred strong-data-encryption techniques.To reduce the risk of a rogue DHCP server,
configure Active Directory Domain Services (AD DS) on the network and use it to determine
which DHCP servers are authorized to provide services and which aren’t. By using Active
Directory, any device running a current Windows operating system must be authorized to
provide DHCP services. After a server is authorized, it’s available for clients to use. This,
unfortunately, doesn’t restrict the use of unauthorized servers running DHCP, but it’s a
start.Unauthorized DHCP servers are detected by the DHCP Server service running on
authorized DHCP servers, and they are tracked in the event logs with the event source Microsoft-
Windows-DHCP-Server and the event ID 1042. Look also for event IDs 1098, 1100, 1101, 1103,
1105, 1107, 1109, 1110, and 1111. Tracking these events can help you prevent most of the
accidental damage caused by either misconfigured DHCP servers or correctly configured DHCP
servers running on the wrong network.In addition, the DHCP Server service should not be
placed on an Active Directory domain controller if you can avoid it. The reason for this is that this
changes security related to service locator (SRV) records, which domain controllers are
responsible for publishing. SRV records detail the location of domain controllers, Kerberos
servers, and other servers, and the changes to the security of these records when you install
DHCP means that any client on the network could alter the records.The reason this happens is
that DHCP servers must be able to update client records dynamically if a client’s IP address
changes. Because of this, they are made members of the DNSUpdateProxy group, and
members of this group don’t have any security applied to objects they create in the DNS



database. If you can’t avoid placing DHCP on a domain controller, it’s recommended that you
remove the DHCP server from the DNSUpdateProxy group. This should help you avoid the
security problem outlined here, but it will also prevent the DHCP server from dynamically
updating client records in DNS when the client IP addresses change.DHCP and IPAMWhen you
want to manage your IP address space and track IP address usage trends, you can deploy IP
Address Management (IPAM) servers. You can use IPAM to automatically discover DHCP and
DNS servers, and then you can manage these servers using IPAM. Because auditing, reporting,
and monitoring capabilities are key components of IPAM, you can more easily maintain the IP
address space across the enterprise.You deploy IPAM servers by using a distributed approach,
with an IPAM server deployed at every site in an enterprise, or by using a centralized model, with
only a central IPAM server in an enterprise. Each IPAM server can have a secondary configured
as a backup. Because there is no communication or database sharing between IPAM servers,
you must customize the scope of discovery for each distributed IPAM server or filter the list of
managed servers for each location.IPAM Server is a feature that you can add using the Add
Roles And Features Wizard. Several security groups are created when you install IPAM:• IPAM
Users. Members can view all information in server discovery, IP address space, operational
events, and server management, but they can’t view IP address tracking information.• IPAM
MSM Administrators. IPAM Multi-Server Management (MSM) administrators have the privileges
of IPAM Users and can also perform most IPAM management tasks.• IPAM ASM Administrators.
IPAM Address Space Management (ASM) administrators have the privileges of IPAM Users, can
perform IPAM common management tasks, and can manage the IP address space.• IPAM IP
Audit Administrators. Members of this group have the privileges of IPAM Users, can perform
IPAM common management tasks, and can view IP address-tracking information.• IPAM
Administrators. IPAM Administrators view all IPAM information and perform all IPAM tasks.Each
IPAM server periodically attempts to locate other servers within its scope of management. When
new servers are discovered, you must choose whether IPAM manages and monitors these
servers. With DHCP servers, IPAM allows you to monitor DHCP and configure certain server
and scope properties. With DNS servers, IPAM allows you to monitor zone status and configure
some properties. In addition to detecting DHCP and DNS servers, IPAM discovers domain
controllers for monitoring purposes and Network Policy servers for IP address tracking
purposes.These discovery tasks run daily as a scheduled task called DiscoveryTask, which is
under Microsoft\Windows\IPAM in Task Scheduler. Other scheduled tasks for IPAM are the
following:• AddressUtilizationCollectionTask. Runs every two hours and collects address space
utilization data from the DHCP servers• AuditTask. Runs daily and collects auditing information
from DHCP and IPAM servers and IP Lease Audit logs from domain controllers and Network
Policy servers• ConfigurationTask. Runs every six hours and collects configuration information
from DHCP and DNS servers for ASM and MSM• ServerAvailabilityTask. Runs every 15 minutes
and collects the service availability status for DHCP and DNS serversAfter you install IPAM
Server, you must provision IPAM to set its scope of management. When you add the IPAM



server as a managed server or log on locally to the IPAM server, you can select the IPAM node
in Server Manager and then tap or click Provision The IPAM Server to start the Provision IPAM
Wizard. By default, IPAM is provisioned using Group Policy, which will be applied to managed
servers by linking Group Policy Objects (GPOs) at the appropriate levels in Active Directory. One
GPO is created for DHCP servers, another for DNS servers, and a third for domain controllers
and Network Policy servers. Follow the wizard steps, wait for provisioning to complete, and then,
on the Completion page, verify that IPAM provisioning was successful. If it was, tap or click
Close.In Server Manager, with the IPAM node selected, you can then do the following:•
Configure discovery settings.• Start server discovery.• Select or add servers to manage and
verify IPAM access to those servers.• Use the Invoke-IpamGpoProvisioning cmdlet to create and
link the GPOs.Planning DHCPv4 and DHCPv6 implementationsPlanning a new DHCP
implementation or revamping your existing DHCP implementation requires a good
understanding of how DHCP works. You need to know the following information:• How DHCP
messages are sent and received• How DHCP relay agents are used• How multiple servers
should be configuredThese processes are essentially the same whether you are working with
IPv4 or IPv6.DHCPv4 messages and relay agentsWhen a DHCP client is started, it uses
network broadcasts to obtain or renew a lease from a DHCP server. These broadcasts are in the
form of DHCP messages. A client obtains its initial lease as shown in Figure 4-1. Here, the client
broadcasts a DHCP DISCOVER message. All DHCP servers on the network respond to the
broadcast with a DHCP OFFER message, which offers the client an IP lease. The client accepts
the first offer received by sending a DHCP Request message back to the server. The server
accepts the request by sending the client a DHCP Acknowledgment message.Figure 4-1
Obtaining an initial lease.DHCP clients must renew their leases periodically, either at each
restart or when 50 percent of the lease time has passed. If the renewal process fails, the client
tries to renew the lease again when 87.5 percent of the lease time has passed. Renewing the
lease involves the client sending the DHCP server a DHCP Request and the server accepting
the request by sending a DHCP Acknowledgment. This streamlined communication process is
shown in Figure 4-2.Figure 4-2 Renewing a lease.If a DHCP client is unable to reach a DHCP
server at startup or to renew its lease, it pings the default gateway that was previously assigned.
If the default gateway responds, the client assumes that it’s on the subnet from which the lease
was originally obtained and continues to use the lease. If the default gateway doesn’t respond,
the client assumes that it has been moved to a new subnet and that no DHCP server is on this
subnet. It then autoconfigures itself. The client will continue to check for a DHCP server when it’s
autoconfigured. By default, it does this by sending a DHCP DISCOVER message every five
minutes. If the client gets back a DHCP Offer message from a DHCP server, it sends a DHCP
Request to the server. When it gets back a DHCP Acknowledgment, it abandons its
autoconfiguration and uses the address and other configuration settings sent by the DHCP
server.Typically, the messages sent by DHCP clients and servers are limited by the physical
boundaries of the network. As a result, DHCP client broadcasts aren’t routed and stay on only



the originating network. In this configuration you need at least one DHCP server per subnet.To
reduce the number of DHCP servers needed for your organization, you can configure a DHCP
relay agent on any subnet that has no DHCP server. This relay agent is a router or a device on
the network that is configured to listen for DHCP broadcasts from clients on the local subnet and
forward them as appropriate to a DHCP server on a different subnet. A router that supports
BOOTP can be configured as a relay agent. You can also configure Windows servers on the
network to act as DHCP relay agents.Relay agents are best for LANsRelay agents work best in
local area network (LAN) environments, in which subnets are all in the same geographic
location. In a wide area network (WAN) environment, in which you are forwarding broadcasts
across links, you might not want to use relay agents. If a WAN link goes down, clients won’t be
able to obtain or renew leases, and this could cause the clients to autoconfigure
themselves.DHCPv6 messages and relay agentsThe way a DHCPv6 client attempts DHCPv6-
based configuration depends on the values of the M and O flags in received Router
Advertisement messages. If there are multiple advertising routers for a given subnet, they should
be configured to advertise the same stateless address prefixes and values of the M and O flags.
All current Windows desktop and server operating systems include DHCPv6 clients and
therefore accept the values of the M and O flags in received router advertisements.You can
configure an IPv6 router that is running Windows to set the M flag to 1 in router advertisements
by using either of the following commands:• netsh interface ipv6 set interface InterfaceName
managedaddress=enabled• Set-NetIPInterface –addressfamily ipv6 –interfacealias
InterfaceName –advertisingSimilarly, you can set the O flag to 1 in router advertisements by
using either of the following commands:• netsh interface ipv6 set interface InterfaceName
otherstateful=enabled• Set-NetIPInterface –addressfamily ipv6 –interfacealias InterfaceName –
otherstatefulconfigurationWhen you are working with the M and O flags, keep the following in
mind:• If both the M and O flags are set to 0, the network is considered not to have DHCPv6
infrastructure. Clients use router advertisements for non-link-local addresses and manual
configuration to configure other settings.• If both the M and O flags are set to 1, DHCPv6 is used
for both IP addressing and other configuration settings. This combination is known as DHCPv6
stateful mode, in which DHCPv6 is assigning stateful addresses to IPv6 clients.• If the M flag is
set to 0 and the O flag is set to 1, DHCPv6 is used only to assign other configuration settings.
Neighboring routers are configured to advertise non-link-local address prefixes from which IPv6
clients derive stateless addresses. This combination is known as DHCPv6 stateless mode.• If
the M flag is set to 1 and the O flag is set to 0, DHCPv6 is used for IP address configuration but
not for other settings. Because IPv6 clients typically need to be configured with other settings,
such as the IPv6 addresses of DNS servers, this combination typically is not used.As with
DHCPv4, DHCPv6 uses User Datagram Protocol (UDP) messages. DHCPv6 clients listen for
DHCP messages on UDP port 546. DHCPv6 servers and relay agents listen for DHCPv6
messages on UDP port 547. The structure for DHCPv6 messages is much simpler than for
DHCPv4, which had its origins in the BOOTP protocol to support diskless workstations.DHCPv6



messages start with a 1-byte Msg-Type field that indicates the type of DHCPv6 message. This is
followed by a 3-byte Transaction-ID field that is determined by a client and used to group
together the messages of a DHCPv6 message exchange. Following the Transaction-ID field,
DHCPv6 options are used to indicate client and server identification, addresses, and other
configuration settings. Three fields are associated with each DHCPv6 option:• A 2-byte Option-
Code field indicates a specific option.• A 2-byte Option-Len field indicates the length of the
Option-Data field in bytes.• An Option-Data field contains the data for the option.Messages
exchanged between relay agents and servers use a different message structure to transfer
additional information. A 1-byte Hop-Count field indicates the number of relay agents that have
received the message. A receiving relay agent can discard the message if it exceeds a
configured maximum hop count. A 16-byte Link-Address field contains a non-link-local address
that is assigned to an interface connected to the subnet on which the client is located. Based on
the Link-Address field, the server can determine the correct address scope from which to assign
an address. A 16-byte Peer-Address field contains the IPv6 address of the client that originally
sent the message or the previous relay agent that relayed the message. Following the Peer-
Address field are DHCPv6 options. A key option is the Relay Message option. This option
provides an encapsulation of the messages being exchanged between the client and the
server.IPv6 does not have broadcast addresses. Because of this, the limited broadcast address
for some DHCPv4 messages has been replaced with the
All_DHCP_Relay_Agents_And_Servers address of FF02::1:2 for DHCPv6. A DHCPv6 client
attempting to discover the location of the DHCPv6 server on the network sends a Solicit
message from its link-local address to FF02::1:2. If there is a DHCPv6 server on the client’s
subnet, it receives the Solicit message and sends an appropriate reply. If the client and server
are on different subnets, a DHCPv6 relay agent on the client’s subnet receiving the Solicit
message will forward it to a DHCPv6 server.DHCP availability and fault toleranceAs part of
planning, you must consider how many DHCP servers should be made available on the network.
In most cases you’ll want to configure at least two DHCP servers. If they are configured properly,
having multiple DHCP servers increases reliability and allows for load balancing and fault
tolerance.In a large enterprise, a server cluster can be your primary technique for ensuring
DHCP availability and providing for fault tolerance. Here, if a DHCP server fails, the DHCP
Server service can be failed over to another server in the cluster, allowing for the seamless
transition of DHCP services. Clustering uses a shared storage and is fairly complex to set
up.Although you can configure the DHCP Server service for failover on a cluster, much simpler
fault-tolerance implementations are now available natively in the DHCP Server service on
Windows Server 2012 R2, and these implementations work with large networks in addition to
small and medium networks. The implementations use failover scopes that are shared between
two DHCP servers to increase fault tolerance, provide redundancy over using a single DHCP
server, and enable load balancing.The way scopes are shared depends on the failover-scope
configuration settings. You can optimize the shared scope for either load sharing (using the Load



Balancing setting) or fault tolerance (using the Hot Standby setting). Whether you optimize a
failover scope for load balancing or fault tolerance, the DHCP servers involved replicate lease
information between them to maintain the scope state. The key difference lies in how the
member servers are used.In a load-balancing configuration, the two servers simultaneously
serve IP addresses and options to clients in the scope. The client requests are load balanced
and shared between the two servers. More specifically, a failover scope optimized for load
balancing has little or no time delay configured in its scope properties. With no time delay, both
the primary and the secondary servers can respond to DHCP DISCOVER requests from DHCP
clients. This allows the fastest server to respond to and accept a DHCP OFFER first. Fault
tolerance continues to be a part of the scope. If one of the servers becomes unavailable or
overloaded and is unable to respond to requests, the other server handles requests and
continues distributing addresses until the normal process is restored.In a fault-tolerance
configuration, there is an active partner and a standby partner for the scope. The active server is
responsible for leasing IP addresses and options to all clients in the scope. The standby server,
also referred to as the passive server, assumes this responsibility if the active server becomes
unavailable or doesn’t respond in a timely manner. More specifically, a failover scope optimized
for fault tolerance can have an extended time delay configured in its scope properties. This time
delay causes the standby server to respond with a delay to DHCP DISCOVER requests from
DHCP clients. The delay on the standby server allows the active server to respond to and accept
the DHCP OFFER first. However, if the active server becomes unavailable or overloaded and is
unable to respond to requests, the standby server handles requests and continues distributing
addresses until the active server is available to service clients again. Because failover scopes
are a server-side enhancement, no additional configuration is required for DHCP clients.
Because scope state and lease information are automatically replicated between the active and
passive servers, the state of the scope is always maintained.ImportantFor failover scopes to
work properly, time must be kept synchronized between the two servers in the failover
relationship. If the time difference between the servers is greater than 60 seconds, you won’t be
able to complete the failover setup process. If the time doesn’t remain synchronized, workloads
might not be properly balanced between servers in failover scopes. Replication and other errors
might also occur.Inside OUTIPv6 doesn’t use or require failover scopesFailover scopes apply
only to IPv4 addresses. IPv6 clients typically determine their own IPv6 address using stateless
IP autoconfiguration. In this mode, DHCP servers deliver only the DHCP option configuration
and don’t maintain lease state information. Further, you can ensure high availability for stateless
DHCPv6 just by setting up two servers with identical DHCPv6 option configurations.Failover
scope: Load sharingWhether you are configuring a failover scope for load sharing or fault
tolerance, the scope you are configuring is shared between two servers, with each server having
a relative weighting preference assigned as a load-balancing percentage. For load balancing,
you’ll typically want to use a weighting between 50/50 and 60/40. When you configure load
sharing in this way, each DHCP server has an equal or nearly equal workload. To see how this



would be implemented, consider the following example. The organization has two DHCP
servers. Scope 1 is configured to use the IPv4 address range 192.168.10.1 to 192.168.10.254
and is 60/40 load balanced between Server A and Server B.Here, 254 IP addresses are
available, which could be used to service 200 or more clients. When a client starts up on the
network, both DHCP servers respond. The client accepts the first IP address offered, which
could be on either Server A or Server B and which is often the server that is closest to the client.
Because both servers are configured to use the same IP address range, both servers can
service clients on that subnet.The way the workload is load balanced is through a small time
delay configured in the scope properties for Server B. This small time delay ensures that Server
A has a 60/40 preference over Server B for responding to DHCP DISCOVER requests from
DHCP clients and accepting DHCP OFFER requests.Keep in mind that the length of the time
delay is relative to the weighting for load balancing. The higher percentage of workload that one
server has over the other, the stronger the preference for one server over the other. If one of the
servers fails, lease information is maintained, because lease information was replicated between
both DHCP servers, and the remaining server has all the lease information.As you can see, the
load-sharing approach is designed to provide load balancing and also has some redundancy
and fault tolerance built in. Because the lease information is replicated between the servers, the
DHCP servers share a common pool of IP addresses and it doesn’t matter whether one of the
servers actually assigns more IP addresses than the other. The common IP address pool
ensures that as long as there are available addresses, the addresses are available to be
assigned by either server. Keep in mind that once all IP addresses in the pool have been
allocated, no IP addresses are available to clients seeking new leases and they are configured
to use automatic private IP addressing.Failover scope: Fault toleranceAs stated previously,
whether you are configuring a failover scope for load sharing or fault tolerance, the scope you
are configuring is shared between two servers, with each server having a relative weighting
preference assigned as a load-balancing percentage. For fault tolerance, you’ll typically want to
use a weighting between 80/20 and 90/10. By configuring fault tolerance in this way, you ensure
that one server handles most of the workload. Here, you have a primary DHCP server that
assigns most of the IP addresses to clients and a backup DHCP server that assigns few or no IP
addresses to clients. This situation is ideal when the DHCP servers are separated from each
other, such as when the primary DHCP server is on the primary subnet and the backup DHCP
server is on a centralized site.To see how this would be implemented, consider the following
example. The organization has two DHCP servers. Scope 1 is configured to use the IPv4
address range 192.168.10.1 to 192.168.10.254 and is 90/10 load balanced between Server A
and Server B. Here, 254 IP addresses are again available, which could be used to service 200
or more clients—most of which are located on the primary subnet. You are using a DHCP server
in a central site as a backup for this scope. If the primary server goes down, the backup can
respond to client requests and handle their leases. When the primary comes back online, it
handles the majority of client leases because it’s located on the primary subnet closer to most of



the client devices. Again, you achieve basic fault tolerance and availability.The workload is load
balanced through an extended time delay configured in the scope properties for Server B. This
extended time delay ensures that Server A has a 90/10 preference over Server B for responding
to DHCP DISCOVER requests from DHCP clients and accepting DHCP OFFER requests. As
you can see, the fault-tolerance approach is designed to provide redundancy and ensure
availability. Because the lease information is replicated between the servers, the DHCP servers
share a common pool of IP addresses and it doesn’t matter which server actually assigns the IP
address to a client. The common IP address pool ensures that as long as there are available
addresses, the addresses are available to be assigned by either server. Keep in mind that once
all IP addresses in the pool have been allocated, no IP addresses are available to clients
seeking new leases and they are configured to use automatic private IP addressing.Traditional
split scopesIn addition to failover scopes, which are managed automatically by the DHCP Server
service and share their entire pool of leasable addresses, you can continue to use existing split
scopes, which don’t share their pool of leasable addresses and generally require closer
monitoring to ensure proper operations. You won’t, however, be able to create new split scopes
once you create a failover scope on a server, because failover scopes are designed to replace
split scopes.With split scopes, you use two DHCP servers to make a specific percentage of a
scope’s IP addresses available on one server and the rest of the IP addresses available on
another server. Here, each DHCP server is configured with an identical scope range but with
different exclusions within that range. The first server gets the first portion of the scope’s IP
address range and excludes the rest. The second server gets the rest of the scope’s IP address
range and excludes the first portion.As with failover scopes, you split scopes between two
servers with one of two goals:• Load balancing• Fault toleranceFor load balancing, you split the
scope equally—or nearly so—between the two servers. For fault tolerance, you assign most of
the available IP addresses to the primary server and few IP addresses to the backup server. To
see how split scopes could be implemented, consider the following example. The organization
has two DHCP servers configured as follows:• Server A’s primary scope is configured to use the
IPv4 address range 192.168.10.1 to 192.168.10.254 and has an exclusion range of
192.168.10.203 to 192.168.10.254.• Server B’s primary scope is configured to use the IPv4
address range 192.168.10.1 to 192.168.10.254 and has an exclusion range of 192.168.10.1 to
192.168.10.202.Here, 254 IP addresses are available, which could be used to service 200 or
more clients—most which are located on the primary subnet. You are using a DHCP server on a
central site as a backup. If the primary server goes down, the backup can respond to client
requests and handle their leases. When the primary comes back online, it handles the majority
of client leases because it’s located on the primary subnet closer to the bulk of the client
devices. Thus you achieve basic fault tolerance and availability.Although this approach is
designed to provide some redundancy and fault tolerance, it’s possible that the primary would
be offline too long and the backup DHCP server would run out of available IP addresses. If this
were to happen, no IP addresses would be available to clients seeking new leases and they



would be configured to use APIPA.Keep in mind that split scopes don’t share their lease
information. As a result, each server can assign only a subset of the available IP addresses. In
this example, the primary server has 80 percent of the assignable IP addresses and the backup
server has only 20 percent. As a result, if the primary is offline too long, the backup could run out
of assignable IP addresses much more quickly than it would if the entire pool of IP addresses
were shared.Because split scopes don’t share their address pool, you might want to use a
100/100 failover technique. Here, you make twice as many IP addresses available than are
needed. Thus, if you must provide DHCP services for 200 clients, you make at least 400 IP
addresses available to those clients. As before, each DHCP server is configured with an
identical scope range, but with different exclusions within that range. The first server gets the
first half of the scope’s IP address range and excludes the second half. The second server gets
the second half of the scope’s IP address range and excludes the first half.To make twice as
many IP addresses available than are needed, you must think carefully about the IP address
class you use and would most likely want to use a Class A or Class B network. With this in mind,
the organization’s two DHCP servers might be configured as follows:• Server A’s primary scope
is configured to use the IPv4 address range 10.0.1.1 to 10.0.10.254 and has an exclusion range
of 10.0.6.1 to 10.0.10.254. You also must block the potential broadcast addresses in the
nonexcluded range, so you also exclude 10.0.1.255, 10.0.2.255, 10.0.3.255, 10.0.4.255, and
10.0.5.255.• Server B’s primary scope is configured to use the IPv4 address range 10.0.1.1 to
10.0.10.254 and has an exclusion range of 10.0.1.1 to 10.0.5.254. You also must block the
potential broadcast addresses in the nonexcluded range, so you also exclude 10.0.6.255,
10.0.7.255, 10.0.8.255, 10.0.9.255, and 10.0.10.255.Here, more than 2,500 IP addresses are
available, which is more than twice the number needed to service the network’s 1,000 clients.
When a client starts up on the network, both DHCP servers respond. The client accepts the first
IP address offered, which could be on either Server A or Server B and which is often the server
that is closest to the client. Because both servers are configured to use the same IP address
range, both servers can service clients on that subnet. If one of the servers fails, a client using
an IP address in the excluded range of the remaining server would be allowed to obtain a new
lease.Because more than twice as many IP addresses are available, every client on the network
can obtain a lease even if one of the DHCP servers goes offline. This approach not only offers
availability and fault tolerance but also gives you flexibility. You are able to take one of the DHCP
servers offline and perform maintenance or upgrades without worrying about running out of
available IP addresses. That said, split scopes are not as dynamic as failover scopes, and
failover scopes are the preferred technique to use for availability and fault tolerance.NoteSplit
scopes apply only to IPv4 addresses. You can’t split a superscope or a scope that is part of a
superscope. You create a split scope on the DHCP server that you want to act as the primary
server by splitting an existing scope. During the split-scope creation process, you need to
specify the DHCP server with which you want to split the primary server’s scope. This additional
server acts as the secondary server for the scope. Because split scopes are a server-side



enhancement, no additional configuration is required for DHCP clients.Setting up DHCP
serversThe approach you use to set up DHCP servers depends on many factors, including the
number of clients on the network, the network configuration, and the Windows domain
implementation you are using. From a physical-server perspective, the DHCP Server service
doesn’t use a lot of system resources and can run on just about any system configured with
Windows Server 2012 R2. The DHCP Server service is, in fact, often installed as an additional
service on an existing infrastructure server or on an older server that isn’t robust enough to offer
other types of services. Either approach is fine as long as you remember the security precaution
discussed previously about not installing DHCP on a domain controller if possible. However, I
prefer to install the DHCP Server service on hardware that I know and trust. Rather than
installing it on an older system that might fail, I install it on either a workstation-class system
running Windows Server 2012 R2 or an existing infrastructure server that can handle the
additional load.Speaking of server load, a single DHCP server can handle about 10,000 clients
and about 1,000 scopes. This is, of course, if the system is a dedicated DHCP server with
adequate processing power and memory. Because DHCP is so important for client startup and
network access, I don’t trust the service to a single server, and you shouldn’t either. In most
cases you’ll want to have at least two DHCP servers on the network. If you have multiple
subnets, you might want two DHCP servers per subnet. However, configuring routers to forward
DHCP broadcasts or having DHCP relay agents reduces the need for additional servers.Many
organizations also have standby DHCP servers available. A standby DHCP server is a server
that has the DHCP Server service fully configured but has its scopes deactivated. Then, if a
primary DHCP server fails and can’t be recovered immediately, the scopes can be activated to
service clients on the network as necessary.After you select the server hardware, you should
plan the IP address ranges and exclusions you want to use. The “Planning DHCPv4 and
DHCPv6 implementations” section earlier in this chapter should have given you some good
ideas on how to configure IP address ranges and exclusions for availability and fault tolerance.
At the implementation stage, don’t forget about IP addresses that might have been assigned (or
will be assigned) to devices using static IP addresses. You should either specifically exclude
these IP address ranges or just not include them in the scopes you configure.The way you set
up DHCP services depends on whether the network in which the DHCP server will be placed is
using Active Directory domains or workgroups. With Active Directory domains, you set up DHCP
services by completing the following steps:1. Installing the DHCP Server service2. Authorizing
the DHCP server in Active Directory3. Configuring the DHCP server with the appropriate
scopes, exclusions, reservations, and options4. Activating the DHCP server’s scopesWith
workgroups, you don’t need to authorize the DHCP server in Active Directory. This means the
steps for setting up DHCP services look like this:1. Installing the DHCP Server service2.
Configuring the DHCP server with the appropriate scopes, exclusions, reservations, and
options3. Activating the DHCP server’s scopesThe sections that follow examine the related
procedures in detail.Installing the DHCP Server serviceYou install the DHCP Server service as a



server role. To install the DHCP Server service using the Add Roles And Features Wizard, follow
these steps:1. DHCP servers should be assigned a static IPv4 and IPv6 address on each subnet
they will service and to which they are connected. Ensure that the server has static IPv4 and
IPv6 addresses.2. In Server Manager, tap or click Manage and then tap or click Add Roles And
Features, or select Add Roles And Features in the Quick Start pane. This starts the Add Roles
And Features Wizard. If the wizard displays the Before You Begin page, read the Welcome text
and then tap or click Next.3. On the Installation Type page, Role-Based Or Feature-Based
Installation is selected by default. Tap or click Next.4. On the Server Selection page, you can
choose to install roles and features on running servers or virtual hard disks (VHDs). Only servers
that are running Windows Server 2012 R2 and that have been added for management in Server
Manager are listed. Either select a server from the server pool or select a server from the server
pool on which to mount a VHD. If you are adding roles and features to a VHD, tap or click
Browse and then use the Browse For Virtual Hard Disks dialog box to locate the VHD. When you
are ready to continue, tap or click Next.5. On the Select Roles page, select DHCP Server. If
additional features are required to install a role, you’ll see an additional dialog box. Tap or click
Add Features to close the dialog box, and add the required features to the server installation.
When you are ready to continue, tap or click Next three times.6. If the server on which you want
to install the DHCP Server role doesn’t have all the required binary source files, the server gets
the files through Windows Update by default or from a location specified in Group Policy. To
specify an alternate path for the required source files, click the Specify An Alternate Source Path
link, type that alternate path in the box provided, and then tap or click OK. For network shares,
type the Universal Naming Convention (UNC) path to the share, such as \
\CorpServer65\WinServer2012\. For mounted Windows images, type the WIM path prefixed with
WIM: and including the index of the image to use, such as WIM:\
\CorpServer65\WinServer2012\install.wim:4.7. After you review the installation options and save
them as necessary, tap or click Install to begin the installation process. The Installation Progress
page tracks the progress of the installation. If you close the wizard, tap or click the Notifications
icon in Server Manager and then tap or click the link provided to reopen the wizard. When Setup
finishes installing the DHCP Server role, the Installation Progress page will be updated to reflect
this. Review the installation details to ensure that all phases of the installation were completed
successfully.8. As stated in the Post-Deployment Configuration task panel, additional
configuration is required for DHCP servers. Tap or click the Complete DHCP Configuration link.
This starts the DHCP Post-Install Configuration Wizard.9. The Description page states that
DHCP Administrators and DHCP Users groups will be created in the domain for delegation of
DHCP server administration. In addition, if the DHCP server is joined to a domain, the server will
be authorized in Active Directory. Tap or click Next.10. On the Authorization page, do one of the
following to specify the credentials to use to authorize the DHCP server in Active Directory:Your
current user name is shown in the User Name box. If you have administrator privileges in the
domain of which the DHCP server is a member and you want to use your current credentials, tap



or click Commit to attempt to authorize the server using these credentials.If you want to use
alternate credentials or if you are unable to authorize the server using your current credentials,
select Use Alternate Credentials and then tap or click Specify. In the Windows Security dialog
box, enter the user name and password for the authorized account and then tap or click OK. Tap
or click Commit to attempt to authorize the server using these credentials.If you want to
authorize the DHCP server later, select Skip AD Authorization and then tap or click Commit.
Keep in mind that in domains only authorized DHCP servers can provide dynamic IP addresses
to clients.11. When the wizard finishes the post-install configuration, review the installation
details to ensure that tasks were completed successfully and then tap or click Close. Next, you
need to restart the DHCP Server service on the DHCP server so that the DHCP Administrators
and DHCP Users groups can be used. To do this, tap or click DHCP in the left pane of Server
Manager. Next, in the main pane, on the Servers panel, select the DHCP server. Finally, on the
Services panel, press and hold or right-click the entry for the DHCP server and then tap or click
Restart Service.Chapter 4. Deploying DHCP ServicesDHCP essentialsDHCP security
considerationsDHCP and IPAMPlanning DHCPv4 and DHCPv6 implementationsSetting up
DHCP serversMost Microsoft Windows networks should be configured to use Dynamic Host
Configuration Protocol (DHCP). DHCP simplifies administration and makes it easier for users to
get their devices on the organization’s network. How does DHCP do this? DHCP is a protocol
that allows client devices to start up and automatically receive an Internet Protocol (IP) address
and other related Transmission Control Protocol/Internet Protocol (TCP/IP) settings, such as the
subnet mask, default gateway, Domain Name System (DNS) server addresses, and Windows
Internet Naming Service (WINS) server addresses. DHCP servers can assign a dynamic IP
version 4 (IPv4), IP version 6 (IPv6), or both addresses to any of the network interface cards
(NICs) on a device.DHCP essentialsDHCP is a standards-based protocol that was originally
defined by the Internet Engineering Task Force (IETF) and based on the Bootstrap Protocol
(BOOTP). It has been implemented on a variety of operating systems, including UNIX and
Windows. Because DHCP is a client/server protocol, a server component and a client
component are necessary to implement the protocol on a network. To make it easier to deploy
DHCP in the enterprise, all server editions of Windows Server 2012 R2 include the DHCP
Server service, which can be installed to support DHCP, and all current versions of the Windows
operating system automatically install the DHCP Client service as part of TCP/IP.DHCP
essentialsDHCP is a standards-based protocol that was originally defined by the Internet
Engineering Task Force (IETF) and based on the Bootstrap Protocol (BOOTP). It has been
implemented on a variety of operating systems, including UNIX and Windows. Because DHCP is
a client/server protocol, a server component and a client component are necessary to
implement the protocol on a network. To make it easier to deploy DHCP in the enterprise, all
server editions of Windows Server 2012 R2 include the DHCP Server service, which can be
installed to support DHCP, and all current versions of the Windows operating system
automatically install the DHCP Client service as part of TCP/IP.A device that uses dynamic IP



addressing and configuration is called a DHCP client. When you boot a DHCP client, a 32-bit
IPv4 address, a 128-bit IPv6 address, or both can be retrieved from a pool of IP addresses
defined for the network’s DHCP server. It’s the job of the DHCP server to maintain a database
about the IP addresses that are available and the related configuration information. When an IP
address is given out to a client, the client is said to have a lease on the IP address. The term
“lease” is used because the assignment generally is not permanent. The DHCP server sets the
duration of the lease when the lease is granted and can also change it later as necessary, such
as when the lease is renewed.DHCP also provides a way to assign a lease on an address
permanently. To do this, you can create a reservation by specifying the IP address to reserve
and the unique identifier of the device that will hold the IP address. The reservation thereafter
ensures that the client device with the specified device address always gets the designated IP
address. With IPv4, you specify the necessary unique identifier by using the Media Access
Control (MAC) address of the network card. With IPv6, you specify the DHCP unique identifier
for the DHCPv6 client and the identity association identifier (IAID) being used by the DHCPv6
client.NoteMAC addresses are tied to the network interface card (NIC) of a device. If you remove
a NIC or install an additional NIC on a device, the MAC address of the new or additional card will
be different from the address of the original NIC.NoteMAC addresses are tied to the network
interface card (NIC) of a device. If you remove a NIC or install an additional NIC on a device, the
MAC address of the new or additional card will be different from the address of the original
NIC.Consider DHCP for non-DHCP member serversYou’ll find that configuring member servers
to use DHCP and then assigning them a reservation is an easy way to ensure that member
servers have a fixed IP address while maintaining the flexibility provided by DHCP. After the
member servers are configured for DHCP, they get all their TCP/IP options from DHCP, including
their IP addresses. If you ever need to change their addressing, you can do this from within
DHCP rather than on each member server—and changing IP addressing and other TCP/IP
options in one location is much easier than doing it in multiple locations. Keep in mind that some
server applications or roles might require a static IP address to work properly.Consider DHCP
for non-DHCP member serversYou’ll find that configuring member servers to use DHCP and
then assigning them a reservation is an easy way to ensure that member servers have a fixed IP
address while maintaining the flexibility provided by DHCP. After the member servers are
configured for DHCP, they get all their TCP/IP options from DHCP, including their IP addresses. If
you ever need to change their addressing, you can do this from within DHCP rather than on
each member server—and changing IP addressing and other TCP/IP options in one location is
much easier than doing it in multiple locations. Keep in mind that some server applications or
roles might require a static IP address to work properly.Microsoft recommends that a single
DHCP server service no more than 10,000 clients. You define a set of IP addresses that can be
assigned to clients by using a scope. A scope is a pool of IPv4 or IPv6 addresses and related
configuration options. The IP addresses set in a scope are contiguous and are associated with a
specific subnet mask or network prefix length. To define a subset of IP addresses within a scope



that should not be used, you can specify an exclusion. An exclusion defines a range of IP
addresses that you can exclude so that it isn’t assigned to client devices.All current releases of
Windows Server support integration of DHCP with dynamic DNS. When configured, this ensures
that the client’s DNS record is updated when it receives a new IP address. To ensure that client
names can be resolved to IP addresses, you should configure the integration of DHCP and
DNS.DHCP can be integrated with the Routing and Remote Access Service (RRAS). When
configured, dial-up networking clients or virtual private network (VPN) clients can log on to the
network remotely and use DHCP to configure their IP address and TCP/IP options. The server
managing their connection to the network is called a remote access server, and it’s the
responsibility of this server to obtain blocks of IP addresses from a DHCP server for use by
remote clients. If a DHCP server is not available when the remote access server requests IP
addresses, the remote clients are configured with Automatic Private IP Addressing (APIPA).
APIPA works differently for IPv4 and IPv6.DHCPv4 and autoconfigurationThe availability of a
DHCP server doesn’t affect startup or logon (in most cases). DHCP clients can start and users
can log on to the local machine even if a DHCP server isn’t available. During startup, the DHCP
client looks for a DHCP server. If a DHCP server is available, the client gets its configuration
information from the server. If a DHCP server isn’t available and the client’s previous lease is still
valid, the client pings the default gateway listed in the lease.DHCPv4 and autoconfigurationThe
availability of a DHCP server doesn’t affect startup or logon (in most cases). DHCP clients can
start and users can log on to the local machine even if a DHCP server isn’t available. During
startup, the DHCP client looks for a DHCP server. If a DHCP server is available, the client gets
its configuration information from the server. If a DHCP server isn’t available and the client’s
previous lease is still valid, the client pings the default gateway listed in the lease.A successful
ping tells the client that it’s probably on the same network it was on when it was issued the lease,
and the client will continue to use the lease as described previously. A failed ping tells the client
that it might be on a different network. In this case, the client uses IP autoconfiguration. The
client also uses IP autoconfiguration if a DHCP server isn’t available and the previous lease has
expired.IPv4 autoconfiguration works like this:1. The client device selects an IP address from the
Microsoft-reserved Class B subnet 169.254.0.0 and uses the subnet mask 255.255.0.0. Before
using the IPv4 address, the client performs an Address Resolution Protocol (ARP) test to make
sure that no other client is using this IPv4 address.2. If the IPv4 address is in use, the client
repeats step 1, testing up to 10 IPv4 addresses before reporting failure. When a client is
disconnected from the network, the ARP test always succeeds. As a result, the client uses the
first IPv4 address it selects.3. If the IPv4 address is available, the client configures the NIC with
this address. The client then attempts to contact a DHCP server, sending out a broadcast every
five minutes to the network. When the client successfully contacts a server, the client obtains a
lease and reconfigures the network interface.DHCPv6 and autoconfigurationYou can use DHCP
to configure IPv6 addressing in two key ways: DHCPv6 stateful mode and DHCPv6 stateless
mode. In DHCPv6 stateful mode, clients acquire their IPv6 address and their network-



configuration parameters through DHCPv6. In DHCPv6 stateless mode, clients use
autoconfiguration to acquire their IP address and acquire their network-configuration parameters
through DHCPv6. You also can use a combination of stateful and stateless address
autoconfiguration.DHCPv6 and autoconfigurationYou can use DHCP to configure IPv6
addressing in two key ways: DHCPv6 stateful mode and DHCPv6 stateless mode. In DHCPv6
stateful mode, clients acquire their IPv6 address and their network-configuration parameters
through DHCPv6. In DHCPv6 stateless mode, clients use autoconfiguration to acquire their IP
address and acquire their network-configuration parameters through DHCPv6. You also can use
a combination of stateful and stateless address autoconfiguration.A device that uses dynamic
IPv6 addressing, configuration, or both is called a DHCPv6 client. Windows Vista and later
include a DHCPv6 client. Like DHCPv4, the components of a DHCPv6 infrastructure consist of
DHCPv6 clients that request configuration, DHCPv6 servers that provide configuration, and
DHCPv6 relay agents that convey messages between clients and servers when clients are on
subnets that don’t have a DHCPv6 server.Unlike DHCPv4, you must also configure your IPv6
routers to support DHCPv6. A DHCPv6 client performs autoconfiguration based on the M and O
flags in the Router Advertisement message sent by a neighboring router. When the Managed
Address Configuration, or M, flag is set to 1, the client uses a configuration protocol to obtain
stateful addresses. When the Other Stateful Configuration, or O, flag is set to 1, the client uses a
configuration protocol to obtain other configuration settings.Windows Vista and later obtain
dynamic IPv6 addresses by using a process similar to that used for dynamic IPv4 addresses.
Typically, IPv6 autoconfiguration for DHCPv6 clients in stateful mode works like this:1. The client
device selects a link-local unicast IPv6 address. Before using the IPv6 address, the client
performs an ARP test to make sure that no other client is using this IPv6 address.2. If the IPv6
address is in use, the client repeats step 1. Note that when a client is disconnected from the
network, the ARP test always succeeds. As a result, the client uses the first IPv6 address it
selects.3. If the IPv6 address is available, the client configures the NIC with this address. The
client then attempts to contact a DHCP server, sending out a broadcast every five minutes to the
network. When the client successfully contacts a server, the client obtains a lease and
reconfigures the network interface.This is not how IPv6 autoconfiguration works for DHCPv6
clients in stateless mode. In stateless mode, DHCPv6 clients configure link-local addresses and
additional non-link-local addresses by exchanging Router Solicitation and Router Advertisement
messages with neighboring routers. Although stateless address autoconfiguration is convenient,
one reason for deploying a DHCPv6 server on an IPv6 network is that Windows does not
support stateless address autoconfiguration of DNS server settings using Router Advertisement
messages. Because of this, a DHCPv6 server is required if your Windows devices need to be
able to perform DNS name resolution using IPv6. Also, keep in mind that link-local IPv6
addresses are always autoconfigured, regardless of whether DHCPv6 is being used.DHCP
security considerationsDHCP is inherently insecure. Anyone with access to the network can
perform malicious actions that could cause problems for other clients trying to obtain IP



addresses. A user could take the following actions:DHCP security considerationsDHCP is
inherently insecure. Anyone with access to the network can perform malicious actions that could
cause problems for other clients trying to obtain IP addresses. A user could take the following
actions:• Initiate a denial of service (DoS) attack by requesting all available IP addresses or by
using large numbers of IP addresses, either of which could make it impossible for other users to
obtain IP addresses.• Initiate an attack on DNS by performing a large number of dynamic
updates through DHCP.• Use the information provided by DHCP to set up rogue services on the
network, such as using a non-Microsoft DHCP server to provide incorrect IP address
information.To reduce the risk of attacks, you should limit physical access to the network. Don’t
make it easy for unauthorized users to connect to the network. If you use wireless technologies,
configure the network so that it doesn’t broadcast the service set identifier (SSID) or use
protected-access encryption, which prohibits wireless users from obtaining a DHCP lease until
they provide an appropriate encryption key using strong data encryption. Wi-Fi Protected
Access (WPA) and Wi-Fi Protected Access Version 2 (WPA2) are the preferred strong-data-
encryption techniques.To reduce the risk of a rogue DHCP server, configure Active Directory
Domain Services (AD DS) on the network and use it to determine which DHCP servers are
authorized to provide services and which aren’t. By using Active Directory, any device running a
current Windows operating system must be authorized to provide DHCP services. After a server
is authorized, it’s available for clients to use. This, unfortunately, doesn’t restrict the use of
unauthorized servers running DHCP, but it’s a start.Unauthorized DHCP servers are detected by
the DHCP Server service running on authorized DHCP servers, and they are tracked in the
event logs with the event source Microsoft-Windows-DHCP-Server and the event ID 1042. Look
also for event IDs 1098, 1100, 1101, 1103, 1105, 1107, 1109, 1110, and 1111. Tracking these
events can help you prevent most of the accidental damage caused by either misconfigured
DHCP servers or correctly configured DHCP servers running on the wrong network.In addition,
the DHCP Server service should not be placed on an Active Directory domain controller if you
can avoid it. The reason for this is that this changes security related to service locator (SRV)
records, which domain controllers are responsible for publishing. SRV records detail the location
of domain controllers, Kerberos servers, and other servers, and the changes to the security of
these records when you install DHCP means that any client on the network could alter the
records.The reason this happens is that DHCP servers must be able to update client records
dynamically if a client’s IP address changes. Because of this, they are made members of the
DNSUpdateProxy group, and members of this group don’t have any security applied to objects
they create in the DNS database. If you can’t avoid placing DHCP on a domain controller, it’s
recommended that you remove the DHCP server from the DNSUpdateProxy group. This should
help you avoid the security problem outlined here, but it will also prevent the DHCP server from
dynamically updating client records in DNS when the client IP addresses change.DHCP and
IPAMWhen you want to manage your IP address space and track IP address usage trends, you
can deploy IP Address Management (IPAM) servers. You can use IPAM to automatically



discover DHCP and DNS servers, and then you can manage these servers using IPAM.
Because auditing, reporting, and monitoring capabilities are key components of IPAM, you can
more easily maintain the IP address space across the enterprise.DHCP and IPAMWhen you
want to manage your IP address space and track IP address usage trends, you can deploy IP
Address Management (IPAM) servers. You can use IPAM to automatically discover DHCP and
DNS servers, and then you can manage these servers using IPAM. Because auditing, reporting,
and monitoring capabilities are key components of IPAM, you can more easily maintain the IP
address space across the enterprise.You deploy IPAM servers by using a distributed approach,
with an IPAM server deployed at every site in an enterprise, or by using a centralized model, with
only a central IPAM server in an enterprise. Each IPAM server can have a secondary configured
as a backup. Because there is no communication or database sharing between IPAM servers,
you must customize the scope of discovery for each distributed IPAM server or filter the list of
managed servers for each location.IPAM Server is a feature that you can add using the Add
Roles And Features Wizard. Several security groups are created when you install IPAM:• IPAM
Users. Members can view all information in server discovery, IP address space, operational
events, and server management, but they can’t view IP address tracking information.• IPAM
MSM Administrators. IPAM Multi-Server Management (MSM) administrators have the privileges
of IPAM Users and can also perform most IPAM management tasks.• IPAM ASM Administrators.
IPAM Address Space Management (ASM) administrators have the privileges of IPAM Users, can
perform IPAM common management tasks, and can manage the IP address space.• IPAM IP
Audit Administrators. Members of this group have the privileges of IPAM Users, can perform
IPAM common management tasks, and can view IP address-tracking information.• IPAM
Administrators. IPAM Administrators view all IPAM information and perform all IPAM tasks.Each
IPAM server periodically attempts to locate other servers within its scope of management. When
new servers are discovered, you must choose whether IPAM manages and monitors these
servers. With DHCP servers, IPAM allows you to monitor DHCP and configure certain server
and scope properties. With DNS servers, IPAM allows you to monitor zone status and configure
some properties. In addition to detecting DHCP and DNS servers, IPAM discovers domain
controllers for monitoring purposes and Network Policy servers for IP address tracking
purposes.These discovery tasks run daily as a scheduled task called DiscoveryTask, which is
under Microsoft\Windows\IPAM in Task Scheduler. Other scheduled tasks for IPAM are the
following:• AddressUtilizationCollectionTask. Runs every two hours and collects address space
utilization data from the DHCP servers• AuditTask. Runs daily and collects auditing information
from DHCP and IPAM servers and IP Lease Audit logs from domain controllers and Network
Policy servers• ConfigurationTask. Runs every six hours and collects configuration information
from DHCP and DNS servers for ASM and MSM• ServerAvailabilityTask. Runs every 15 minutes
and collects the service availability status for DHCP and DNS serversAfter you install IPAM
Server, you must provision IPAM to set its scope of management. When you add the IPAM
server as a managed server or log on locally to the IPAM server, you can select the IPAM node



in Server Manager and then tap or click Provision The IPAM Server to start the Provision IPAM
Wizard. By default, IPAM is provisioned using Group Policy, which will be applied to managed
servers by linking Group Policy Objects (GPOs) at the appropriate levels in Active Directory. One
GPO is created for DHCP servers, another for DNS servers, and a third for domain controllers
and Network Policy servers. Follow the wizard steps, wait for provisioning to complete, and then,
on the Completion page, verify that IPAM provisioning was successful. If it was, tap or click
Close.In Server Manager, with the IPAM node selected, you can then do the following:•
Configure discovery settings.• Start server discovery.• Select or add servers to manage and
verify IPAM access to those servers.• Use the Invoke-IpamGpoProvisioning cmdlet to create and
link the GPOs.Planning DHCPv4 and DHCPv6 implementationsPlanning a new DHCP
implementation or revamping your existing DHCP implementation requires a good
understanding of how DHCP works. You need to know the following information:Planning
DHCPv4 and DHCPv6 implementationsPlanning a new DHCP implementation or revamping
your existing DHCP implementation requires a good understanding of how DHCP works. You
need to know the following information:• How DHCP messages are sent and received• How
DHCP relay agents are used• How multiple servers should be configuredThese processes are
essentially the same whether you are working with IPv4 or IPv6.DHCPv4 messages and relay
agentsWhen a DHCP client is started, it uses network broadcasts to obtain or renew a lease
from a DHCP server. These broadcasts are in the form of DHCP messages. A client obtains its
initial lease as shown in Figure 4-1. Here, the client broadcasts a DHCP DISCOVER message.
All DHCP servers on the network respond to the broadcast with a DHCP OFFER message,
which offers the client an IP lease. The client accepts the first offer received by sending a DHCP
Request message back to the server. The server accepts the request by sending the client a
DHCP Acknowledgment message.DHCPv4 messages and relay agentsWhen a DHCP client is
started, it uses network broadcasts to obtain or renew a lease from a DHCP server. These
broadcasts are in the form of DHCP messages. A client obtains its initial lease as shown in
Figure 4-1. Here, the client broadcasts a DHCP DISCOVER message. All DHCP servers on the
network respond to the broadcast with a DHCP OFFER message, which offers the client an IP
lease. The client accepts the first offer received by sending a DHCP Request message back to
the server. The server accepts the request by sending the client a DHCP Acknowledgment
message.Figure 4-1 Obtaining an initial lease.DHCP clients must renew their leases periodically,
either at each restart or when 50 percent of the lease time has passed. If the renewal process
fails, the client tries to renew the lease again when 87.5 percent of the lease time has passed.
Renewing the lease involves the client sending the DHCP server a DHCP Request and the
server accepting the request by sending a DHCP Acknowledgment. This streamlined
communication process is shown in Figure 4-2.Figure 4-2 Renewing a lease.If a DHCP client is
unable to reach a DHCP server at startup or to renew its lease, it pings the default gateway that
was previously assigned. If the default gateway responds, the client assumes that it’s on the
subnet from which the lease was originally obtained and continues to use the lease. If the default



gateway doesn’t respond, the client assumes that it has been moved to a new subnet and that
no DHCP server is on this subnet. It then autoconfigures itself. The client will continue to check
for a DHCP server when it’s autoconfigured. By default, it does this by sending a DHCP
DISCOVER message every five minutes. If the client gets back a DHCP Offer message from a
DHCP server, it sends a DHCP Request to the server. When it gets back a DHCP
Acknowledgment, it abandons its autoconfiguration and uses the address and other
configuration settings sent by the DHCP server.Typically, the messages sent by DHCP clients
and servers are limited by the physical boundaries of the network. As a result, DHCP client
broadcasts aren’t routed and stay on only the originating network. In this configuration you need
at least one DHCP server per subnet.To reduce the number of DHCP servers needed for your
organization, you can configure a DHCP relay agent on any subnet that has no DHCP server.
This relay agent is a router or a device on the network that is configured to listen for DHCP
broadcasts from clients on the local subnet and forward them as appropriate to a DHCP server
on a different subnet. A router that supports BOOTP can be configured as a relay agent. You can
also configure Windows servers on the network to act as DHCP relay agents.Relay agents are
best for LANsRelay agents work best in local area network (LAN) environments, in which
subnets are all in the same geographic location. In a wide area network (WAN) environment, in
which you are forwarding broadcasts across links, you might not want to use relay agents. If a
WAN link goes down, clients won’t be able to obtain or renew leases, and this could cause the
clients to autoconfigure themselves.Relay agents are best for LANsRelay agents work best in
local area network (LAN) environments, in which subnets are all in the same geographic
location. In a wide area network (WAN) environment, in which you are forwarding broadcasts
across links, you might not want to use relay agents. If a WAN link goes down, clients won’t be
able to obtain or renew leases, and this could cause the clients to autoconfigure
themselves.DHCPv6 messages and relay agentsThe way a DHCPv6 client attempts DHCPv6-
based configuration depends on the values of the M and O flags in received Router
Advertisement messages. If there are multiple advertising routers for a given subnet, they should
be configured to advertise the same stateless address prefixes and values of the M and O flags.
All current Windows desktop and server operating systems include DHCPv6 clients and
therefore accept the values of the M and O flags in received router advertisements.DHCPv6
messages and relay agentsThe way a DHCPv6 client attempts DHCPv6-based configuration
depends on the values of the M and O flags in received Router Advertisement messages. If
there are multiple advertising routers for a given subnet, they should be configured to advertise
the same stateless address prefixes and values of the M and O flags. All current Windows
desktop and server operating systems include DHCPv6 clients and therefore accept the values
of the M and O flags in received router advertisements.You can configure an IPv6 router that is
running Windows to set the M flag to 1 in router advertisements by using either of the following
commands:• netsh interface ipv6 set interface InterfaceName managedaddress=enabled• Set-
NetIPInterface –addressfamily ipv6 –interfacealias InterfaceName –advertisingSimilarly, you can



set the O flag to 1 in router advertisements by using either of the following commands:• netsh
interface ipv6 set interface InterfaceName otherstateful=enabled• Set-NetIPInterface –
addressfamily ipv6 –interfacealias InterfaceName –otherstatefulconfigurationWhen you are
working with the M and O flags, keep the following in mind:• If both the M and O flags are set to
0, the network is considered not to have DHCPv6 infrastructure. Clients use router
advertisements for non-link-local addresses and manual configuration to configure other
settings.• If both the M and O flags are set to 1, DHCPv6 is used for both IP addressing and
other configuration settings. This combination is known as DHCPv6 stateful mode, in which
DHCPv6 is assigning stateful addresses to IPv6 clients.• If the M flag is set to 0 and the O flag is
set to 1, DHCPv6 is used only to assign other configuration settings. Neighboring routers are
configured to advertise non-link-local address prefixes from which IPv6 clients derive stateless
addresses. This combination is known as DHCPv6 stateless mode.• If the M flag is set to 1 and
the O flag is set to 0, DHCPv6 is used for IP address configuration but not for other settings.
Because IPv6 clients typically need to be configured with other settings, such as the IPv6
addresses of DNS servers, this combination typically is not used.As with DHCPv4, DHCPv6
uses User Datagram Protocol (UDP) messages. DHCPv6 clients listen for DHCP messages on
UDP port 546. DHCPv6 servers and relay agents listen for DHCPv6 messages on UDP port 547.
The structure for DHCPv6 messages is much simpler than for DHCPv4, which had its origins in
the BOOTP protocol to support diskless workstations.DHCPv6 messages start with a 1-byte
Msg-Type field that indicates the type of DHCPv6 message. This is followed by a 3-byte
Transaction-ID field that is determined by a client and used to group together the messages of a
DHCPv6 message exchange. Following the Transaction-ID field, DHCPv6 options are used to
indicate client and server identification, addresses, and other configuration settings. Three fields
are associated with each DHCPv6 option:• A 2-byte Option-Code field indicates a specific
option.• A 2-byte Option-Len field indicates the length of the Option-Data field in bytes.• An
Option-Data field contains the data for the option.Messages exchanged between relay agents
and servers use a different message structure to transfer additional information. A 1-byte Hop-
Count field indicates the number of relay agents that have received the message. A receiving
relay agent can discard the message if it exceeds a configured maximum hop count. A 16-byte
Link-Address field contains a non-link-local address that is assigned to an interface connected
to the subnet on which the client is located. Based on the Link-Address field, the server can
determine the correct address scope from which to assign an address. A 16-byte Peer-Address
field contains the IPv6 address of the client that originally sent the message or the previous relay
agent that relayed the message. Following the Peer-Address field are DHCPv6 options. A key
option is the Relay Message option. This option provides an encapsulation of the messages
being exchanged between the client and the server.IPv6 does not have broadcast addresses.
Because of this, the limited broadcast address for some DHCPv4 messages has been replaced
with the All_DHCP_Relay_Agents_And_Servers address of FF02::1:2 for DHCPv6. A DHCPv6
client attempting to discover the location of the DHCPv6 server on the network sends a Solicit



message from its link-local address to FF02::1:2. If there is a DHCPv6 server on the client’s
subnet, it receives the Solicit message and sends an appropriate reply. If the client and server
are on different subnets, a DHCPv6 relay agent on the client’s subnet receiving the Solicit
message will forward it to a DHCPv6 server.DHCP availability and fault toleranceAs part of
planning, you must consider how many DHCP servers should be made available on the network.
In most cases you’ll want to configure at least two DHCP servers. If they are configured properly,
having multiple DHCP servers increases reliability and allows for load balancing and fault
tolerance.DHCP availability and fault toleranceAs part of planning, you must consider how many
DHCP servers should be made available on the network. In most cases you’ll want to configure
at least two DHCP servers. If they are configured properly, having multiple DHCP servers
increases reliability and allows for load balancing and fault tolerance.In a large enterprise, a
server cluster can be your primary technique for ensuring DHCP availability and providing for
fault tolerance. Here, if a DHCP server fails, the DHCP Server service can be failed over to
another server in the cluster, allowing for the seamless transition of DHCP services. Clustering
uses a shared storage and is fairly complex to set up.Although you can configure the DHCP
Server service for failover on a cluster, much simpler fault-tolerance implementations are now
available natively in the DHCP Server service on Windows Server 2012 R2, and these
implementations work with large networks in addition to small and medium networks. The
implementations use failover scopes that are shared between two DHCP servers to increase
fault tolerance, provide redundancy over using a single DHCP server, and enable load
balancing.The way scopes are shared depends on the failover-scope configuration settings. You
can optimize the shared scope for either load sharing (using the Load Balancing setting) or fault
tolerance (using the Hot Standby setting). Whether you optimize a failover scope for load
balancing or fault tolerance, the DHCP servers involved replicate lease information between
them to maintain the scope state. The key difference lies in how the member servers are used.In
a load-balancing configuration, the two servers simultaneously serve IP addresses and options
to clients in the scope. The client requests are load balanced and shared between the two
servers. More specifically, a failover scope optimized for load balancing has little or no time delay
configured in its scope properties. With no time delay, both the primary and the secondary
servers can respond to DHCP DISCOVER requests from DHCP clients. This allows the fastest
server to respond to and accept a DHCP OFFER first. Fault tolerance continues to be a part of
the scope. If one of the servers becomes unavailable or overloaded and is unable to respond to
requests, the other server handles requests and continues distributing addresses until the
normal process is restored.In a fault-tolerance configuration, there is an active partner and a
standby partner for the scope. The active server is responsible for leasing IP addresses and
options to all clients in the scope. The standby server, also referred to as the passive server,
assumes this responsibility if the active server becomes unavailable or doesn’t respond in a
timely manner. More specifically, a failover scope optimized for fault tolerance can have an
extended time delay configured in its scope properties. This time delay causes the standby



server to respond with a delay to DHCP DISCOVER requests from DHCP clients. The delay on
the standby server allows the active server to respond to and accept the DHCP OFFER first.
However, if the active server becomes unavailable or overloaded and is unable to respond to
requests, the standby server handles requests and continues distributing addresses until the
active server is available to service clients again. Because failover scopes are a server-side
enhancement, no additional configuration is required for DHCP clients. Because scope state
and lease information are automatically replicated between the active and passive servers, the
state of the scope is always maintained.ImportantFor failover scopes to work properly, time must
be kept synchronized between the two servers in the failover relationship. If the time difference
between the servers is greater than 60 seconds, you won’t be able to complete the failover setup
process. If the time doesn’t remain synchronized, workloads might not be properly balanced
between servers in failover scopes. Replication and other errors might also occur.ImportantFor
failover scopes to work properly, time must be kept synchronized between the two servers in the
failover relationship. If the time difference between the servers is greater than 60 seconds, you
won’t be able to complete the failover setup process. If the time doesn’t remain synchronized,
workloads might not be properly balanced between servers in failover scopes. Replication and
other errors might also occur.Inside OUTIPv6 doesn’t use or require failover scopesFailover
scopes apply only to IPv4 addresses. IPv6 clients typically determine their own IPv6 address
using stateless IP autoconfiguration. In this mode, DHCP servers deliver only the DHCP option
configuration and don’t maintain lease state information. Further, you can ensure high availability
for stateless DHCPv6 just by setting up two servers with identical DHCPv6 option
configurations.Inside OUTIPv6 doesn’t use or require failover scopesFailover scopes apply only
to IPv4 addresses. IPv6 clients typically determine their own IPv6 address using stateless IP
autoconfiguration. In this mode, DHCP servers deliver only the DHCP option configuration and
don’t maintain lease state information. Further, you can ensure high availability for stateless
DHCPv6 just by setting up two servers with identical DHCPv6 option configurations.Failover
scope: Load sharingWhether you are configuring a failover scope for load sharing or fault
tolerance, the scope you are configuring is shared between two servers, with each server having
a relative weighting preference assigned as a load-balancing percentage. For load balancing,
you’ll typically want to use a weighting between 50/50 and 60/40. When you configure load
sharing in this way, each DHCP server has an equal or nearly equal workload. To see how this
would be implemented, consider the following example. The organization has two DHCP
servers. Scope 1 is configured to use the IPv4 address range 192.168.10.1 to 192.168.10.254
and is 60/40 load balanced between Server A and Server B.Failover scope: Load
sharingWhether you are configuring a failover scope for load sharing or fault tolerance, the
scope you are configuring is shared between two servers, with each server having a relative
weighting preference assigned as a load-balancing percentage. For load balancing, you’ll
typically want to use a weighting between 50/50 and 60/40. When you configure load sharing in
this way, each DHCP server has an equal or nearly equal workload. To see how this would be



implemented, consider the following example. The organization has two DHCP servers. Scope 1
is configured to use the IPv4 address range 192.168.10.1 to 192.168.10.254 and is 60/40 load
balanced between Server A and Server B.Here, 254 IP addresses are available, which could be
used to service 200 or more clients. When a client starts up on the network, both DHCP servers
respond. The client accepts the first IP address offered, which could be on either Server A or
Server B and which is often the server that is closest to the client. Because both servers are
configured to use the same IP address range, both servers can service clients on that
subnet.The way the workload is load balanced is through a small time delay configured in the
scope properties for Server B. This small time delay ensures that Server A has a 60/40
preference over Server B for responding to DHCP DISCOVER requests from DHCP clients and
accepting DHCP OFFER requests.Keep in mind that the length of the time delay is relative to the
weighting for load balancing. The higher percentage of workload that one server has over the
other, the stronger the preference for one server over the other. If one of the servers fails, lease
information is maintained, because lease information was replicated between both DHCP
servers, and the remaining server has all the lease information.As you can see, the load-sharing
approach is designed to provide load balancing and also has some redundancy and fault
tolerance built in. Because the lease information is replicated between the servers, the DHCP
servers share a common pool of IP addresses and it doesn’t matter whether one of the servers
actually assigns more IP addresses than the other. The common IP address pool ensures that
as long as there are available addresses, the addresses are available to be assigned by either
server. Keep in mind that once all IP addresses in the pool have been allocated, no IP addresses
are available to clients seeking new leases and they are configured to use automatic private IP
addressing.Failover scope: Fault toleranceAs stated previously, whether you are configuring a
failover scope for load sharing or fault tolerance, the scope you are configuring is shared
between two servers, with each server having a relative weighting preference assigned as a
load-balancing percentage. For fault tolerance, you’ll typically want to use a weighting between
80/20 and 90/10. By configuring fault tolerance in this way, you ensure that one server handles
most of the workload. Here, you have a primary DHCP server that assigns most of the IP
addresses to clients and a backup DHCP server that assigns few or no IP addresses to clients.
This situation is ideal when the DHCP servers are separated from each other, such as when the
primary DHCP server is on the primary subnet and the backup DHCP server is on a centralized
site.Failover scope: Fault toleranceAs stated previously, whether you are configuring a failover
scope for load sharing or fault tolerance, the scope you are configuring is shared between two
servers, with each server having a relative weighting preference assigned as a load-balancing
percentage. For fault tolerance, you’ll typically want to use a weighting between 80/20 and 90/10.
By configuring fault tolerance in this way, you ensure that one server handles most of the
workload. Here, you have a primary DHCP server that assigns most of the IP addresses to
clients and a backup DHCP server that assigns few or no IP addresses to clients. This situation
is ideal when the DHCP servers are separated from each other, such as when the primary



DHCP server is on the primary subnet and the backup DHCP server is on a centralized site.To
see how this would be implemented, consider the following example. The organization has two
DHCP servers. Scope 1 is configured to use the IPv4 address range 192.168.10.1 to
192.168.10.254 and is 90/10 load balanced between Server A and Server B. Here, 254 IP
addresses are again available, which could be used to service 200 or more clients—most of
which are located on the primary subnet. You are using a DHCP server in a central site as a
backup for this scope. If the primary server goes down, the backup can respond to client
requests and handle their leases. When the primary comes back online, it handles the majority
of client leases because it’s located on the primary subnet closer to most of the client devices.
Again, you achieve basic fault tolerance and availability.The workload is load balanced through
an extended time delay configured in the scope properties for Server B. This extended time
delay ensures that Server A has a 90/10 preference over Server B for responding to DHCP
DISCOVER requests from DHCP clients and accepting DHCP OFFER requests. As you can
see, the fault-tolerance approach is designed to provide redundancy and ensure availability.
Because the lease information is replicated between the servers, the DHCP servers share a
common pool of IP addresses and it doesn’t matter which server actually assigns the IP address
to a client. The common IP address pool ensures that as long as there are available addresses,
the addresses are available to be assigned by either server. Keep in mind that once all IP
addresses in the pool have been allocated, no IP addresses are available to clients seeking new
leases and they are configured to use automatic private IP addressing.Traditional split scopesIn
addition to failover scopes, which are managed automatically by the DHCP Server service and
share their entire pool of leasable addresses, you can continue to use existing split scopes,
which don’t share their pool of leasable addresses and generally require closer monitoring to
ensure proper operations. You won’t, however, be able to create new split scopes once you
create a failover scope on a server, because failover scopes are designed to replace split
scopes.Traditional split scopesIn addition to failover scopes, which are managed automatically
by the DHCP Server service and share their entire pool of leasable addresses, you can continue
to use existing split scopes, which don’t share their pool of leasable addresses and generally
require closer monitoring to ensure proper operations. You won’t, however, be able to create new
split scopes once you create a failover scope on a server, because failover scopes are designed
to replace split scopes.With split scopes, you use two DHCP servers to make a specific
percentage of a scope’s IP addresses available on one server and the rest of the IP addresses
available on another server. Here, each DHCP server is configured with an identical scope range
but with different exclusions within that range. The first server gets the first portion of the scope’s
IP address range and excludes the rest. The second server gets the rest of the scope’s IP
address range and excludes the first portion.As with failover scopes, you split scopes between
two servers with one of two goals:• Load balancing• Fault toleranceFor load balancing, you split
the scope equally—or nearly so—between the two servers. For fault tolerance, you assign most
of the available IP addresses to the primary server and few IP addresses to the backup server.



To see how split scopes could be implemented, consider the following example. The
organization has two DHCP servers configured as follows:• Server A’s primary scope is
configured to use the IPv4 address range 192.168.10.1 to 192.168.10.254 and has an exclusion
range of 192.168.10.203 to 192.168.10.254.• Server B’s primary scope is configured to use the
IPv4 address range 192.168.10.1 to 192.168.10.254 and has an exclusion range of
192.168.10.1 to 192.168.10.202.Here, 254 IP addresses are available, which could be used to
service 200 or more clients—most which are located on the primary subnet. You are using a
DHCP server on a central site as a backup. If the primary server goes down, the backup can
respond to client requests and handle their leases. When the primary comes back online, it
handles the majority of client leases because it’s located on the primary subnet closer to the
bulk of the client devices. Thus you achieve basic fault tolerance and availability.Although this
approach is designed to provide some redundancy and fault tolerance, it’s possible that the
primary would be offline too long and the backup DHCP server would run out of available IP
addresses. If this were to happen, no IP addresses would be available to clients seeking new
leases and they would be configured to use APIPA.Keep in mind that split scopes don’t share
their lease information. As a result, each server can assign only a subset of the available IP
addresses. In this example, the primary server has 80 percent of the assignable IP addresses
and the backup server has only 20 percent. As a result, if the primary is offline too long, the
backup could run out of assignable IP addresses much more quickly than it would if the entire
pool of IP addresses were shared.Because split scopes don’t share their address pool, you
might want to use a 100/100 failover technique. Here, you make twice as many IP addresses
available than are needed. Thus, if you must provide DHCP services for 200 clients, you make at
least 400 IP addresses available to those clients. As before, each DHCP server is configured
with an identical scope range, but with different exclusions within that range. The first server gets
the first half of the scope’s IP address range and excludes the second half. The second server
gets the second half of the scope’s IP address range and excludes the first half.To make twice
as many IP addresses available than are needed, you must think carefully about the IP address
class you use and would most likely want to use a Class A or Class B network. With this in mind,
the organization’s two DHCP servers might be configured as follows:• Server A’s primary scope
is configured to use the IPv4 address range 10.0.1.1 to 10.0.10.254 and has an exclusion range
of 10.0.6.1 to 10.0.10.254. You also must block the potential broadcast addresses in the
nonexcluded range, so you also exclude 10.0.1.255, 10.0.2.255, 10.0.3.255, 10.0.4.255, and
10.0.5.255.• Server B’s primary scope is configured to use the IPv4 address range 10.0.1.1 to
10.0.10.254 and has an exclusion range of 10.0.1.1 to 10.0.5.254. You also must block the
potential broadcast addresses in the nonexcluded range, so you also exclude 10.0.6.255,
10.0.7.255, 10.0.8.255, 10.0.9.255, and 10.0.10.255.Here, more than 2,500 IP addresses are
available, which is more than twice the number needed to service the network’s 1,000 clients.
When a client starts up on the network, both DHCP servers respond. The client accepts the first
IP address offered, which could be on either Server A or Server B and which is often the server



that is closest to the client. Because both servers are configured to use the same IP address
range, both servers can service clients on that subnet. If one of the servers fails, a client using
an IP address in the excluded range of the remaining server would be allowed to obtain a new
lease.Because more than twice as many IP addresses are available, every client on the network
can obtain a lease even if one of the DHCP servers goes offline. This approach not only offers
availability and fault tolerance but also gives you flexibility. You are able to take one of the DHCP
servers offline and perform maintenance or upgrades without worrying about running out of
available IP addresses. That said, split scopes are not as dynamic as failover scopes, and
failover scopes are the preferred technique to use for availability and fault tolerance.NoteSplit
scopes apply only to IPv4 addresses. You can’t split a superscope or a scope that is part of a
superscope. You create a split scope on the DHCP server that you want to act as the primary
server by splitting an existing scope. During the split-scope creation process, you need to
specify the DHCP server with which you want to split the primary server’s scope. This additional
server acts as the secondary server for the scope. Because split scopes are a server-side
enhancement, no additional configuration is required for DHCP clients.NoteSplit scopes apply
only to IPv4 addresses. You can’t split a superscope or a scope that is part of a superscope. You
create a split scope on the DHCP server that you want to act as the primary server by splitting
an existing scope. During the split-scope creation process, you need to specify the DHCP server
with which you want to split the primary server’s scope. This additional server acts as the
secondary server for the scope. Because split scopes are a server-side enhancement, no
additional configuration is required for DHCP clients.Setting up DHCP serversThe approach you
use to set up DHCP servers depends on many factors, including the number of clients on the
network, the network configuration, and the Windows domain implementation you are using.
From a physical-server perspective, the DHCP Server service doesn’t use a lot of system
resources and can run on just about any system configured with Windows Server 2012 R2. The
DHCP Server service is, in fact, often installed as an additional service on an existing
infrastructure server or on an older server that isn’t robust enough to offer other types of
services. Either approach is fine as long as you remember the security precaution discussed
previously about not installing DHCP on a domain controller if possible. However, I prefer to
install the DHCP Server service on hardware that I know and trust. Rather than installing it on an
older system that might fail, I install it on either a workstation-class system running Windows
Server 2012 R2 or an existing infrastructure server that can handle the additional load.Setting
up DHCP serversThe approach you use to set up DHCP servers depends on many factors,
including the number of clients on the network, the network configuration, and the Windows
domain implementation you are using. From a physical-server perspective, the DHCP Server
service doesn’t use a lot of system resources and can run on just about any system configured
with Windows Server 2012 R2. The DHCP Server service is, in fact, often installed as an
additional service on an existing infrastructure server or on an older server that isn’t robust
enough to offer other types of services. Either approach is fine as long as you remember the



security precaution discussed previously about not installing DHCP on a domain controller if
possible. However, I prefer to install the DHCP Server service on hardware that I know and trust.
Rather than installing it on an older system that might fail, I install it on either a workstation-class
system running Windows Server 2012 R2 or an existing infrastructure server that can handle the
additional load.Speaking of server load, a single DHCP server can handle about 10,000 clients
and about 1,000 scopes. This is, of course, if the system is a dedicated DHCP server with
adequate processing power and memory. Because DHCP is so important for client startup and
network access, I don’t trust the service to a single server, and you shouldn’t either. In most
cases you’ll want to have at least two DHCP servers on the network. If you have multiple
subnets, you might want two DHCP servers per subnet. However, configuring routers to forward
DHCP broadcasts or having DHCP relay agents reduces the need for additional servers.Many
organizations also have standby DHCP servers available. A standby DHCP server is a server
that has the DHCP Server service fully configured but has its scopes deactivated. Then, if a
primary DHCP server fails and can’t be recovered immediately, the scopes can be activated to
service clients on the network as necessary.After you select the server hardware, you should
plan the IP address ranges and exclusions you want to use. The “Planning DHCPv4 and
DHCPv6 implementations” section earlier in this chapter should have given you some good
ideas on how to configure IP address ranges and exclusions for availability and fault tolerance.
At the implementation stage, don’t forget about IP addresses that might have been assigned (or
will be assigned) to devices using static IP addresses. You should either specifically exclude
these IP address ranges or just not include them in the scopes you configure.The way you set
up DHCP services depends on whether the network in which the DHCP server will be placed is
using Active Directory domains or workgroups. With Active Directory domains, you set up DHCP
services by completing the following steps:1. Installing the DHCP Server service2. Authorizing
the DHCP server in Active Directory3. Configuring the DHCP server with the appropriate
scopes, exclusions, reservations, and options4. Activating the DHCP server’s scopesWith
workgroups, you don’t need to authorize the DHCP server in Active Directory. This means the
steps for setting up DHCP services look like this:1. Installing the DHCP Server service2.
Configuring the DHCP server with the appropriate scopes, exclusions, reservations, and
options3. Activating the DHCP server’s scopesThe sections that follow examine the related
procedures in detail.Installing the DHCP Server serviceYou install the DHCP Server service as a
server role. To install the DHCP Server service using the Add Roles And Features Wizard, follow
these steps:Installing the DHCP Server serviceYou install the DHCP Server service as a server
role. To install the DHCP Server service using the Add Roles And Features Wizard, follow these
steps:1. DHCP servers should be assigned a static IPv4 and IPv6 address on each subnet they
will service and to which they are connected. Ensure that the server has static IPv4 and IPv6
addresses.2. In Server Manager, tap or click Manage and then tap or click Add Roles And
Features, or select Add Roles And Features in the Quick Start pane. This starts the Add Roles
And Features Wizard. If the wizard displays the Before You Begin page, read the Welcome text



and then tap or click Next.3. On the Installation Type page, Role-Based Or Feature-Based
Installation is selected by default. Tap or click Next.4. On the Server Selection page, you can
choose to install roles and features on running servers or virtual hard disks (VHDs). Only servers
that are running Windows Server 2012 R2 and that have been added for management in Server
Manager are listed. Either select a server from the server pool or select a server from the server
pool on which to mount a VHD. If you are adding roles and features to a VHD, tap or click
Browse and then use the Browse For Virtual Hard Disks dialog box to locate the VHD. When you
are ready to continue, tap or click Next.5. On the Select Roles page, select DHCP Server. If
additional features are required to install a role, you’ll see an additional dialog box. Tap or click
Add Features to close the dialog box, and add the required features to the server installation.
When you are ready to continue, tap or click Next three times.6. If the server on which you want
to install the DHCP Server role doesn’t have all the required binary source files, the server gets
the files through Windows Update by default or from a location specified in Group Policy. To
specify an alternate path for the required source files, click the Specify An Alternate Source Path
link, type that alternate path in the box provided, and then tap or click OK. For network shares,
type the Universal Naming Convention (UNC) path to the share, such as \
\CorpServer65\WinServer2012\. For mounted Windows images, type the WIM path prefixed with
WIM: and including the index of the image to use, such as WIM:\
\CorpServer65\WinServer2012\install.wim:4.7. After you review the installation options and save
them as necessary, tap or click Install to begin the installation process. The Installation Progress
page tracks the progress of the installation. If you close the wizard, tap or click the Notifications
icon in Server Manager and then tap or click the link provided to reopen the wizard. When Setup
finishes installing the DHCP Server role, the Installation Progress page will be updated to reflect
this. Review the installation details to ensure that all phases of the installation were completed
successfully.8. As stated in the Post-Deployment Configuration task panel, additional
configuration is required for DHCP servers. Tap or click the Complete DHCP Configuration link.
This starts the DHCP Post-Install Configuration Wizard.9. The Description page states that
DHCP Administrators and DHCP Users groups will be created in the domain for delegation of
DHCP server administration. In addition, if the DHCP server is joined to a domain, the server will
be authorized in Active Directory. Tap or click Next.10. On the Authorization page, do one of the
following to specify the credentials to use to authorize the DHCP server in Active Directory:Your
current user name is shown in the User Name box. If you have administrator privileges in the
domain of which the DHCP server is a member and you want to use your current credentials, tap
or click Commit to attempt to authorize the server using these credentials.If you want to use
alternate credentials or if you are unable to authorize the server using your current credentials,
select Use Alternate Credentials and then tap or click Specify. In the Windows Security dialog
box, enter the user name and password for the authorized account and then tap or click OK. Tap
or click Commit to attempt to authorize the server using these credentials.If you want to
authorize the DHCP server later, select Skip AD Authorization and then tap or click Commit.



Keep in mind that in domains only authorized DHCP servers can provide dynamic IP addresses
to clients.11. When the wizard finishes the post-install configuration, review the installation
details to ensure that tasks were completed successfully and then tap or click Close. Next, you
need to restart the DHCP Server service on the DHCP server so that the DHCP Administrators
and DHCP Users groups can be used. To do this, tap or click DHCP in the left pane of Server
Manager. Next, in the main pane, on the Servers panel, select the DHCP server. Finally, on the
Services panel, press and hold or right-click the entry for the DHCP server and then tap or click
Restart Service.
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Caution Don’t try to log off the remote session by pressing Ctrl+Alt+Delete and tapping or
clicking Logoff. Doing this will log you off the console session on your local client but still leave
the remote session running on the Remote Desktop Server. Connecting to a virtual machine in
Windows Azure For a virtual machine that is running the Windows Server operating system in a
Windows Azure environment, you use the Connect button in the Windows Azure Management
Portal to start a Remote Desktop Connection. When you set up a new virtual machine using the
Windows Azure Management Portal, you specify the TCP port for Remote Desktop connections
and the TCP port for remote Windows PowerShell connections.
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